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Editor’s Introduction
HU FU
University of British Columbia

This issue of SIGEcom Exchanges has two articles coming from the First Workshop on Mechanism Design for Social Good, which took place at EC in 2017. A
survey by Scott Kominers is based on the keynote he gave there, which overviews
recent examples of market design in the realm of social good improvement. The
workshop’s organizers, Rediet Abebe and Kira Goldner, contributed a report that
summarizes each keynote and contributed talk at the workshop.
We then have four research letters, demonstrating some very exciting progress
on various fronts at the intersection between economics and computation. Among
these, the letter by Bergemann, Brooks and Morris summarizes a characterization
of equilibrium behavior in the first-price auction with very general common-prior
information structures; the one by Dobzinski and Ovadia describes their work on
combinatorial cost sharing that won the best paper award at EC 2017; the one by
Gravin and Lu explains the framework of correlation-robust mechanism design, first
proposed by Carroll and then further developed by the two authors of the letter; and
finally the one by Papadimitriou and Piliouras overviews a new solution concept for
game theory that is based on game dynamics, using tools from dynamical systems
and topology.
I’d like to warmly thank all the contributers, and I hope you, the readers, would
enjoy this issue.

Author’s address: hufu@cs.ubc.ca
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A Report on the Workshop on Mechanism Design
for Social Good
REDIET ABEBE
Cornell University
and
KIRA GOLDNER
University of Washington

We present a report on the first Workshop on Mechanism Design for Social Good (MD4SG ’17),
which took place at the 18th ACM Conference on Economics and Computation (EC ’17), and
discuss unifying themes for research at this interface.

1.

INTRODUCTION

The first Workshop on Mechanism Design for Social Good (MD4SG ’17) was held
in conjunction with the 18th ACM Conference on Economics and Computation
(EC ’17) at MIT in Cambridge, MA on June 26, 2017. The workshop featured
keynote talks, contributed presentations, a poster session, and a panel discussion
with researchers from the economics and computation community and adjacent
fields.
The EC community has made great strides both in the development of theoretical
foundations and in applications of algorithms, optimization, and mechanism design.
Key application domains have so far included ad auctions and electronic commerce,
fair division, prediction markets, and social networks. The first Workshop on Mechanism Design for Social Good focused on a set of promising applications aimed at
improving access to opportunity, specifically within housing, healthcare, and education. Examples include low-income housing allocation, refugee resettlement,
diversity and integration in education, and aligning incentives in healthcare.
In these domains of interest, the government and individuals design allocation
policies, impose regulations on activities, and determine protocols of interaction.
Hence, algorithmic and mechanism design insights have the potential to significantly
improve societal welfare, especially for communities of people where opportunities
are traditionally limited. This requires a deep understanding of the domains of
interest in order to formulate problems where more efficient and fair solutions can
be implemented to improve access to opportunity. Consequently, the workshop
included three keynote presentations by domain experts from the fields of economics
and public policy, which we discuss in detail in Section 2. Each talk was followed
by a discussion period to foster future learning and collaborations, as well as jointly
brainstorm research directions.
The workshop also consisted of ten contributed talks and a poster session highlighting exemplary work falling under this theme. Participants spanned areas including computer science, economics, industrial engineering, operations research,
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management sciences, and public policy. We highlight their talks in Section 3.
Working across disciplinary lines, implementing theoretical insights in practice,
and developing a framework for applications to inform theoretical work comes with
a unique set of opportunities and challenges. To discuss these, share best practices,
and formulate future directions for the field, the workshop concluded with a panel
discussion with researchers who have extensive experience working at this interface.
This is summarized in Section 4.
This workshop grew out of a multi-institutional, interdisciplinary research group
with the same objective that the authors co-founded and have been co-organizing
since September 2017 [Abebe and Goldner, 2016].1 Both the workshop and the
research group are part of a broader vision to foster interest in research at this
interface and increase collaborations across disciplinary boundaries, as well as with
practitioners, in order to improve societal welfare.
2.

KEYNOTE TALKS

The workshop consisted of three keynote presentations focused on settlement, healthcare, and education, with talks by Scott Duke Kominers (Harvard Business School
and Harvard Department of Economics), Mark Shepard (Harvard Kennedy School),
and Parak Pathak (Massachusetts Institute of Technology, Department of Economics). We present a summary of these talks below:
Scott Duke Kominers: Good Markets (Really Do) Make Good Neighbors. This presentation consisted of a discussion on how to apply market design to
improve societal welfare; two case studies focus on refugee settlement and healthcare data exchange.
Market design aims to apply economic principles to design and re-design market
institutions. This emerges in a variety of domains and presents an opportunity
for researchers to contribute to the theory, application, and evaluation of marketdesign-inspired solutions. This can, in turn, inform research in the theory and
applications of market design. Two key dimensions are when the designer can set
rules governing what types of transactions may occur in a market and when the designer can build infrastructure for facilitating transactions. Some potential types of
interventions inspired by market design are: (1) marketplace mechanism re-design,
in cases where a market exists, but is not performing satisfactorily, (2) information provision, where participants have unequal access to or incentive for collecting
information, (3) re-shaping the extensive margin, where a marketplace exists but
agents either are not participating or wholly lack access to the marketplace, and
(4) market creation, in cases where a market is missing.
One such opportunity arises in refugee resettlement. Each year hundreds and
thousands of refugees have to be resettled. Initial resettlement areas matter both
for the refugees and for the communities they join. Providing better matches that
take into account local communities, labor markets, education, and the skills and
preferences of the refugees can improve long-term socioeconomic outcomes, and lead
to more supply of resettlement areas. However, current matching processes are rela1 To

learn more or join the MD4SG email list, please email the organizers at organizers@md4sg.

com.
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tively ad hoc. Delacrétaz et al. [2016] consider the problem of designing a matching
system that incorporates the refugees’ and localities’ preferences while respecting
local service and resource constraints. They develop a model with multidimensional
combinatorial constraints and offer mechanisms for different institutional contexts.
This work is coupled with Refugees’ Say, an organization co-founded by Will Jones
and Alex Teytelboym, which aims to implement some of these insights in practice
[Jones and Teytelboym, 2016].
A second example is healthcare data exchanges. Patients may receive care at multiple institutions, which can lead to duplication of patient health data across sites
and errors in reporting health statistics such as the number of deaths and extent of
treatment. Sharing health-related data for research is inhibited by the Health Insurance Portability and Accountability Act (HIPPA), which restricts data-exchange in
order to protect patients. This challenge presents an opportunity to design a data
exchange market which preserves HIPPA protections, while incentivizing participation. Kho et al. [2015] designed and implemented a tool that creates a secure,
privacy-preserving linkage of electronic health data across multiple sites in Chicago.
This software has been successfully used to link and de-duplicate 7 million records
across six institutions and reduce duplication of patient records by as much as 28%.
Mark Shepard: Making Health Insurance Work through Market Design. Mark Shepard’s work focuses on health economics, and in particular on
health insurance in the United States. In his talk, Shepard summarized the history behind the recent rise of centralized insurance markets in the U.S. In many
settings today (e.g. Medicaid, Medicare, and the ACA exchanges), the government
creates a market where (subsidized) private health insurance plans are offered to
patients. However, the government is currently not fully harnessing its role as market maker. Adverse selection, moral hazard, human failure, and other incentive
issues plague insurance markets. Shepard’s talk outlined suggestions for how tools
from mechanism design could be helpful in re-aligning insurance provider incentives
and increasing patient welfare.
One instance is the use of risk-adjustment to mitigate adverse selection. In order
to make patients with different levels of health risk approximately equally attractive
as insurance customers, the government can offer a subsidy to the insurance companies for each patient, which is determined in relation to the patient’s expected
health costs for the year.
Another example is related to competitive procurement of health plans. When an
institution, such as a university, is determining what insurance plans to offer their
employees, they review several plans from multiple insurance companies and select
a few to offer to their employees, presumably choosing the quantity and type of
plans in order to best trade off patient health and employer cost. The government
can choose to use its role as market maker in a similar way, creating competition
to enter the market in order to encourage that prices or quality of plans be set in
a more desirable manner.
In summary, U.S. health insurance markets are afflicted with several inefficiencies, which indicate both inadequate alignment of incentives and market failures.
Insights from mechanism design can be used to address some of these challenges to
create more effective systems that work for individuals, institutions, and insurance
ACM SIGecom Exchanges, Vol. 16, No. 2, June 2018, Pages 2–11
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companies alike.
Parag Pathak: Mechanism Design for Education. A canonical example of
a research area where mechanism design has been used to implement new solutions
aimed at improving societal welfare is school choice. Driven by mechanism design
research, over the past couple of decades, there have been significant changes in how
students are assigned to public schools across the country. There are a variety of
other research directions in education where solutions guided by mechanism design
can improve efficiency and increase fairness in the allocation of resources.
One such example is affirmative action. Affirmative action, especially in admission to selective educational institutions, is a contentious topic with numerous
Supreme Court cases such as the 2003 Seattle/Louisville vs. PICS. Many cases have
either impeded the implementation of race-based plans and/or continue to challenge
it in many of America’s major cities [Grutter vs Bollinger , 2003; Seattle/Louisville
vs. PICS , 2007; Fischer vs. University of Texas, 2016]. Race-neutral plans, which
provide an alternative to race-based quotas, are being used more widely as a result.
A key question is how can we achieve diversity without using a race-based plan?
One solution used by Chicago Public Schools (CPS) is a place-based affirmative
action system.
Motivated by CPS, Ellison and Pathak [2016] study affirmative action systems
with reserves. CPS serves a population of about 400,000 students, about 40% of
whom are African American and 45% of whom are Hispanic. It has 10 selectiveentry high schools, which get about 16 thousand applications every year. CPS
used a race-based allocation scheme before switching to a race-neutral, place-based
system in 2008. Ellison and Pathak [2016] explore the efficacy of race-neutral alternatives in substituting racial quotas, as well as discuss trade-offs between allocation
efficiency and diversity. They show that if student outcomes depend on how closely
curricula are tailored to their ability, then exam-based allocations are desirable.
However, if there is a diversity objective, then the optimal allocation system is one
that admits applicants based on exam scores and then provides affirmative action
to groups with lower scores. They explore different targeting schemes and find that
affirmative action systems allow for an applicant to be assigned via multiple routes.
3.

CONTRIBUTED TALKS

The workshop also highlighted research by researchers across disciplines through ten
contributed talks and a poster session. We present a summary of the contributed
talks by Peng Shi (University of Southern California, Marshall School of Business),
Benjamin Roth (Harvard Business School), Can Zhang (Georgia Institute of Technology, H. Milton Stewart School of Industrial and Systems Engineering), Nika
Haghtalab (Carnegie Mellon University, Department of Computer Science), Hamsa
Bastani (IBM Research), Imanol Arrieta-Ibarra (Stanford University, Management
Science and Engineering), Yunan Li (University of Pennsylvania, Department of
Economics), Vince Conitzer (Duke University, Department of Computer Science),
and Hongyao Ma (Harvard University, Department of Computer Science). The
workshop website contains references to poster presentations.
Peng Shi: How (Not) to Allocate Affordable Housing. A key issue in addressing inequality is expanding the availability of affordable housing for families in
ACM SIGecom Exchanges, Vol. 16, No. 2, June 2018, Pages 2–11
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need. Motivated by the allocation of affordable housing in New York City, Arnosti
and Shi [2017] analyze a dynamic assignment problem in which the social planner
would like to balance two goals: providing assistance to the most disadvantaged
families and providing high-quality matches. They show that these two goals are
at odds; in particular, NYC’s current system of repeated lotteries with unlimited
entry effectively targets disadvantaged applicants, but achieves poor match quality compared to first-come first-served waiting lists. They also consider alternate
mechanisms—allowing agents to use unused tickets, using waiting lists, and limited
entry—and show surprising equivalence results between these mechanisms. Finally,
they discuss when it is beneficial to prioritize the quality of matches to targeting
families in need, and its implications to allocation of affordable housing in practice.
Benjamin Roth: Targeting High Ability Entrepreneurs Using Community Information: Mechanism Design in the Field. Communities hold
valuable information about their members, which can be used to improve screening
and allocation efforts. Hussam et al. [2017] study one such example: predicting
entrepreneurship to provide access to credit. They conduct a large-scale field experiment and demonstrate that community members are able to predict successful
micro-entrepreneurs in Maharashtra, India. This information remains useful even
after controlling for observables. Since incentive issues arise due to interpersonal
relationships, soliciting accurate information is not straightforward. For instance,
community members distort their reports in favor of family members and close
friends when real grants are being distributed. However, simple techniques such as
peer prediction, public reporting, and cross-reporting can be used to effectively realign incentives and elicit highly predictive information about the marginal return
of capital.
Can Zhang: Truthful Mechanisms for Medical Surplus Product Allocation. Access to quality medical products is a concern in many health facilities
in developing nations. Medical Surplus Recovery Organizations (MSROs) assign
surplus medical products found in facilities in developed nations to under-served
health facilities in the developing world. However, this assignment process can be
inefficient due to the uncertain and uncontrollable nature of both the supply and
demand. Zhang et al. [2017] provide a solution inspired by mechanism design to
allocate products truthfully and efficiently in a setting where the health facilities
are strategic and non-profit. MSROs solicit each recipient’s preference ranking of
different products. But, in the generic setting, the only truthful mechanism is
one that randomly selects a recipient at each shipping opportunity, and thus does
not use this information. It can also lead to very inefficient allocation outcomes.
Zhang et al. [2017] find that two strategies—(1) not sharing the inventory, and (2)
not sharing information about other recipients—can greatly improve MSROs’ value
provision.
Nika Haghtalab: Opting Into Optimal Matching. A seminal mechanism
design problem with social good applications is kidney exchange, where an incompatible pair of a kidney donor and a transplant patient is matched with another
incompatible donor-patient pair such that when they switch donors, the transplants
are both compatible. The impact of kidney exchanges is growing in recent years as
hospitals enroll patients into regional or even national kidney exchange programs.
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Hospitals, however, may not find it individually rational to participate in the exchanges if they are able to match more of their own patients outside of the exchange,
which would reduce the realized social welfare of a mechanism. Blum et al. [2017]
consider the problem of designing mechanisms that are both optimal and individually rational for hospitals. Under the assumption that donor-patient pairs choose
their hospital randomly (according to some distribution), the authors show that
any optimal kidney exchange mechanism is likely to be individually rational up to
lower-order terms. They also show that, when the hospitals are chosen uniformly at
random, with high probability, there exists a matching that is individually rational
and optimal up to lower-order terms.
Hamsa Bastani: Analysis of Medicare Pay-for-Performance Contracts.
When health providers are paid for each service they perform as opposed to for the
health outcome of their patients, providers are incentivized to prioritize the number
of services completed over patient health. To realign the providers’ incentives with
patient health, Medicare has committed to instead use Pay-for-Performance (P4P)
contracts. However, the current P4P mechanisms in use are often designed in an
ad-hoc manner. Bastani et al. [2016] investigate mechanisms that achieve optimal
utility for Medicare subject to using “small” incentive—an institutional constraint
required in practice—and draw conclusions about the various mechanisms that
Medicare currently has in place. Among their conclusions, they find that despite
initially being more costly for Medicare, offering bonuses instead of just penalizing
poor-performers increases Medicare’s expected utility. They also find that offering
a single performance threshold (above which providers are rewarded and below
which providers are penalized) is more effective than a continuous approach, where
rewards and penalties vary with the distance from the threshold.
Imanol Arrieta-Ibarra: A Personalized BDM Mechanism for Efficient
Market Intervention Experiments. Measuring the efficacy of market interventions is a corner-stone problem in many social good domains. This is especially the
case when implementing a randomized control trial is difficult or even impossible—
a setting frequently found in developing world contexts. The BDM mechanism was
proposed in the 1960s as a way to both evaluate the benefits of an intervention and
measure demand in these situations [Gordon M. Becker, 1964]. Ibarra and Ugander
[2017] present a personalized extension of this mechanism, which takes into account
settings with heterogeneous consumers. Combining insights from algorithmic game
theory and machine learning, they show that this personalized variant can result
in a lower cost to the experimenter compared to natural baselines and yield more
efficient resource allocation, while keeping statistical soundness.
Yunan Li: Mechanism Design with Financially Constrained Agents
and Costly Verification. Li [2017] considers the setting where willingness to
pay (value) and ability to pay (budget) are distinct and private to the buyer. The
seller acts like a government agency trying to maximize surplus, and has the ability
to verify the reported budget from any agent, but at some cost. This is relevant
in settings such as low-income housing allocation or health insurance, where the
government aims to mitigate economic inequality by subsidizing costs for those
who have less of an ability to pay. Li finds that the surplus-optimal mechanism can
be implemented as follows: bidders report their budgets, then the seller provides
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cash subsidies based on these reports and assigns the goods randomly. Then, there
is a second resale stage, with budget-dependent taxes for reselling. In essence,
buyers with lower budgets receive higher subsidies in the first round, but face higher
taxes in the second round, and are inspected randomly. This implementation of
the optimal mechanism parallels the welfare program used in practice for housing
allocation in Singapore.
Peng Shi: Assortment Planning in School Choice. Another seminal problem in mechanism design for social good—school choice—now sees application in
various cities across the nation. Systems utilizing school choice mechanisms work
by eliciting preferences from students and schools over one another and matching
students to schools accordingly. However, these matchings are highly dependent on
policy choices made by the school board. These choices (or parameters) include:
(1) the number of school options that students are shown, (2) the allowed priorities
that schools may have over students, and (3) the quotas for places in the schools.
In his work, Shi [2016] reduces the problem of optimizing policy choices to an assortment optimization problem that is a generalization of a common one from the
revenue management literature, and he gives new polynomial-time algorithms to
solve this problem. Using data from Boston Public Schools, he shows that applying these methods would in fact improve the expected utilities of students and the
predictability of the assignment outcome while maintaining the same amount of
busing.
Vince Conitzer: Rules for Choosing Societal Trade-offs. When we optimize for societal good, we are required to trade off between different gains and losses
which are not directly comparable, e.g. using a gallon of gasoline vs. producing two
bags of trash. In addition, when we talk about economic equality, one question that
comes up is how to choose our objective function: what is social welfare, whose
utility matters, and what weight does it get—how do we trade off one person’s
utility versus another’s? Conitzer et al. [2016] take a voting-theoretic approach to
aggregating how different agents view different trade-offs. They describe properties
that an aggregation rule would ideally satisfy, pinpoint that the family of distancebased rules can be interpreted as maximum likelihood estimates, and show that the
logarithmic distance-based rule is an especially strong candidate with regard to the
properties that a rule should satisfy. They also give nice computational results for
arriving at this rule.
Hongyao Ma: Incentivizing Reliability in Demand-Side Response. Mechanism design for energy markets is an under-explored direction with a potential for
immense societal impact. There are various incentive issues that arise; recent work
has explored how to efficiently decrease energy consumption through proper incentives. Current incentive schemes offer reward-based contracts which often fail
to consider consumers heterogeneous consumption profile and reliability. This results in lower participation rates. To address some of this inefficiency, Reshef Meir
[2017] propose a VCG-type mechanism for choosing and incentivizing a subset of
consumers to reduce consumption in energy markets. Using simple fixed-penalty
contracts, the mechanism satisfies incentive-compatibility, results in honest energy
reduction preparation efforts, and allows for efficient computation of allocation and
prices. They show that it yields higher participation rate, increases reliability, and
ACM SIGecom Exchanges, Vol. 16, No. 2, June 2018, Pages 2–11
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reduces expenses compared to current popular mechanisms. The setting is further
generalized by Ma et al. [2017], which allows for uncertainty in the agent’s costs of
responding and multiple levels of preparation efforts. They provide a new, rewardbidding based mechanism under this model and show that this mechanism is also
incentive-compatible, reliable, and shows good performance compared to natural
baselines.
4.

PANEL DISCUSSION

The workshop concluded with a panel discussion showcasing researchers who have
extensive experience working at the interface of economics and computation with
a social good objective. This panel consisted of Ashish Goel (Stanford University, Management Science and Engineering), Carla P. Gomes (Cornell University,
Department of Computer Science), Kevin Leyton-Brown (University of British
Columbia, Department of Computer Science), Parag Pathak (Massachusetts Institute of Technology, Department of Economics), and Glen Weyl (Microsoft Research
- New England & Yale University). Their work ranges from improving sustainability through algorithmic and optimization techniques to re-envisioning data as labor
through radical markets.
Discussions revolved around identifying areas and opportunities where their skillset provided the most leverage, what unexpected benefits and challenges they have
faced working at this interface, what domains provide opportunities for using algorithmic, optimization, and mechanism design techniques to a social good end, and
what advice they have for students interested in this field. Many panelists emphasized the need to work closely with domain experts in order to have meaningful
real-world impact. Finding a research direction in settings that involve working
in interdisciplinary groups can take years, and for many was one of the hardest
challenges. Panelists emphasized the need to be flexible and let discussions and
experiences guide research directions rather than formulating research questions a
priori.
They also discussed initiatives that the economics and computation community
can take on, such as a multi-disciplinary review process in order to encourage
collaborations across disciplines and subjecting them to evaluation according to
the standards of all fields involved, and creating avenues for multi-year projects for
researchers at all stages.
5.

CONCLUSION

Overall, the workshop was successful in its goals. First, it shared recent work on
new social good domains. Second, it introduced the community to new domains
and relevant experts. And third, it fostered interest for future work in this area. In
particular, by highlighting new research from computer science and related fields
side-by-side, the contributed talks demonstrated unexpected breadth in recent social good work.
This body of recent work, the success stories shared on the panel, and the active audience engagement together formed an informative workshop that effectively
encouraged the community to contribute to this research agenda.
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Good Markets (Really Do) Make Good Neighbors
SCOTT DUKE KOMINERS
Harvard Business School & Department of Economics, Harvard University
This article gives a (very) brief exposition of what market design is, along with four examples
of market design in action. Loosely themed after Robert Frost’s poem “Mending Wall,” the
examples demonstrate ways in which market design can break barriers—physical, political, and/or
metaphorical. Each example also illustrates one of four broader classes of ways that market
design can create positive change: marketplace mechanism (re-)design, information provision,
(re-)shaping the extensive margin, and market(place) creation.
Categories and Subject Descriptors: J.4 [Computer Applications]: Social and Behavioral Sciences—Economics; K.4.4 [Computers and Society]: Electronic Commerce
General Terms: Economics, Theory
Additional Key Words and Phrases: Market Design, Matching, Marketplaces, Refugee Resettlement, Labor Market Entry, College Admissions, Health Data Exchange

[. . . ] My apple trees will never get across
And eat the cones under his pines, I tell him.
He only says, “Good fences make good neighbours.”
Spring is the mischief in me, and I wonder
If I could put a notion in his head:
“Why do they make good neighbours? Isn’t it
Where there are cows? But here there are no cows.
Before I built a wall I’d ask to know
What I was walling in or walling out,
And to whom I was like to give offence.
Something there is that doesn’t love a wall,
That wants it down.” [. . . ]
—Robert Frost, “Mending Wall”

Author’s address: kominers@fas.harvard.edu
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INTRODUCTION

Robert Frost’s “Mending Wall” tells of a neighbor who thinks that the key to a
stable relationship is a robust barrier—a wall—that keeps everyone’s property and
ideas apart. Each year, the neighbor and Frost’s narrator convene to repair the
wall between them; ironically, this annual ritual is the only thing that brings them
together, yet it just serves to ensure they will stay cut off. “Good fences make good
neighbors,” the neighbor admonishes, while Frost’s narrator wonders—not quite
aloud—why the wall cannot come down.
If we may mix our poetry metaphors with physics for a moment, we might say that
the market abhors a wall: Exogenous barriers and constraints often stop markets
from reaching their full potential. Consequently, much of market design’s work
in recent years has served to eliminate or lessen structural obstructions to market
function.1
In this article, I give a (very) brief exposition of what market design is, along with
four examples of market design in action. Loosely themed after Frost, my examples
all demonstrate ways in which market design can break barriers—be they physical,
political, or metaphorical. Each example also illustrates one of four broader classes
of ways that market design can create positive change (or, as we should call it in
the context of the MD4SG Workshop, social good ):
—marketplace mechanism (re-)design,
—information provision,
—(re-)shaping the extensive margin, and
—market(place) creation.
My presentation here is not intended to be comprehensive; rather, I just hope
to give readers a taste of market design’s potential in social good contexts. As
such, this article is highly complementary with a recent survey I co-authored
[S. D. Kominers, Teytelboym, and Crawford, 2017], which has the same goal but a
very different approach. For those who do want to explore market design further,
there are many wonderful sources to start with, including those of A. E. Roth and
Sotomayor [1990], A. E. Roth [2002, 2008], Klemperer [2004], Milgrom [2004, 2017],
Cramton, Shoham, and Steinberg [2006], Nisan, Roughgarden, Tardos, and Vazirani [2007] Krishna [2009], Sönmez and Ünver [2011], Abdulkadiroğlu and Sönmez
[2013], Leyton-Brown [2014], Y. Chen et al. [2016], Bichler [2017], Haeringer [2018],
Parkes and Seuken [2018] and the Royal Swedish Academy of Sciences [2012].
2.

WHAT IS MARKET DESIGN?

Markets are everywhere that incentives matter. And incentives—combined with
underlying market features such as preference heterogeneity, transaction costs, or
search frictions—frequently lead to market failures, in which markets fall short of
social optima.
1 It is worth remembering, of course, that we can only take our metaphors so far. Sometimes
constraints are necessary to make markets work well from a social perspective—and indeed, some
frictions can even be Pareto improving (e.g., partial congestion pricing on highways; see Hall
[2018]).
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Market design seeks to improve market outcomes: increasing allocative efficiency,
for example, enhancing transaction liquidity, and/or promoting equity and fairness
(see S. D. Kominers, Teytelboym, and Crawford [2017]). The field is fundamentally
translational—it uses economic analysis to find solutions to market failures, and
then seeks to implement those solutions in practice. Working in the real world
requires careful attention to market details, and often calls for tools from a range
of disciplines, including economics, computer science, and operations research.
Much of market design is concerned with the design of marketplaces [Eisenmann,
Parker, and Van Alstyne, 2006; Eisenmann and S. D. Kominers, 2018], comprised
of
—rules that govern which transactions occur (and when), along with
—infrastructure that aids market participants in choosing and completing transactions.
Rules innovations include, for example, changing market-clearing mechanisms
(e.g., A. E. Roth and Peranson [1999]; Pathak and Sönmez [2008]; Goldman and
Procaccia [2015]), as well as adjusting which sorts of transactions are permitted
(e.g., Zhang, Y. Chen, and Parkes [2009]; Milgrom [2010]). Infrastructure innovations, meanwhile, often deal with providing and managing information (e.g., Athey
[2014]), simplifying or promoting entry (e.g., Djankov, LaPorta, Lopez-de-Silanes,
and Shleifer [2002]; B. N. Roth and Shorrer [2017]; Akbarpour and S. Li [2018]), or
developing market architecture (e.g., Ng, Yan, and Lim [2000]; Milgrom [2009]; Fu
et al. [2012]; Chawla, Goldner, Miller, and Pountourakis [2018]; Newman, Fréchette,
and Leyton-Brown [2018]) and interfaces (e.g., Conen and Sandholm [2001]; Bhattacharya and B. N. Roth [2016]; Li [2018]).
Not every market design intervention must address all problems with a market
at once; moreover, fixing first-order market failures frequently exposes (and can
sometimes unintentionally create) second-order ones. Consequently, market design
requires constant feedback between theory and practice.
3.

MARKETPLACE MECHANISM (RE-)DESIGN

One of the most canonical forms of market(place) design is the development or
adjustment of market-clearing mechanisms—say, systems for deciding who matches
with whom, or how resources should be distributed. In such contexts, a marketplace
exists, but that marketplace does not achieve policymakers’ welfare goals. We act as
engineers, identifying trade-offs between design objectives, while trying to develop
solutions that achieve as many of those objectives as possible.
3.1

An Example: Refugee Resettlement Matching

In the worldwide migrant crisis, the number of forcibly displaced people has passed
65 million—resulting in over 16 million refugees, many of whom require permanent
resettlement (see, e.g., United Nations High Commissioner for Refugees [2017]). On
the way to resettlement, refugees must—quite literally—cross borders; moreover,
they and their supporters must overcome political hurdles like negative sentiment
and lack of resources. Yet there is substantial social value in resettlement: not only
are lives saved (certainly on its own enough to motivate market design!), but there
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is evidence that refugees on net contribute a tax surplus to their host countries
(see, e.g., Evans and Fitzgerald [2017] and also Åslund and Rooth [2007]).
Refugee resettlement mechanisms can be improved at multiple geographic scales:
Moraga and Rapoport [2014] have proposed a system of international matching,
whereby countries could trade refugee admission capacity and refugees could express
preferences over destination countries. Delacrétaz, S. D. Kominers, and Teytelboym
[2016], Trapp and Teytelboym [2017], and Bansak et al. [2018], meanwhile, have
developed systems for optimizing the assignment of refugees to localities and/or
labor markets within countries (see also Jones and Teytelboym [2017a, forthcoming]). And Andersson and Ehlers [2016] have proposed a matching-based approach
to finding housing for refugees within cities.
In the work on refugee matching, the goal is to incorporate refugees’ and localities’
preferences and constraints into the resettlement process. The hope is that finding
refugees “better” match outcomes—areas with real labor market prospects, and
perhaps existing linguistic communities—will help refugees integrate into their host
countries. In addition to improving individual-level outcomes, integration could also
improve refugees’ neighbors’ sentiments.
At the same time, there is no perfect mechanism for the resettlement problem.
Indeed, refugees often have large families with specific service needs, while countries,
regions, and cities may have complex resource constraints that affect which refugees
they can host. Hence, refugee resettlement matching almost always has features
(such as complementarity; see Aziz, J. Chen, Gaspers, and Sun [2017] and also
Kelso and Crawford [1982]; Hatfield and Milgrom [2005]; Hatfield et al. [2013, 2017];
Fleiner, Jagadeesan, Jankó, and Teytelboym [2017]) that induces nontrivial design
trade-offs. Even so, the theory literature on refugee resettlement has so far provided
promising approaches (see Andersson [forthcoming]), some of which are now making
their way into practice.
3.2

Further Examples and Synthesis

Marketplace mechanism design is, by nature, mostly concerned with selecting rules
regarding which transactions occur. As we have just seen, much of the work on
refugee resettlement has concerned the design of new allocation rules. In another,
more classic, example, A. E. Roth and Peranson [1999] developed and implemented
a new medical residency matching mechanism that for the first time enabled couples
to submit joint preferences over potential residency assignments. Abdulkadiroğlu,
Pathak, A. E. Roth, and Sönmez [2005], meanwhile, changed the mechanism used to
assign students to public schools in Boston, replacing the prior mechanism (which
could be gamed) with one that was strategy-proof. Adjusting assignment rules so
as to remove the value of being strategically sophisticated gave students in Boston
more “equal access” to the school choice program (see Abdulkadiroğlu, Pathak,
A. E. Roth, and Sönmez [2006]; Pathak and Sönmez [2008]).
Nevertheless, marketplace mechanism designers sometimes face fundamental questions about infrastructure, as well. Translating refugee resettlement matching theory to practice requires the design of new data and preference formation infrastructure (see, e.g., Jones and Teytelboym [2017b]). Similarly, Budish, Cachon, Kessler,
and Othman’s [2016] redesign of the course allocation mechanism at Wharton, for
example, required not only a new mechanism [Budish, 2011], but also new preferACM SIGecom Exchanges, Vol. 16, No. 2, June 2018, Pages 12–26
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ence submission languages [Budish and Kessler, 2016] and algorithms for finding
(approximately) optimal outcomes [Othman, Sandholm, and Budish, 2010].
4.

INFORMATION PROVISION

Some markets fail because information about participants or goods is too diffuse or
asymmetric. Markets for antiques might fail to clear, for example, because prospective sellers cannot find or identify buyers. In markets for used cars, meanwhile,
prospective buyers may be unwilling to transact because they have trouble determining which cars have hard-to-observe defects (that is, which cars are “lemons,”
in the language of Akerlof [1970]). Imperfect information can be a baseline market
attribute (for any given antique, prospective buyers may be few and far between),
or can be the result of incentives for obfuscation (used-car salespeople would of
course prefer not to identify “lemons” upfront).
4.1

An Example: Entry-Level Labor Market Certification

Young and low-income workers face numerous barriers to labor market entry. As
Pallais [2014] pointed out, however, there is at least one hurdle that might not be too
hard to overcome with market design: inexperienced workers’ lack of employment
history. Working with the online labor market oDesk, Pallais [2014] conducted an
experiment in giving new workers “trial” jobs and then providing those workers
with reputation signals (see also Stanton and Thomas [2015]).
Pallais [2014] collected applications for low-level data entry jobs from a number
of candidate workers, then hired two treatment groups’ worth. Workers in the
treatment groups conducted data-entry tasks, and then received either “coarse” or
“detailed” performance ratings in oDesk’s public evaluation system. The ratings
received in the experiment were standardized and simple to provide; nevertheless,
the information they conveyed raised workers’ future employment and earnings
on average (although, consistent with theory, workers who had done poorly—and
thus received poor ratings—saw earnings decrease). Moreover, Pallais [2014] found
evidence that her experiment’s market-level benefits outweighed the overall costs
(in terms of both monetary payments and externalities on other workers). And in
principle, entry-level labor market certification could become even easier to provide
with automated evaluation systems (although such systems would have to be built
carefully to discourage strategic gaming).
4.2

Further Examples and Synthesis

In response to information-driven market failures, market design (naturally) seeks
to change the flow and availability of information, so as to equalize or rebalance
knowledge among participants. Market designers might also adjust marketplace
features to improve participants’ incentives to acquire information (see, e.g., Bergemann and Välimäki [2002]; Hatfield, Kojima, and S. D. Kominers [2017]; and also
Rogerson [1992]).
The solution might be as simple as creating infrastructure for participants to
record and publicize reputations (see, e.g., Luca [2016, 2017]); however, the market
organizers may need to seed profiles (as in the Pallais [2014] example we just examined; see also, e.g., L. I. Li, Tadelis, and Zhou [2016]) or otherwise assemble or
curate information themselves (see, e.g., Lindau et al. [2016]; Filippas, Horton, and
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Golden [2018]). Almost paradoxically, the socially optimal design may sometimes
require instituting rules or infrastructure that constrain the data available—as in
the case of hiding participants’ personal or demographic information to prevent
market participants from using that information discriminatorily (e.g., Goldin and
Rouse [2000]; Edelman, Luca, and Svirsky [2017]).
5.

(RE-)SHAPING THE EXTENSIVE MARGIN

At times, a market or marketplace exists but some prospective participants do not
take part—either by choice or because they wholly lack access. Individuals outside
of a market cannot benefit from the transaction opportunities the market provides;
quasi-conversely, if some prospective participants are absent, then the market is
unlikely to reach its full potential. To improve participation, market designers need
to actively reshape the extensive margin, that is, the point at which prospective
participants decide that entry is valuable.
5.1

An Example: Improving College Access on the Application Margin

Hoxby and Avery [2013] have shown that high-achieving, low-income students often
do not apply to selective colleges or universities, even though those schools offer
generous financial aid and substantial return on investment (see also, e.g., Hoxby
and Turner [2013, 2015]; Pallais [2015]). More generally, Hoxby and Avery [2013]
find that “low-income high achievers’ application behavior differs greatly from that
of their high-income counterparts with similar achievement.” It is as if an invisible
obstruction at the pre-application stage keeps low-income high achievers out of the
market for top colleges, as well as the adjoint market for the best financial aid
packages. As Hoxby and Avery [2013] and Hoxby and Turner [2013, 2015] provide
evidence to suggest, the barrier is likely in large part an informational one—most
low-income students are not exposed to teachers or classmates who can provide
information about college opportunities.
Barriers to participation call for innovation on the extensive margin. Caniglia
and Porterfield [forthcoming] recently reported on one such response: a multi-year
initiative they ran to give high-achieving, low-to-moderate income students access
to Franklin & Marshall College (F&M). They partnered with organizations like The
Posse Foundation, KIPP, and Cristo Rey Network to identify students who were
on par with F&M’s current students, but would not normally have applied. At
the same time, F&M shifted away from merit-based financial aid, freeing up more
funding for need-based aid. The results were striking: F&M almost tripled its enrollment of low-income Pell grant recipients, yet the new students performed just as
well as their higher-income counterparts. In sum, F&M provided college opportunities to hundreds of students just by smoothing over a market access failure—while,
if anything, increasing the average quality of its student cohorts.
5.2

Further Examples and Synthesis

Fixing problems at the extensive margin often starts with ethnography: The designer must figure out where and how sources of friction impede participation,
and must then assess the proper scale of response (for some strategies, see Duflo
[2017]; see also Abebe [2018]). Sometimes, as in Caniglia and Porterfield’s [forthcoming] case, it may be optimal to collaborate with intermediaries who know the
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non-participants well—institutions that we might call “infrastructure partners.”
Common causes of participation failure include entry and/or transaction costs
(e.g., Coase [1960]; Bleakley and Ferrie [2014]), historical exclusion (e.g., Cutler,
Glaeser, and Vigdor [1999]; Akerlof and Kranton [2000]), or unawareness of market
opportunities (e.g., Hoxby and Avery [2013]). Responses might include information campaigns (again as in the Caniglia and Porterfield [forthcoming] example),
perhaps alongside subsidies (e.g., McKenzie [2017]) or affirmative action rules (e.g.,
Fryer and Loury [2013]). In some cases, fixing extensive margin failures might require restructuring market participation itself (see, e.g., Goldin [2014]; Dworczak R
S. D. Kominers R Akbarpour [2018]).
6.

MARKET(PLACE) CREATION

At times, markets or marketplaces are simply “missing”—prospective buyers have
no interaction with sellers, or allocation is carried out in a way that does not respond
to demand. Often, market(place) “nonexistence” results from coordination failures
or regulatory barriers; in such circumstances, simply introducing a marketplace
may be both the most difficult and the most first-order design response.
6.1

An Example: The Chicago HealthLNK

In recent years, healthcare institutions have increasingly switched over to electronic medical record (EMR) systems; the resulting data holds extraordinary potential for use in research. However, because of regulations such as the Health
Insurance Portability and Accountability Act (HIPAA)—inspired by well-founded
privacy concerns—the health data market is illiquid. It is extremely difficult to
merge EMR data across hospital boundaries, much less link it with outside data
sources. We could conduct city-wide studies by merging together statistics reported
by individual hospitals (see, e.g., Behrman et al. [2011]); however, that approach
is problematic if hospitals have overlapping patient populations, as then we would
overweight patients who visit multiple hospitals. Thus, without infrastructure supporting privacy-preserving data sharing, research suffers.
Kho et al. [2015] developed a solution: HealthLNK, a data marketplace design that enables secure, privacy-preserving linkage of electronic health records.
HealthLNK was implemented in Chicago, drawing upon data from six area medical
centers. To incentivize sites to participate in the marketplace, all sites that shared
their own data were able to use the aggregated data for research.
Each participating site collected internal health record data, then created up to
seventeen 512-bit hashes for each patient, using a shared seed. The hash keys were
based on combinations of patients’ first and last names, dates’ of birth, Social Security Numbers (SSN), and genders, using a secure HIPAA-compliant cryptographic
hash function (for specific security and implementation details, see the Kho et al.
[2015] paper). The hashed records were de-identified and then merged together at
a central site; using a large number of hashes allowed the marketplace organizers to
match records even when some sites had mistyped or omitted certain identifiers.2
Once the records were merged, their hash keys were erased and replaced with indi2 The

matching process’s effectiveness was validated using a subset of patients at the host site.
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vidual patient IDs, completely disconnecting the merged records from the hashed
identifiers. And so the bridge across sites was built.
In principle, the Kho et al. [2015] approach could be used in other geographic
regions, as well as in contexts where health records are to be matched with outside data sources (so long as those data sources have identifiers that can be converted into hashes). And recent advances in privacy science offer even more exciting opportunities for data marketplace design (see, e.g., Dwork [2011]; A. Roth
and Schoenebeck [2012]; Dwork and A. Roth [2014]; Ghosh, Ligett, A. Roth, and
Schoenebeck [2014]; Ghosh and A. Roth [2015], as well as Madan et al. [2009];
Arrieta-Ibarra et al. [2018]; Posner and Weyl [2018]). In the meantime, a proof
of concept with HealthLNK showed that de-duplicating patient records has real
implications for research: estimates of Type II diabetes prevalence across Chicago,
for example, would be biased upwards by over 20% if patients were counted across
hospitals with multiplicity.
6.2

Further Examples and Synthesis

The optimal market(place) creation strategy is closely tied to the cause of nonexistence. In the case of health data and research marketplaces (as in the Kho et al.
[2015] example), the key issue to work around is regulatory: the designer needs
to develop technological infrastructure that enables data exchange while respecting
privacy laws. Other times, market-based allocation has been avoided because of
broad concerns about allocative fairness; a marketplace designed with attention to
fairness goals can then improve efficiency substantially, as in the case of the system
Prendergast [2017] and his colleagues organized for allocating food to food banks. In
still other cases, as with environmental markets (see, e.g., Fankhauser and Hepburn
[2010a,b]; Bjørndal and Munro [2012]; Hanley, Banerjee, Lennox, and Armsworth
[2012]; Teytelboym [forthcoming]) and global kidney exchange (Rees et al. [2017];
Nikzad, Akbarpour, Rees, and A. E. Roth [2018]), policymakers and/or institutions
need to create private incentives for marketplace development.
Marketplace creation thus often relies on what we might call “bespoke” solutions
carefully tuned to specific market conditions (and perhaps sometimes without more
general theory). Even so, marketplace creation can be one of the most rewarding
forms of market design. How many people can say they have designed an entire
marketplace?
7.

CONCLUSION

As this article illustrates, market design comes in many forms—and all of those
forms have broad potential to “break barriers” and contribute to social good. Perhaps, then, it is no surprise that interest and progress in market design has also
helped melt the boundaries between the disciplines that comprise the SIGecom
research community.
If we may take a bit of liberty with Frost, we might say:
[. . . The market] there is that doesn’t love a wall,
That wants it down.” [. . . ]

Good markets really do make for good neighbors—and lead to wonderful collaborations. QED.
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Economics, S. Anderson, D. Strömberg, and J. Waldfogel, Eds. Vol. 1B. Elsevier,
563–592.
Luca, M. 2017. Designing online marketplaces: Trust and reputation mechanisms.
Innovation Policy and the Economy 17, 1, 77–93.
Madan, A., Waber, B. N., Ding, M., Kominers, P., and Pentland, A. S.
2009. Reality mining and personal privacy. In Proceedings of the Engaging Data
Forum: The First International Forum on Application and Management of Personal Electronic Information. MIT Press.
McKenzie, D. 2017. How effective are active labor market policies in developing countries? A critical review of recent evidence. World Bank Research
Observer 32, 2, 127–154.
Milgrom, P. 2004. Putting Auction Theory to Work. Cambridge University Press.
Milgrom, P. 2009. Assignment messages and exchanges. American Economic
Journal: Microeconomics 1, 2, 95–113.
Milgrom, P. 2010. Simplified mechanisms with an application to sponsored-search
auctions. Games and Economic Behavior 70, 1, 62–70.
Milgrom, P. 2017. Discovering Prices: Auction Design in Markets with Complex
Constraints. Columbia University Press.
Moraga, J. F.-H. and Rapoport, H. 2014. Tradable immigration quotas. Journal of Public Economics 115, 94–108.
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We explore the impact of private information in sealed-bid first-price auctions. For a given symmetric and arbitrarily correlated prior distribution over values, we characterize the impact that the
structure of private information has on bidding behavior, and the sharing of surplus between the
seller and the bidder. Our results provide lower bounds and upper bounds for bids and revenues
across all information structures. Our work has implications for the identification of value distributions from data on winning bids and for the informationally robust comparison of alternative
bidding mechanisms.

1. INTRODUCTION
In a recent paper, [Bergemann et al. 2017a], we derive results about equilibrium
behavior in the first-price auction that hold across all common-prior information
structures. The purpose of this letter is to give an informal introduction into the
results. At the end we offer a brief discussion of related work.
For a given prior distribution over value profiles, we study what can happen for all
information structures specifying bidders’ information about their own and others’
values. For any value distribution, we identify a lower bound on the distribution
of winning bids in the sense of first-order stochastic dominance. In other words,
no matter what the true information structure is, the distribution of winning bids
must first-order stochastically dominate the bound that we describe. In addition,
when the prior distribution of values is symmetric, we construct an equilibrium
and an information structure in which this lower bound is attained. This minimum
winning-bid distribution therefore pins down the minimum amount of revenue that
can be generated by the auction in expectation. Moreover, the minimum winningbid distribution is attained in an efficient equilibrium. As a result, this equilibrium
also attains an upper bound on the expected surplus of the bidders, which is equal
to the maximum feasible surplus minus minimum revenue.
Let us give a brief intuition for how our bounds are obtained. If the distribution
of winning bids places too high of a probability on low bids, then some bidder
would find that a modest increase in their bid would result in a relatively large
increase in the probability of winning, so that such a deviation would be attractive.
For example, it cannot be that all bidders tie with a bid of zero with probability
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one, for then some bidder could increase his bid a token positive amount and win
the auction outright. This suggests that the relevant constraints for pinning down
minimum bidding are those associated with deviating to higher bids. Indeed, we
show that the minimum winning-bid distribution is characterized by bidders being
indifferent to all upward deviations.
To characterize the minimum, it turns out to be sufficient to look at a relatively
small class of such deviations: For some bid b, we say that a bidder uniformly
deviates up to b if he switches to bidding b whenever he would have bid less than b
in equilibrium. It is clearly necessary for equilibrium that the bidders should not
want to uniformly deviate upward. Moreover, it turns out that the change in a
bidder’s surplus from a uniform upward deviation depends only on the distribution
of winning bids, and not on the distribution of losing bids. This motivates a relaxed
program in which we minimize the distribution of winning bids, subject only to the
uniform upward incentive constraints. The solution to this relaxed program gives
us a lower bound on the winning-bid distribution. We illustrate this proof strategy
with an example in which there are two bidders and a uniformly distributed common
value.
2. MODEL
We consider the sale of a single unit of a good by a first-price auction. There are
N individuals who bid for the good, indexed by i ∈ N = {1, . . . , N }, each of whom
has a value which lies in the compact interval V = [v, v] ⊂ R+ . The bidders are
assumed to be risk neutral and to have quasilinear preferences over the allocation
and payments.
Values are jointly distributed according to a probability measure

µ ∈ ∆ V N . Each individual i ∈ N submits a bid bi ∈ B = [0, v], and the winner
is selected uniformly from among the high bidders. Bidders may receive additional
information about the profile of values, beyond knowing the prior distribution.
This information comes in the form of signals that are
 correlatedwith the profile of
N
values. An information structure is a collection S = {Si }i=1 , π , where the Si are

measurable spaces and π : V N → ∆ (S) is a measurable mapping from profiles of
values to probability measures over S = ×N
i=1 Si . The interpretation is that Si is the
set of bidder i’s signals and π describes the conditional joint distribution of signals
given values. For a fixed information structure S, the first-price auction is a game
of incomplete information, in which bidders’ strategies are measurable mappings
σi : Si → ∆ (B) from signals to probability measures over bids. A (Bayes Nash)
equilibrium is a strategy profile σ = (σ1 , . . . , σN ) such that each bidder’s strategy
maximizes their ex ante expected surplus, given the strategies of the other bidders.
3. A PURE-COMMON-VALUE EXAMPLE
We will illustrate the main results with a simple example. There are two bidders
who share a common value for the good, which is uniformly distributed between
0 and 1. Since we assume there is no reservation price in the auction, the good is
always allocated, regardless of the particular information structure and equilibrium.
As both bidders have the same value, all equilibria are socially efficient and result
in a total surplus of 1/2. There may, however, be variation across information
structures and equilibria in how this surplus is split between the bidders and the
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seller.
We allow bidders to observe arbitrary and possibly correlated signals about the
common value. Indeed, at one extreme the bidders’ signals are perfectly correlated,
so that they have exactly the same information about the value. For example, the
bidders might have no information beyond the prior, so that they both expect the
good to be worth 1/2, or the bidders might both observe the true value of the
good, so that they know the good’s value exactly. In any such case, the bidders
will compete the price up to the interim expected value of the good, which results
in zero bidder surplus and expected revenue of 1/2. These examples illustrate our
later general result that, unless we make additional assumptions about what the
bidders know, a tight upper bound on revenue is the efficient surplus.
When the bidders have private information, the distribution of ex-ante surplus
can be rather different. An important case has been studied by [EngelbrechtWiggans et al. 1983]: bidder 1 observes the true value while the bidder 2 is uninformed and observes nothing. In the case of the uniform distribution, the resulting
equilibrium involves bidder 1 bidding v/2 and the uninformed bidder randomizing
uniformly over the interval [0, 1/2]. This equilibrium results in a surplus of 1/6 for
bidder 1, a surplus of 0 for bidder 2, and revenue of 1/3.
What can we say about the outcome of the auction more generally? In the
analysis of [Engelbrecht-Wiggans et al. 1983], the informed bidder strictly prefers
his equilibrium bid over any other bid. This suggests that it might be possible to
construct other information structures in which revenue is even lower. Here is one
such construction: The two bidders receive signals
√ s ∈ [0, 1] that are independent
draws from the cumulative distribution F (s) = s, so that the distribution of the
maximum signal is standard uniform, the same as the common value. Moreover,
the signals and the value are correlated so that the maximum signal is exactly equal
to the value:
v = max {s1 , s2 } .
(1)

This information structure admits an equilibrium in which the bidders use the
following monotonic pure strategy:
Z s
dx
s
1
σ (s) = √
x √ = .
3
s x=0 2 x

Thus, the equilibrium bid is the expectation of other bidder’s signal, conditional
on it being below s. We will presently verify that these strategies constitute an
equilibrium, but let us first note the implied welfare outcomes: the winning bid
will always be maxi si /3 = v/3, so that revenue is 1/6. Bidder surplus is therefore
1/3, which is twice as much as the bidders obtained in the proprietary information
model of [Engelbrecht-Wiggans et al. 1983]
Let us now verify that these strategies comprise an equilibrium. It is well known
that these strategies are an equilibrium of a slightly different model, in which the
bidders receive the same signals drawn from the same distribution, but in which each
bidder’s signal is their private value. In other words, when there are independent
private values (IPV), the equilibrium bid is the expectation of the other bidder’s
value (i.e., signal) conditional on it being less than one’s own signal [Krishna 2002].1
1 Indeed,

this is a necessary consequence of the revenue equivalence between first- and second-price
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Now, in our common-value model, a bidder who deviates by bidding s′ /3 for some
s′ < s will only win when their own signal was the highest signal, and therefore
equal to the common value. Thus, a downward deviator’s surplus looks exactly the
same as in the as-if IPV setting, and we can immediately conclude that bidders do
not want to deviate down. On the other hand, if a bidder deviates up to s′ /3 with
s′ > s, the bidder continues to win on the event that they had the high signal, and
now wins on some events when it was the other bidder who had the high signal,
which was the true value. The deviator’s surplus is



Z s′ 
1
s′
2 √
s′ √
√ dx = s s
s+
x−
s−
3
3
3
2
x
x=s
which is independent of s′ . In other words, bidders are exactly indifferent to all
upward deviations!
In fact, no matter how one structures the information or the equilibrium strategies, it is impossible for revenue to fall below the level attained in this example, i.e.,
1/6 is a tight lower bound on revenue when there are two bidders and there is a
pure common value that is standard uniform. Moreover, not only is it impossible for
revenue to fall below the level of the example, but the distribution of winning bids
in any equilibrium under any information structure must first-order stochastically
dominate the winning-bid distribution in the equilibrium we just constructed.
We sketch the argument as follows. Any equilibrium under any information
structure will induce a distribution of the winning bid, which we denote by H(b).
We can further decompose this into a distribution of the winning bid conditional
on the value, H(b|v), so that
Z 1
H(b|v)dv.
H(b) =
v=0

Let us suppose that the equilibrium is symmetric and that H has no atoms. (These
assumptions are dispensed with in the general argument.) Then all bidders are
equally likely to win at each winning bid, and hence, each bidder’s surplus is simply
Z 1
Z
1 1
(v − x)H(dx|v)dv.
2 v=0 x=0

Now, fix any bid b, and consider the following deviation for bidder i: whenever the
equilibrium strategy says to bid less than b, bid b, and otherwise bid according to
the equilibrium strategy. We refer to this as a uniform deviation up to b. We claim
that the surplus from this deviation is

Z
Z 1 
1 1
(v − x)H(dx|v) dv.
(v − b)H(b|v) +
2 x=b
v=0

The reason is that the deviating bidder always bids at least b, so that whenever the
winning bid would have been less than b, the deviator now wins (and by hypothesis
the ex ante probability of a tie at b is zero). On the other hand, if the winning bid
under the equilibrium strategies would have been greater than b, then the outcome
of the auction is unchanged: if the deviator would have won in equilibrium, then
auctions in the IPV setting.
ACM SIGecom Exchanges, Vol. 16, No. 2, June 2018, Pages 27–37

First-Price Auctions with General Information Structures

·

31

the deviation does not affect his bid, and if he would not have won, any deviation
would be to a bid of b, which is not high enough to win.
Thus, a necessary condition for a winning bid distribution to arise in equilibrium
is that no bidder wants to uniformly deviate up, which is equivalent to
Z b
Z
Z 1
1 1
(v − x)H(dx|v)dv.
(v − b)H(b|v)dv ≤
2 v=0 x=0
v=0
Now, consider a distribution H(b) that is the expectation of some conditional distribution H(b|v) that satisfies these inequalities for all b. We show that the set of
winning bid distributions that can be so induced has a smallest element in the firstorder stochastic dominance ordering, which is equivalent to the pointwise ordering
on H(b). The conditional distribution that attains this minimum is constructed in
a “greedy” manner, whereby lower values are associated with lower winning bids.2
In particular, there is a monotonic winning bid function β(v) so that H(·|v) puts
probability one on β(v). With this additional structure, the incentive constraint
for a uniform upward deviation to β(w) can be rewritten as
Z w
Z
Z w
1 1
(v − β(v))dv,
(v − β(w))dv ≤
2 v=0 x=0
v=0
which rearranges to
β(w) ≥

1
2w

Z

1
v=0

Z

w

(v + β(v))dv.

(2)

x=0

There is a pointwise smallest solution to this functional inequality, which is attained
by a winning bid function β(v) = v/3.3 This winning bid function induces a
distribution of winning bids H that is uniform on [0, 1/3], which is the minimum
winning bid distribution across all information structures and strategy profiles that
satisfy the uniform upward incentive constraints. Since any equilibrium strategy
profile must also satisfy these constraints, H must be below any equilibrium winning
bid distribution. But since this is precisely the winning bid distribution that obtains
with the maximum-of-independent-signals information structure, we know that this
is also the minimum winning bid distribution across all information structures and
equilibria.
Figure 1 shows the possible combinations of bidder surplus (on the x-axis) and
revenue (on the y-axis). As the total surplus is 1/2, and as all equilibrium allocations are efficient in the pure common value environment, the different allocations
correspond to the −45 degree line on the right of the picture.
2 Suppose that H(b|v) satisfies the uniform upward incentive constraints and induces a distribution
H(b). Then we can define β(v) = min{b|H(b) ≥ v} to be the bid with the same percentile as
the value, and let H̃(b|v) be the conditional distribution that puts probability one on β(v). It is
readily verified that H̃(b|v) also deters uniform upward deviations.
3 Consider the operator Λ that maps a monotonic winning bid function β to the right-hand side of
(2). Then the uniform upward incentive constraint is equivalent to β ≥ Λβ. Λ is also monotonic,
so that iteratively applying Λ to any β that satisfies this inequality generates a decreasing sequence
of functions. Finally, Λ is a contraction of modulus 1/2 (in the sup norm) so that there is a unique
fixed point of Λ which must be below any β that satisfies (2). It is easily verified that β(v) = v/3
is this fixed point.
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Fig. 1.

Bidder Surplus and Revenue Across Information Structures

Note that at this solution, all of the uniform upward incentive constraints bind,
which implies that in equilibrium, bidders must be indifferent between their equilibrium bids and all higher bids. Indeed, this was the case in our construction of
an information structure and equilibrium that obtains the bounds. These binding
constraints constraints are illustrated in Figure 2, which depicts indirect utility of
a bidder who mimics the bid of a bidder with type s′ while his true type is s. The
mimicked type is on the x-axis, and we plot the indirect utility for three types,
s = 1/4, 1/2, 3/4. The flat segments in to the right of the equilibrium bid (marked
the short vertical line) indicate the bidders’ upward indifference.
4. MAIN RESULT
In [Bergemann et al. 2017a], we generalize the preceding analysis to provide a lower
bound on the winning bid distribution for any distribution of values. In particular,
this includes value distributions in which the bidders have different values. When
the distribution is symmetric, in the sense of exchangeability, then the lower bound
is tight and is in fact the minimum winning bid distribution.
We now give a statement of the general result. The bidders only learn the realized
average of the N − 1 lowest valuations:
!
N
X
1
vi − max v .
(3)
α (v) =
N − 1 i=1
Let Q denote the distribution of α (v), and write [w, w] for the convex hull of
the support of Q. The bidders receive signals that are independent draws from
1/N
a distribution F (s) = (Q (s))
on the support S = [w, w]. This distribution is
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chosen so that the highest signal is distributed according to Q. Indeed, signals will
be correlated with values so that:
(i) the highest signal is equal to the realized average losing value;
(ii) the bidder with the highest value receives the highest signal.
The associated bidding function is then given by:
Z w
1
N − 1 Q (dx)
β (w) = N −1
x
N Q N1 (x)
Q N (w) x=w

(4)

which is the expectation of the highest of N − 1 draws from (Q(s))1/N conditional
on it being less than w. The associated winning bid distribution is

(5)
H (b) = Q β −1 (b) .

For a given information structure S and equilibrium σ, the winning-bid distribution
is defined by:
Z
Z


N
(6)
σ [0, b] s π (ds|v) µ (dv) ,
H (b; S, σ) =
v∈V N



N

s∈S



where σ [0, b] s is the conditional probability that all bids are less than b given
signal profile s. Our main result is the following:
Theorem 4.1 Minimum Winning Bids.
(i) For any information structure S and equilibrium σ, the distribution of winning
bids H (S, σ) first-order stochastically dominates H, i.e., H (b; S, σ) ≤ H (b)
for all b;
(ii) There exists an information structure S and an efficient equilibrium σ such
that the distribution of winning bids H (S, σ) is exactly equal to H.

Fig. 2.

Uniform Upward Incentive Constraints
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1/3
Bidder surplus (U)

2/3

The set of revenue-bidder surplus pairs with independent private values.

With a pure common value model, the realized surplus in the first-price auction is
independent of the allocation of the object across the bidder. We now illustrate
our results with independent values drawn from the uniform distribution and two
bidders. By contrast, in the independent private value environment, the surplus
that is generated by the auction now depends on the allocation across the bidders.
Figure 3 illustrates results for this example. As the maximum total surplus is 2/3,
the efficient allocations correspond to the −45 degree line on the right of the picture.
The worst case for efficiency would be that the object is always sold to the bidder
with the lowest value, which would generate a total surplus of 1/3. Thus, the green
trapezoid represents the surplus pairs that satisfy this range restriction on total
surplus and also give non-negative surplus to both the bidders and the seller.
We can again consider the whole range of revenue and bidder surplus across
all possible information structures and equilibria. This includes, in particular,
maximum revenue, minimum bidder surplus, and minimum total surplus. In the
analysis thus far, we have considered all information structures, including those in
which the bidders’ signals do not reveal their own values exactly. We refer to this
model as one of unknown values, to distinguish it from the case that we consider
next. The set of surplus pairs that can arise in the unknown-values model is the
area enclosed by the blue curve in Figure 3. Point A corresponds to minimum
revenue/maximum bidder surplus characterized by our main theorem. Point B
corresponds to maximum revenue/minimum bidder surplus, in which the bidders
obtain zero surplus but the allocation is efficient, so that the seller obtains all
of the efficient surplus. In the information structure that attains this point, the
bidders have relatively precise information about the highest value, but imprecise
information about who has the highest value. This induces very aggressive bidding
so that the bidders compete away all their rents, although the information is precise
enough to facilitate an efficient allocation in which the high-value bidder always wins
the good. The point C corresponds to minimum total surplus, which, remarkably,
attains the lower bound of 1/3. This is attained in an information structure and
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equilibrium in which the good is always won by the bidder who values it the least.
The information and equilibrium are easy to describe: each bidder observes a signal
equal to the other bidder’s value, and then bids their signal.
In the known-values model, we assume that the bidders at least know their own
values, and their signals may contain additional information about others’ signals. The set of welfare outcomes that can arise under known-values information
structures and equilibria is enclosed by the red curve in Figure 3.4 In contrast to
unknown values, known values implies that each bidder can guarantee himself a
strictly positive surplus, so that maximum revenue attained at point D is strictly
less than the expected highest value, which is 2/3. We fully characterize this outcome using methods adapted from [Bergemann et al. 2015], which studies the
welfare impact of information in third-degree price discrimination. Point E corresponds to minimum revenue under known values, for which we have an analytical
characterization only when values are binary.
The known-values surplus is significantly smaller than the unknown-values surplus set. It is notable that the inefficiencies that can arise in the known-values
model are relatively small compared to what can happen with unknown values.
This observation is in line with the results of [Syrgkanis and Tardos 2013] and
[Syrgkanis 2014] who show that the efficiency loss in the independent private-value
auction expressed in terms of the ratio between realized surplus and efficient surplus
in the first-price auction is bounded below by 1 − 1/e.
5. DISCUSSION
A feature of our analysis is that we characterize bidding behavior in all equilibria for
all information structures at once. [Bergemann and Morris 2013; 2016] show that
the range of such behavior can be described using a certain incomplete-information
correlated equilibrium that they term Bayes correlated equilibrium. Thus, a contribution of ours is to characterize the Bayes correlated equilibria of the first-price
auction.
In the pure-common-value model, the winner’s value and all of the losing bidders’
values are exactly the same, so that the winning-bid-minimizing information structure can be simply described as the bidders having independent and real-valued
signals and the value being the maximum of the signals. [Bulow and Klemperer
2002] studied a second-price auction where bidders’ information is of this form
and showed that there is an equilibrium in which bidders bid their signals. They
showed that the bidder with the highest signal has the lowest marginal revenue as
described by the standard virtual value, thus hinting at the low revenue properties
of this information structure. In fact, the winner’s curse effect is so strong that
revenue would be higher if the seller simply offered the good at the highest posted
price such that all bidders are willing to accept.
4 The

fact that the known-values set (in red) is contained within the unknown-values set (in blue) is
a reflection of the general observation that providing the bidders with more information decreases
the set of outcomes that can be rationalized as an equilibrium with even more information. In
other words, the set of Bayes correlated equilibria is decreasing in the minimum information of
the players. [Bergemann and Morris 2016] formalize the notion of “more information” and give a
precise statement of this result.
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In [Bergemann et al. 2017b], we characterize revenue-maximizing auctions for this
information structure with pure common values. When the good must be sold, the
aforementioned posted price is indeed the optimal mechanism, but more generally
the optimal mechanism has a novel form that we refer to as the priority auction.
This mechanism biases the allocation towards lower-signal bidders conditional on
the good being allocated. In this context, we show that the revenue ranking of
[Bulow and Klemperer 1996] between optimal auction with N bidders and standard
auction with N + 1 bidders is reversed in favor of the optimal auction, even when
we allow the standard auction to have N + K bidders for any K > 0.
Our approach can be used to compare the set of possible welfare outcomes across
mechanisms. We have shown that the first-price auction (even without a reserve
price) is guaranteed to generate positive revenue, regardless of the information
structure and equilibrium. This is not true of the second-price auction. Even when
buyers know their own values, the second-price auction admits weakly-dominated
equilibria in which revenue is zero. In [Bergemann et al. 2018], we show more
broadly that the first-price auction must have a weakly greater revenue guarantee
than any other mechanism that is revenue equivalent to the first-price auction when
the environment is one of symmetric and independent private values, which includes
second-price auctions, all-pay auctions, and any combinations thereof. When we
compute a restricted revenue guarantee across just symmetric affiliated environments and monotonic pure-strategy equilibria, first-price, second-price, and English auctions all become revenue-guarantee equivalent. Finally, in [Bergemann
et al. 2016] we identify mechanisms that provide the optimal revenue guarantee
when there are two bidders and binary common values, and [Brooks and Du 2018]
characterize revenue-guarantee maximizing auctions in more general common value
settings.
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We introduce a combinatorial variant of the cost sharing problem: several services can be provided
to each player and each player values every combination of services differently. A publicly known
cost function specifies the cost of providing every possible combination of services. A combinatorial
cost sharing mechanism is a protocol that decides which services each player gets and at what
price. We look for dominant strategy mechanisms that are (economically) efficient and cover the
cost, ideally without overcharging (i.e., budget balanced). Note that unlike the standard cost
sharing setting, combinatorial cost sharing is a multi-parameter domain. This makes designing
dominant strategy mechanisms with good guarantees a challenging task.
We present the Potential Mechanism – a combination of the VCG mechanism and a well-known
tool from the theory of cooperative games: Hart and Mas-Colell’s potential function. The potential mechanism is a dominant strategy mechanism that always covers the incurred cost. When
the cost function is subadditive the same mechanism is also approximately efficient. Our main
technical contribution shows that when the cost function is submodular the potential mechanism
is approximately budget balanced in three settings: supermodular valuations, symmetric cost
function and general symmetric valuations, and two players with general valuations.

1.

INTRODUCTION

In their classic paper Littlechild and Owen [Littlechild and Owen 1973] consider
the problem of fairly dividing runways maintenance costs among airlines. In this
problem, each aircraft has a certain size and the cost of maintaining the runway
depends on the size of the largest aircraft that uses the runway. Littlechild and
Owen propose the following cost allocation scheme: first divide the cost of serving
only the smallest airplane among all airlines. Then, divide the incremental cost
for the second smallest airplane equally among all the airlines but the airline with
the smallest aircraft. Continue thus until finally the incremental cost of the largest
aircraft is divided among the airlines that use such aircraft.
Littlechild and Owen’s work is an arch-typical example of a cost sharing problem,
where the cost of a resource has to be divided among the participants. Cost sharing
was extensively studied in game theory, and in fact, Littlechild and Owen show that
their method coincides with the Shapley value [Shapley 1953].
In our work, we are interested in dominant-strategy mechanism for sharing the
cost. The influential paper of Moulin and Shenker [Moulin and Shenker 2001]
have shown how to use the Shapley values in order to achieve a truthful costsharing mechanism: serve the largest set of players such that every player in this
set is willing to pay his Shapley value. They prove that for every submodular cost
function it holds that the Shapley value mechanism is groupstrategyproof – no set
of players can misreport in order to pay less. Furthermore, the cost of the service
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is always covered.
The problem of cost sharing was extensively studied in both economics and algorithmic game theory and many variants were suggested and analyzed (e.g., [Moulin
1999; Moulin and Shenker 2001; Roughgarden and Sundararajan 2009; Bleischwitz
et al. 2007; Bleischwitz and Schoppmann 2008; Deb and Razzolini 1999; Mehta
et al. 2007; Hashimoto and Saitoh 2015]). Almost all the above variants considered
the case of a single good, perhaps with different possible levels of services. One is
naturally led to consider the following generalization of [Littlechild and Owen 1973]:
what if there are several runways that can be potentially be constructed, or maybe
we consider simultaneously building several distant airports? The preferences of
an airline become much more complicated now, for example, a long runway in New
York is less attractive if all London runways are much smaller.
In our paper we attempt to fill this lacuna and introduce combinatorial cost sharing, where multiple goods can be provisioned and both costs and preferences depend
on the selected combination of goods. While combinatorial cost sharing is a natural
generalization of the basic cost sharing scenario, from a technical perspective it is
radically different as we leave the relatively safe single parameter world and cross
the bridge to the realm of multi parameter mechanism design. Nevertheless, we
will see that good mechanisms for combinatorial cost sharing do exist.
2.

THE MODEL

The standard cost sharing setting (from now on, “simple cost sharing”) involves a
set N of players (|N | = n), where the value of player i is vi if player i receives a
usage permission and 0 otherwise. A known cost function C : 2N → R+ specifies
the cost of serving each subset of the players. The goal is to decide which players
to serve and for what prices.
In combinatorial cost sharing we have n players as before, but now there are
several public goods that can be constructed. We present two formulations of
combinatorial cost sharing. The first is more direct formulation which might help
the reader to digest the setting more easily. The second formulation – which is the
one that is studied throughout the paper – is equivalent in power but is notationally
more involved. We use it since it makes the technical proofs more readable.
A First Attempt. As in simple cost sharing, there is a set N which consists of
n players, but now there is a set M of public goods (for example, a pool, a gym,
etc.). Players might have complicated preferences over the goods in M (e.g., a
combined membership for the pool and the gym might be more valuable than the
sum of the values of each membership alone), thus the priveate valuation of player
i is vi : 2M → R. Note that this assumes that there are no externalities in the
sense that value of each player is determined only by the goods he is served (in
particular, the value does not depend on the other players who use these services).
Let C ′ : (2N )m → R be a known function that specifies the cost of every possible
combination of services. For example, C(S1 , . . . , Sn ) is the cost of serving the first
good in M to the players in S1 while serving the second good in M to the players
in S2 , and so on. We stress that we do not make any assumptions on S1 , . . . , Sn
and in particular these sets are typically not disjoint.
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The Main Formulation. The issue with the first formulation is that we often
would like to assume that the cost function belongs to some standard class, e.g., C ′
is submodular or subadditive. However, as defined C ′ is not even a set function (its
domain is (2N )m ). We thus use a different formulation that is equivalent in power.
Define – for notational convenience – for each player i a set Mi with Mi ∩ Mi′ = ∅
for i 6= i′ , where each j ∈ Mi represents a permission to consume a different good.
For example, if M is the set of public goods that can be constructed, we define
for each player i a set Mi , |Mi | = |M |, and think about the j’th item in Mi as
permission for player i to use the j’th public good in M . In particular player i is
never interested in items from Mi′ , for i 6= i′ . The private valuation of player i is
vi : 2Mi → R. The cost function C : 2M1 × · · · × 2Mn → R specifies the cost of every
possible combination of services. Note that it is straightforward to express every
cost function in the first formulation as a cost function in the main formulation. In
particular, C is now a set function (the set of items is M1 ∪ · · · ∪ Mn – recall that
Mi ∩ Mj for i 6= j), so standard notions such as subadditivity and submodularity
are defined in the usual sense.

3.

COMBINATORIAL COST-SHARING MECHANISMS

A (direct) mechanism for combinatorial cost sharing problem receives as input
−−−→
the valuations of the players and outputs an allocation of services ALG where
ALGi ⊆ Mi is the set of services provided to player i. Moreover for every player i the
mechanism specifies his payment pi . It is standard to assume that the mechanism
is individually rational (for every i, pi ≤ vi (ALGi )), pi ≥ 0 (no positive transfers)
and moreover pi = 0 if player i is not served.
Work on cost sharing in the AGT community mostly focuses on incentive compatible mechanisms, either dominant strategy or groupstrategyproof, that at the
very least always cover the cost. That is, in an instance where the mechanism
−−−→
−−−→
outputs an allocation ALG we require to have C(ALG) ≤ Σi pi . Ideally, we will
also not overcharge the players, at least not by much: a mechanism is β-budget
−−−→
−−−→
balanced if in every instance C(ALG) ≤ Σi pi ≤ β · C(ALG).
We look for mechanisms that are economically efficient. Following [Roughgarden
and Sundararajan 2009], we look for mechanisms that minimize the social cost,
→
−
→
−
π( S ) = C( S ) + Σi∈N [vi (Mi ) − vi (Si )], which is the construction cost plus the
“lost value” from not providing all the services. Minimizing the social cost has some
appealing properties, for example, the social cost and the social welfare induce the
same order on allocations. Moreover, additive approximations to the social welfare
imply multiplicative guarantees on the social cost. We refer the interested reader
to the paper for a complete discussion.
The simple cost sharing literature is rich in beautiful results, but the jewel in the
crown is probably the Shapley value mechanism [Moulin and Shenker 2001], which
is a groupstrategyproof mechanism that exactly shares the cost whenever C is a
submodular function [Moulin and Shenker 2001]. Roughgarden and Sundararajan
[Roughgarden and Sundararajan 2009] show that it gives an approximation ratio
of Hn = Σni=1 n1 to the social cost. It is known that the approximation ratio of any
mechanism that always covers the cost is Ω(log n) and that this is true for every
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dominant-strategy mechanism. [Dobzinski et al. 2008]1 .
4.

COST RECOVERING MECHANISMS AND THE POTENTIAL MECHANISM

The simple cost sharing domain is a single parameter one, where the private information of every player consists of one number. Thus, to design a dominant strategy
mechanism one can focus on the quite powerful family of monotone algorithms. In
fact, the literature contains powerful techniques for designing groupstrategyproof
mechanisms, for various notions of groupstrategyproofness (e.g., the Moulin family
of mechanisms [Moulin 1999] and acyclic mechanisms [Mehta et al. 2007]).
In contrast, the combinatorial cost sharing domain is a multi-parameter one.
The difficulty of designing useful mechanisms for multi-parameter domains is well
known. The root of evil is the lack of general design techniques except the VCG
family. For example, if the domain is unrestricted, then the only possible dominant
strategy mechanisms are affine maximizers [Roberts 1979], a slight variation of VCG
mechanisms. In general, more restricted domains as ours do allow for non VCG
mechanisms, but the VCG family remains the main tool at our disposal.
However, while VCG is effective for welfare maximization, in cost sharing settings
we also need to cover the construction cost. Unfortunately, conventional wisdom
has it that the revenue of the VCG mechanism is uncontrollable and tends to be
low2 [Ausubel and Milgrom 2006]. The main technical contribution of this paper
challenges this – we do manage to “tame” the VCG beast and obtain VCG based
mechanisms that are approximately budget balanced.
For simplicity, we start by constructing VCG based mechanisms that always cover
the cost for simple cost sharing, so the valuation of each player i can be described
by a single number: vi if served and 0 otherwise. In general, affine maximizers can
have both (multiplicative) player weights and (additive) allocations weights. The
former does not seem to be very useful, so we focus on affine maximizers of the
form:
X
vi − H(S)
(1)
arg max
S⊆N

i∈S

N

where H : 2 → R is a function that does not depend on the vi ’s. If S is the
allocation that maximizes (1) for the valuation profile v, then the payment of player
i is:


X
X
vj − H(S−i ) − 
vj − H(S)
(2)
pi =
j∈S−i

j∈S−{i}

where S−i is the allocation that maximizes (1) when the valuation of player i is
identically 0.
1 This

impossibility of [Dobzinski et al. 2008] is stated for budget balanced mechanisms, but the
proof applies even to cost recovering mechanisms.
2 Some papers attempt to control the revenue of VCG in simpler auction settings by rebating
the players, e.g., [Moulin 2009; Guo and Conitzer 2009; Cavallo 2006]. Also relevant is the work
of Blumrosen and Dobzinski [Blumrosen and Dobzinski 2014] which is the closest in spirit to
ours (and in fact is the inspiration to our work). One of their results essentially provide a costrecovering VCG based mechanism for the excludable public good problem. Their mechanism can
be derived as a special case of our constructions.
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When H is the cost function C, we get a welfare maximizing mechanism. However, it is common for this mechanism to run a deficit, e.g., in the special case of
excludable public good (C(S) = 1 for every S 6= ∅), if vi > 1 for every player i, the
revenue is 0.
Thus, to cover the incurred
P function H 6= C. Notice from
P cost we need some other
the definition of S−i that j∈S−i vj − H(S−i ) ≥ j∈S−{i} vj − H(S − {i}). Hence,
the payment of the i’th player pi is at least H(S)−H(S−{i}).
A function H with the
P
property that for every set S ⊆ N it holds that i∈S H(S) − H(S − {i}) ≥ C(S)
will lead to a dominant-strategy mechanism for simple cost sharing that always
collects payments that cover the incurred cost. For example, in the special case of
excludable public good, we can choose H(S) = H|S| , so if a set S is selected the
1
and
marginal cost to H of each player i ∈ S is at least H(S) − H(S − {i}) = |S|
the total payment is at least 1 (this special case was analyzed by Blumrosen and
Dobzinski [Blumrosen and Dobzinski 2014]).
Interestingly, for every cost function C the potential function of Hart and MasColell [Hart and Mas-Colell 1989] satisfies this property. Hart and Mas-Colell suggested the potential function as an alternative simple way of defining the Shapley
values. Fix some cost function C, and consider some function PC that assigns a
value to every coalition S ⊆ N and the cost function C. Suppose that PC is such
that for every S ⊆ N the marginal contributions of the players add up to the
cost of the coalition: Σi∈S (PC (S) − PC (S − {i})) = C(S). Hart and Mas-Collel
show that PC exists and is unique. They term PC the potential function. This
also gives an alternative definition for the Shapley values as it turns out that the
Shapley value of player i in a coalition S is exactly its marginal contribution to PC
(Shapleyi (S) = PC (S) − PC (S − {i})).
We generalize and adapt the potential function to our needs: the potential function as defined in [Hart and Mas-Colell 1989] considers cooperative games, i.e.,
the cost function defined on subsets of N . Our generalization considers allocations. Specifically, we define the marginal contribution of player i to the allocation
(S1 , ..., Sn ) by PC (S1 , ..., Si−1 , Si , Si+1 , ..., Sn ) − PC (S1 , ..., Si−1 , ∅, Si+1 , ..., Sn ).
We set the function H, which appears in (1) and (2), to be our generalization
of the potential function, and name the new mechanism, a VCG mechanism using
the potential function, the Potential Mechanism. Notice that this gives a dominant
strategy cost-recovering mechanism for every cost function C. We are also able
to prove efficiency guarantees if the cost function C is subadditive. Combined
together, we get the following general result:
Theorem: Let C be a subadditive cost function. Then, the Potential mechanism
always recovers the cost and provides an approximation ratio of 2Hn to the social
cost. If C is submodular (or even XOS) the approximation ratio improves to Hn .
Again, the approximation ratio is essentially tight due to the impossibility result
of [Dobzinski et al. 2008].
The Main Result
The main technical effort of this work is in identifying three settings in which
the potential mechanism is not only efficient and cost recovering, but also budget
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balanced.
Theorem: Let C be a submodular cost function. The Potential Mechanism is
Hn -budget-balanced and provides an approximation ratio of Hn to the social cost
in each of the following settings:
Supermodular valuations.
General symmetric valuations and player-wise symmetric cost function3 .
Two players (n = 2) with general valuations.
5.

OPEN QUESTIONS

We have presented a novel way to share the cost among participants. Yet, we do
leave many exciting questions open.
Computational Issues. We focused on proving existence of mechanisms with
good guarantees for combinatorial cost sharing. Of course we would like to have
a mechanism that both runs in polynomial time and has good guarantees, such as
economic efficiency and budget balance. We do not know whether such a mechanism
exists in general, however, we note that in the case of supermodular valuations and
a submodular cost function the potential mechanism is computationally efficient
whenever the value of the potential function is easy to compute.
The Performance of the Potential Mechanism. The potential mechanism
guarantees to cover the cost and to provide approximation ratio of 2Hn to the social
cost for every subadditive cost function. It is not clear whether the mechanism is
overcharging when considering a subadditive cost function (or even an XOS cost
function) that is not submodular. A first step to make in order to understand
the guarantees of the potential mechanism is to determine the overcharging of the
mechanism for a simple cost sharing when the cost function is subadditive.
The Power of GSP vs. Strategyproof Mechanisms. The potential mechanism, which is a VCG-based mechanism, is known to be vulnerable to strategic behaviors of groups of players. We know very little about groupstrategyproof
mechanisms for combinatorial cost sharing. In the paper we provide a mechanism
that guarantees a poor approximation ratio of Ω(n). Are there groupstrategyproof
mechanisms with better guarantees?
Impossibilities for Combinatorial Cost Sharing. In light of the impossibility
result of [Dobzinski et al. 2008], which provides a lower bound of Ω(log n) to the
approximation ratio of the social cost in simple cost sharing, we are looking for
similar impossibilities results for combinatorial cost sharing, in particular for the
setting of supermodular valuations and submodular cost function (recall that the
potential mechanism is Hn -budget-balanced and provides an approximation ratio of
Hn to the social cost in this case). Is there a mechanism which is β-budget-balanced
and provides approximation ratio of ρ to the social cost where β, ρ < Hn ?
3 A valuation is symmetric if v (S) = v (T ) whenever |S| = |T |. A cost function is player-symmetric
i
i
~ = C(T~ ) whenever |Si | = |Ti | for all i.
if C(S)
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In this letter, we discuss the correlation-robust framework proposed by Carroll [Econometrica 2017]
and our new development [SODA 2018]. Consider a monopolist seller that has n heterogeneous
items to sell to a single buyer with the objective of maximizing the seller’s revenue. In the
correlation-robust framework, the seller only knows marginal distribution of each item but has no
information about the correlation across different items in the joint distribution. Any mechanism is
then evaluated according to its expected profit in the worst-case over all possible joint distributions
with the given marginal distributions. Carroll’s main result states that when the buyer’s value for
any set of her items is the sum of the values of individual items in the set, the optimal correlationrobust mechanism should sell items separately. We extend this result to the case where the
buyer has a budget constraint on her total payment. Namely, we show that the optimal robust
mechanism splits the total budget in a fixed way across different items independent of the bids,
and then sells each item separately with a per item budget constraint.
We highlight an alternative approach via a dual Linear Programming formulation for the optimal correlation-robust mechanism design problem. This LP can be used to compute optimal
mechanisms in general (other than additive) settings. It also yields an alternative proof for the
additive monopoly problem without constructing the worst-case distribution and allows us to
extend the proof to the budget setting.
Categories and Subject Descriptors: F.0 [Theory of Computation]: ANALYSIS OF ALGORITHMS AND PROBLEM COMPLEXITY

1.

INTRODUCTION

In the problem of monopolist revenue maximization, a seller has n heterogeneous
items to sell to a single buyer. The monopolist has a prior belief about the distribution of buyer’s values and wants to sell the goods so as to maximize her expected revenue. In the case of a single item (n = 1) with the value drawn from
a distribution F the optimal solution [Myerson 1981] is straightforward: the seller
offers a fixed take-it-or-leave-it price p chosen to maximize the expected payment
p · (1 − F (p)). As an example of the multidimensional problem let us consider the
most basic and widely studied version, where the buyer’s value for a set of items
is additive. This easy-to-state problem, despite the simplicity of its solution in the
single-item case, often leads to complex and unwieldy solutions.
The problem of finding the right auction format and proving its optimality is
quite difficult even in the case of two items (n = 2). The monopolist may use quite
a few selling strategies: she may sell items independently by posting a separate
price for each of the two items, or offer a bundle of both goods, at yet another
price. In general, the seller can offer a menu with many options that may involve
Authors’ addresses: nikolai@mail.shufe.edu.cn, lu.pinyan@mail.shufe.edu.cn
ACM SIGecom Exchanges, Vol. 16, No. 2, June 2018, Pages 45–52

46

·

N. Gravin and P. Lu

lotteries with probabilistic outcomes, e.g., a 0.6 chance of getting the first item and
0.4 chance of getting the second, for some price. In some special cases the optimal mechanism is relatively simple, e.g., in the natural case of values for different
goods being drawn from [0, 1] independently and uniformly at random, the optimal
mechanism offers a menu with separate prices for each of the items and a price for
the bundle (the proof of this seemingly simple fact is quite nontrivial [Manelli and
Vincent 2007].) For general distributions it has been shown that randomization
might be necessary and even that the seller might have to offer an infinite menu of
lotteries [Hart and Nisan 2013; Daskalakis et al. 2014]. As another indication of the
problem’s complexity, the revenue of the optimal auction may decrease [Hart and
Reny 2015] when the buyer’s values in the prior distribution are moved upwards (in
the stochastic dominance sense). These issues not only appear when values for two
or more items are correlated, but also when they are independently distributed.
To avoid the aforementioned complications Carroll [Carroll 2017] has recently
proposed a new framework for the multidimensional monopolist problem1 for an
additive buyer. In this framework the seller knows the prior distribution of types
vi ∼ Fi for each individual item i ∈ [n]. However, unlike the traditional approach,
in which the seller maximizes the expected payment with respect to a given prior
distribution D over the complete type profiles v = (v1 , · · · , vn ), in the new framework the seller does not know the correlation of types across different items. Any
mechanism then is evaluated according to its expected profit in the worst case, over
all possible joint distributions with the given marginal distributions {Fi }ni=1 of each
item i ∈ [n]. In other words, the seller wants to get a guarantee on the expected
profit of a mechanism which is robust to any correlation across items. Although,
Carroll’s model is formulated for a buyer with additively separable valuation, the
framework easily extends to other more general mechanism design settings, e.g.,
settings with multiple buyers, or settings where the buyers are unit-demand (i.e.,
each buyer does not want more than one item), or have budget constraints.
There are standard pros and cons of worst-case versus average-case analysis
frameworks in computer science, which also apply here. Beyond those, there are
specific points that we shall discuss below.
(1) The underlying assumption of the Bayesian framework is that the joint prior
distribution is already known to the seller. There is serious practical concern regarding learning correlated multidimensional distributions: the representation
and sampling complexity of this problem is exponential in the dimension (i.e.,
number of items). Another challenge in learning the prior distribution arises
as a result of strategic behavior of the buyer, who does not usually report his
type but responds to the seller’s offer in each single interaction and might want
to conceal data in order to gain from his interaction with the seller in the future. In this respect, learning information about separate marginals is much a
simpler econometrics task that does not suffer from the curse of dimensionality.
(2) It is standard in the literature to assume that the prior distribution is independent across items. In this case it is expected that one can get better
1 Carroll

considered a more general setting of multidimensional screening with additively separable
payoff structure.
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revenue guarantees than in the worst-case framework. However, in practice,
the independence assumption does not always hold and even verifying it (in
the property testing sense) is a non trivial statistical task. The studies of correlated priors are scarce but not uncommon in the literature, both for the cases
of positively or negatively correlated distributions, see e.g. [Levin 1997; Tang
and Wang 2016; Bateni et al. 2015]. The case of correlated distribution is significantly more challenging than the case of independent priors. In this respect,
correlation-robust framework offers an alternative tractable model of studying
the unwieldy case of possibly correlated prior distributions.
(3) Even with independent prior distributions the optimal mechanism can be very
complex and as such is not employed in practice. A recent line of work studies
the monopolist problem in the simple versus optimal framework [Hartline and
Roughgarden 2009] and obtained a few interesting approximation guarantees.
In the case of additive buyer, Babaioff et. al. [Babaioff et al. 2014] showed that
simple mechanism of selling items either separately or together in one grand
bundle gives a constant-factor approximation to the optimal revenue. A recent
work by Cai et al. [Cai et al. 2016] provided a unified view on some of the above
“simple versus optimal” results by an LP duality based approach of generalized
virtual values. In the worst-case framework, Carroll has shown that the optimal
correlation-robust mechanism is to sell items separately, without any bundling.
His result compliments the result of [Babaioff et al. 2014] by adding a valuable
counterpoint to the algorithmic mechanism design literature, as Carroll puts
it, “If you don’t know enough to see how to bundle, then don’t.”
(4) The prior distribution usually represents a belief of the seller about the buyer’s
types, but not the exact distribution. As such the prior might not accurately
capture the actual distribution and thus some robustness guarantees and insensitivity to the precise data can be useful. The new framework addresses the
issue of possible correlation among different type components. Furthermore, it
seems to offer a more tractable way to analyze other robustness issues, such as
mistakes in the beliefs about marginal distributions.
To conclude, the new framework complements and adds a few valuable points
to the literature on the monopolist problem. Specifically, it seems quite natural to
examine this framework from a computational perspective.
The computational problem in the correlation-robust framework can be described
with n distributions {Fi }ni=1 , each Fi given by |Vi | parameters, where Vi is the
support of Fi . The goal is to find a truthful mechanism with the best revenue
guarantee over all possible joint distributions D with specified marginals {Fi }ni=1 .
We know from Carroll’s work what the optimal solution is for the case of additive
buyer. However, for other versions of the problem (e.g., for unit-demand) the
structure of the optimal mechanism is unclear and it is natural to ask the question
of computing the optimal mechanism. This problem has a succinct description in
contrast with the traditional computational Bayesian framework [Cai et al. 2012b;
2012a; 2013], where the input (distribution D of types v = (v1 , . . . , vn )) may be
exponential in the number of items2 .
2 To

make the computational problem reasonable some assumptions about polynomial number of
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THE MODEL

We consider a canonical multidimensional auction environment where one agent is
selling n heterogeneous items to a single buyer. This environment can be specified
by an allocation space X, which is assumed to be a convex set in [0, 1]n (we assume
that the agent is risk-neutral and his valueQ
extends to any convex combination of
n
feasible allocations x ∈ X); type space V = i=1 Vi , Vi ⊆ R≥0 and a value function
val : X × V → R≥0 . We use v = (v1 , v2 , · · · , vn ) ∈ V to denote a multidimensional
type of the
Pnagent. When the buyer has additive valuation, we have val(v, x) =
hv, xi =
i=1 vi · xi . We employ standard formulation of incentive compatible
(a.k.a. truthful) mechanism as a pair of allocation x : V → X and payment p : V →
R≥0 functions satisfying incentive compatibility (IC) and individual rationality (IR)
b).
constraints for quasi-linear utility u(v, v
def

b) = val(v, x(b
u(v, v
v )) − p(b
v ) ≤ u(v, v) = val(v, x(v)) − p(v)
u(v, v) = val(v, x(v)) − p(v) ≥ 0

b∈V
for all v, v
for all v ∈ V

(IC).
(IR).

A mechanism is budget feasible if the agent’s payment to the seller is bounded
by a budget B, i.e., p(v) ≤ B for all v ∈ V . The agent derives utility of −∞ when
p(v) > B and the same quasi-linear utility of val(v, x(v)) − p(v), when p(v) ≤ B.
We assume that the agent’s budget B is public, i.e., the budget B is known to the
auctioneer3 .
The type v is drawn from a joint distribution D, which is not completely known
to the auctioneer and which may admit correlation among different components
of v. The auctioneer only knows marginal distributions Fi of D for each separate
component i but does not know how these components are correlated with each
other. We assume that every distribution Fi is discrete and has finite support4
Vi . We use fi to denote the probability density function of the distribution Fi . We
also slightly abuse notations and use Fi to denote the respective cumulative density
function. The joint support of all Fi is V = ×ni=1 Vi . We use Π to denote all possible
distributions π supportedon V
P that are consistent with the marginal distributions
F1 , F2 , · · · , Fn , i.e., Π = π | v-i π(vi , v-i ) = fi (vi ), ∀i ∈ [n], vi ∈ Vi . The goal
is to design a truthful mechanism that maximizes the auctioneer’s expected revenue
in the worst case with respect to the unknown joint distribution D. Formally, we
want to find a truthful (budget feasible) mechanism (x∗ , p∗ ) such that
X
π(v)p(v).
(1)
(x∗ , p∗ ) ∈ argmax min
(x,p)

3.

π(x,p)
π∈Π v∈V

LP FORMULATION

We begin by looking at equation (1) as a zero-sum game played between the auction
designer and an adversary, who gets to pick a distribution π with given marginals
F1 , · · · , Fn and whose objective is to minimize the auctioneer’s revenue. We note
types in the support of D usually are made.
3 We note that optimal auction problem in a private budget setting is quite complex even in the
single-item case. Thus the public budget assumption is indeed necessary if our goal is to find
settings with simple optimal auctions.
4 Similar to [Carroll 2017] our results extend to the distributions with continuous type distributions.
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that the strategy space of the auctioneer, i.e., the set of truthful mechanisms given
by x : V → X and p : V → R≥0 , is convex (because a random mixture of truthful
mechanisms is a truthful mechanism itself) and is compact5 . Similarly the strategy
space Π of the adversary (distribution player) is also a compact convex set. Thus
the sets of both players’ mixed strategies coincide with their respective sets of pure
strategies. Now, our two-player game admits at least one mixed Nash equilibrium6 ,
which is also a pure Nash equilibrium: M∗ = (x∗ , p∗ ) for the auctioneer player and
π ∗ for the adversary. This Nash equilibrium defines a unique value of a zero sum
game and, therefore, yields a solution to minmax problem (1).
We restrict our attention to the minimization problem of the distribution player
for any fixed truthful mechanism M = (x, p):
X
min
p(v) · π(v).
(2)
π∈Π

v

Note that this is a linear program, since Π is given by a set of linear inequalities.
We also write a corresponding dual problem.
min

X

p(v) · π(v)

max

v

s. t.

X

π(vi , v-i ) = fi (vi )

dual var. λi (vi )

s. t.

n X
X

fi (vi ) · λi (vi )

i=1 vi
n
X

λi (vi ) ≤ p(v)

(3)
∀v

i=1

v-i

π(v) ≥ 0

λi (vi ) ∈ R

The value of the primal LP 3 is worst-case revenue Rev(M) of the mechanism
M = (x, p). Intuitively, the dual LP (3) captures the best additive approximation of
the payment function p(v) of M with {λi (vi ), vi ∈ Vi }ni=1 . The values of the primal
and dual problems (3) are equal for any fixed truthful mechanism M = (x, p). This
allows us to convert the maxmin problem (1) to a maximization LP problem:
max
s. t.

n X
X
i=1 vi
n
X

fi (vi ) · λi (vi )

λi (vi ) ≤ p(v)

∀v;

(4)
(x, p) : (IC),(IR);

x(v) ∈ X.

i=1

One can solve LP (4) with standard polynomial time techniques to get an optimal
auction in a variety of settings. For example we can compute optimal auctions
when the buyer has additive, unit-demand, budget additive, or other valuations
which allows succinct LP description of X. However, the optimal solution to these
5 Indeed, as there are only finite number of types, one can think of a pair of allocation x and
payment p functions as |V | vectors in X and |V | real numbers in R≥0 . Thus we get a natural
notion of convergence and distance for the mechanisms. As the set of truthful mechanisms is
described by a finite set of not strict IC and IR inequalities, we conclude that truthful mechanisms
form a closed set. Note that allocation domain is compact and payment function of a truthful
mechanism is bounded by a constant, which makes the set of truthful mechanisms to be bounded
as well. Therefore, it is compact.
6 by Glicksberg Theorem for continues games
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problems would normallyQrequire descriptions of length proportional to the size of
n
the type domain |V | = i=1 |Vi |, which makes it not efficient for problems with
a large number of items. Thus a next most natural question is to find special
classes of problems that admit succinct and simple auctions in the correlationrobust framework.
4.

RESULTS AND PROOF OUTLINE

Let us denote by Rev(Fi , Bi ) the optimal revenue of a single-item auction that can
be extracted from a single agent with value distribution Fi and a public budget Bi .
We propose the following
feasible mechanisms:
Pn straightforward format of budget
n
split the budget B =
B
across
all
items
{B
}
;
independently
for each
i
i
i=1
i=1
item i run an optimal single-item auction with the revenue Rev(Fi , Bi ).We call this
class of budget feasible mechanisms item-budgets mechanisms. We note that this
is fairly large class of mechanisms, as there are many ways in which the budget B
can be split over the different items. We use Rev({Fi }ni=1 , B) to denote
max

n
X

Rev(Fi , Bi ),

s.t.

n
X

Bi ≤ B.

i=1

i=1

The solution to this problem gives us the expected revenue of the the optimal itembudgets mechanism. Our main result from [Gravin and Lu ] says that the optimal
correlation-robust mechanism is in fact an item-budgets mechanism.
Theorem 4.1. The optimal correlation-robust mechanism has the revenue of
Rev({Fi }ni=1 , B).
Proof Outline. We assume towards a contradiction that there is a mechanism
M with higher revenue. Then we fix M and consider the variables {λi (vi )}i∈[n],vi ∈Vi
in the dual LP (4), which give an additive approximation (lower bound) on the
payment function of M. It is natural to interpret {λi (vi )}vi ∈Vi as prices for each
separate item i ∈ [n]. However, we need to deal with the problem that variables
{λi (vi )} can be negative. To this end,
n weocan find a smaller counter example (a
′

mechanism M′ and set of variables λi (vi )

′

i∈[n],vi ∈Vi

with a smaller domain V ′ ⊂

′

V ), such that λi (vi ) are non-negative and monotonically increasing for each i ∈ [n].
We construct an item-budgets mechanism suchPthat its payment function is point′
wise dominated (strictly upper bounded) by i∈[n] λi (vi ) and by the constraints
of the dual LP (3) is also point-wise dominated by the payment function of M′ .
Finally, we get a contradiction by combining certain tight IC and IR constraints
for the item-budgets mechanism that together yield an upper bound on a weighted
sum of the payments of M′ .
5.

OPEN PROBLEMS

Correlation-robust approach offers a new optimization framework for design and
analysis of mechanisms. It addresses some reasonable practical concerns and also
brings closer Bayesian and worst-case frameworks in algorithmic mechanism design
literature. The results in Carroll’s paper and ours seem to be only initial steps in
this framework and there are multiple open avenues for future work. Here, we list a
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few interesting directions. We believe that the LP formulation approach developed
in this paper may find its applications as a useful initial step in the future work on
this topic.
Beyond additive valuations. All current work on the topic has assumed the buyer
to have additive valuations. It is an intriguing research direction to investigate other
types of valuations. It is particularly interesting to understand optimal correlationrobust auctions for another class of simple unit-demand valuations. It is not clear
if the optimal mechanism will have to use lotteries as sometimes is required in
the Bayesian framework with independent values. Another natural simple class of
valuations to study is the class of budget additive buyer’s valuations.
Multiple buyers. In the monopolist problem we have only one buyer. It is an
important research direction to extend the correlation-robust framework to the case
of multiple buyers. Two possible extensions include (i) a model where the worst-case
distributions for different buyers are independent (ii) the distributions for different
buyers can be correlated and the performance of a mechanism is measured in the
worst-case over this correlation. We believe that both extensions are reasonable
and deserve further investigation.
Computational
Qncomplexity. Our LP formulation for the optimal correlation-robust
auction
has
Ω(
i=1 |Vi |) variables, which has exponential dependency on the input
Pn
size i=1 |Vi |. When can we describe7 the optimal auction succinctly, i.e., find a
polynomial in the input size representation? We know that for an additive buyer,
and also for an additive buyer with budget constraint the optimal mechanism has
a simple form and can be described and computed in polynomial time. But the
problem remains open for other settings, such as, e.g., the monopolist problem for
a unit-demand buyer.
Approximation. In this work, we focused on studying exactly optimal mechanisms. Similar to the case of independent prior distribution in the Bayesian model,
it is reasonable to look at approximately optimal mechanisms in the correlationrobust framework, especially in the case when the exact optimum is too complex to
implement in practice. Considering all the complications of the optimal mechanisms
in the Bayesian framework, it seems that we are lucky to have simple optimal mechanism for the case of an additive buyer. It is quite likely that this is not going to be
the case in many other settings. In this situation a reasonable next step would be to
search for simple auctions that are approximately optimal in the correlation-robust
framework.
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Learning dynamics have traditionally taken a secondary role to Nash equilibria in game theory.
We propose a new approach that places the understanding of game dynamics over mixed strategy
profiles as the central object of inquiry. We focus on the stable recurrent points of the dynamics,
i.e. states which are likely to be revisited infinitely often; obviously, pure Nash equilibria are
a special case of such behavior. We propose a new solution concept, the Markov-Conley Chain
(MCC), which has several favorable properties: It is a simple randomized generalization of the
pure Nash equilibrium, just like the mixed Nash equilibrium; every game has at least one MCC;
an MCC is invariant under additive constants and positive multipliers of the players’ utilities;
there is a polynomial number of MCCs in any game, and they can be all computed in polynomial
time; the MCCs can be shown to be, in a well defined sense, surrogates or traces of an important
but elusive topological object called the sink chain component of the dynamics; finally, it can be
shown that a natural game dynamics surely ends up at one of the MCCs of the game.
Categories and Subject Descriptors: J.4 [Social and Behavioral Science]: Economics
General Terms: Algorithms, Economics, Theory
Additional Key Words and Phrases: Replicator Dynamics, Chain Recurrence

1.

INTRODUCTION: NASH EQUILIBRIUM AND GAME DYNAMICS

Games are mathematical thought experiments. The reason we study them is because we think they will help us understand and predict the behavior of rational
agents in interesting situations. Games first appeared in the work of Borel and von
Neumann in the 1920s, but the field of Game Theory begun with Nash’s 1950 paper
[Nash et al. 1950]. Nash proposed to focus the study of games on the stationary
points now called Nash equilibria, the mixed strategy profiles from which no player
would deviate. Significantly, he employed Brouwer’s fixed point theorem to prove
that all games have a Nash equilibrium. As Roger Myerson argued in 1999, the
solution concept of Nash equilibrium defined Game Theory and is a key ingredient
of modern economic thought [Myerson 1999].
When computer scientists took up in earnest the study of games two decades ago,
they had to come to grips with two aspects of the Nash equilibrium which, from
their point of view, seemed remarkably awkward: first, the Nash equilibrium is less
than an algorithmic concept in that there are often many Nash equilibria in a game,
and resolving this ambiguity leads to the quagmire known as equilibrium selection
[Harsanyi and Selten 1988]. Second, computing the Nash equilibrium seemed to be
a combinatorial problem of exponential complexity, like the ones they had learned
Authors’ addresses: christos@cs.columbia.edu, georgios@sutd.edu.sg
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to avoid — a suspicion that eventually became a theorem.
The Nash equilibrium is a dynamic concept, because it draws its strength from
the possibility that players may move away from a mixed strategy in the pursuit of
utility. Game dynamics — processes whereby the players move, in discrete or continuous time, in the space of mixed strategy profiles according to precise rules, each
in response to what others are currently doing — became mainstream during the
1980s, often, but not exclusively, in the context of evolutionary game theory [Smith
1982; Weibull 1995; Hofbauer and Sigmund 1998; Sandholm 2010]. Computer scientists recognized in game dynamics the key computational phenomenon of learning
— change in behavior caused by experience — and made it an important part of
algorithmic game theory’s mathematical repertoire. The most commonly studied
game dynamics is the multiplicative weight updates (MWU) algorithm [Arora et al.
2012; Littlestone and Warmuth 1994] (multiply the weight of each strategy by a
multiplier reflecting the strategy’s expected utility in the present mixed strategy
environment created by the other players); its continuous time limit called replicator dynamics [Schuster and Sigmund 1983; Taylor and Jonker 1978] had been
studied for some time.
An often-heard informal justification of the Nash equilibrium is the claim that
”Players will eventually end up there.” But will they? There is a long tradition
of work in game dynamics whose goal is to establish that specific dynamics will
eventually lead to a Nash equilibrium, or to circumscribe the conditions under which
they would. The outcome is always somewhat disappointing. In fact, we now have
an interesting proof [Benaı̈m et al. 2012] establishing that, in a precise sense, there
can be no possible dynamics that leads to a Nash equilibrium in all games1 . Even for
the benchmark case of zero-sum games recent work has shown that any dynamics
in the broad class Follow-the-Regularized-Leader always lead to cycling, recurrent
behavior [Mertikopoulos et al. 2018]. It seems that game dynamics are profoundly
incompatible with the main solution concept in Game Theory. Tacitly, this had
been considered by many a drawback of game dynamics: Interesting as they may
be, if game dynamics fail to reach the standard prediction of Game Theory then
they have to be largely irrelevant.
We disagree with this point of view. We feel that the profound incompatibility
between the Nash equilibrium and game dynamics exposes and highlights another
serious flaw of the Nash equilibrium concept. More importantly, we believe that
this incompatibility is a pristine opportunity and challenge to define a new solution
concept of an algorithmic nature that aims to address the ambiguities and selection
problems of Nash equilibria and is based on game dynamics.
2.

RECURRENT POINTS

If games are experiments, shouldn’t we be interested in their outcome?. The incumbent concept, the Nash equilibrium, declares that the outcome of a game is
any point from which no player wants to deviate. But let us examine closely the
1 The example game in which no dynamics can converge to the Nash equilibria presented in [Benaı̈m
et al. 2012] is highly degenerate; we conjecture that there are complexity reasons why dynamics
cannot converge to the Nash equilibria of even a non-degenerate two-player game, see the open
problems section and [Papadimitriou and Piliouras 2018] .
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two simplest games in the world: Matching Pennies (MP) and Coordination (CO)
and their dynamics. The two games are shown in Figure 1, together with a plot of
the trajectories of the replicator dynamics. In each game, the replicator dynamics
(the continuous version of MWU) has five stationary points, the fully mixed Nash
equilibrium and the four pure strategy outcomes. Interestingly, the actual behavior
is totally different in the two games. In the MP game the dynamics revolve around
the interior equilibrium without ever converging to it (it turns out that this is true
of any (network) zero-sum game with fully mixed equilibria [Piliouras and Shamma
2014]). In CO out of the five stationary points three, including the mixed equilibrium, are unstable. The other two are stable and correspond to the two pure Nash
equilibria of the coordination game. The space of mixed strategies (in this case the
unit square) is divided into two regions of attraction: if the dynamics starts inside
one such region, then the corresponding stable point will be eventually reached (at
the limit). Such stability analysis and even computations of the geometry, volume
of the regions of attraction of stable equilibria can be achieved even for network
coordination games [Panageas and Piliouras 2016].

Fig. 1: Replicator trajectories in the Matching Pennies game (left) and the simple coordination
game with common payoff matrix equal to −I (right). The coordinates of each point are the
probabilities assigned by the players to their first strategy.

Looking at this picture, one starts doubting if the mixed Nash equilibrium of CO
deserves to be called “an outcome of this game:” to end up at this play you essentially have to start there — and in MP, the unique Nash equilibrium is otherwise
never reached! What are then the outcomes of these two games? If we think of the
games as behavioral experiments that evolve according to these rules, how should
we describe the behavior in these pictures2 . We want to propose that a point is an
outcome of the game if it is recurrent, that is, if it appears again and again in the
dynamics, and does so stably, i.e. even after it has been “jolted” a little. In this
sense, only the two stable equilibria are outcomes in CO, while in MP all points
are outcomes!
2 It

is well known that the replicator, as well as all no-regret dynamics, converges in a time average
sense to a coarse correlated equilibrium. But of course, in an experiment we should be interested
in actual outcomes, not time averages of the behavior.
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Recurrence3 , informally, is the property of a point that is approached arbitrarily
closely infinitely often by its own trajectory — e.g., lies on a cycle — is a key concept
in dynamics. It is obviously a generalization of stationarity (a stationary point is
its own trajectory). In these two simple games recurrence leads to a natural notion
of “outcome,” which greatly generalizes the Nash equilibrium — but also restricts
it a bit: The outcomes of the game are its recurrent points, with the exception of
unstable stationary points. Now all we have to do is generalize this simple picture
to larger games!
We cannot. The mixed strategy space of two-by-two games is two-dimensional,
and it is well known that two-dimensional dynamical systems are especially well behaved: the Poincaré – Bendixson theorem [Hirsch et al. 2012] guarantees essentially
that all trajectories end in cycles (or stationary points, as a special case). In three
or more dimensions, or in games with more than two players and/or strategies, the
trajectories can be very complicated. The dynamics of such games can be chaotic
[Sato et al. 2002], a severe setback in our ambition to use game dynamics in order
to predict the outcome of games.
3.

THE FUNDAMENTAL THEOREM OF DYNAMICAL SYSTEMS

A deep theorem in the topology of dynamical systems comes to the rescue of our
project. Ever since the Poincaré – Bendixson theorem in the beginning of the
20th century illuminated the stark difference between two- and three-dimensional
dynamical systems, mathematicians have been working hard on proving a similar
result for the much more challenging environment of three or more dimensions. In
particular, they strived for decades to define a relaxed concept of a “cycle” so that
all trajectories end up in one of them, just as they do in two dimensions. This
effort culminated in the late 1970s with the proof of the Fundamental Theorem of
Dynamical Systems by Charles Conley [Conley 1978], through the definition of the
concept of chain recurrence. Like many important results in Dynamical Systems,
this theorem holds for both continuous and discrete-time dynamical systems; we
shall only introduce it here the discrete time version.
Consider a discrete time dynamical system, that is, a continuous function f
mapping a compact space (such as the space of all mixed strategy profiles of a
game) to itself. A finite sequence of points x0 , x1 , x2 , . . . , xn is called an ǫ-chain if
for all i < n, |xi+1 − f (xi )| < ǫ. That is, an ǫ-chain is a sequence of f -steps each
followed by an ǫ-jump.
Now comes an important definition: We say that two points x and y are chain
equivalent, written x ∼ y, if for every ǫ > 0 there is an ǫ-chain from x to y
and from y to x. Notice the severe requirement that such chains must exist for
arbitrarily small jumps. Relation ∼ is an equivalence relation, and its non-singleton
equivalence classes are called chain components of the dynamical system. Together,
they comprise the chain recurrent part of the dynamical system: the points which
eventually, and after arbitrarily small jumps, can and will return to themselves. In
a familiar CS interpretation, point x is chain recurrent if, whenever Alice starts at
x, Bob can convince her that she is on a cycle by manipulating the round off error
of her computer — no matter how much precision Alice brings to bear.
3A

recurrent point for a function f is a point that is in its own limit set by f .
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Conley’s Fundamental Theorem of Dynamical Systems states that any dynamical
system will eventually converge to its recurrent part — that is to say, to one of its
chain components — and in fact will do so in the strongest way possible: There is
a Lyapunov function, that is, a real valued function defined on the domain that is
strictly decreasing4 on any point outside the chain recurrent set of the system, and
constant on any chain component. In other words, if we adopt the chain recurrent
points of the game dynamics as the outcome of the game (a reasonable proposal,
which however we will further refine in the next section), then every game is a
potential game! To summarize:
Theorem 3.1. (The Fundamental Theorem of Dynamical Systems, [Conley 1978])
The domain of any dynamical system can be decomposed into its transient part and
its chain recurrent part, which is the union of the chain connected components. Furthermore, there is a Lyapunov function leading the dynamics to the chain recurrent
part. Specifically, the Lyapunov function is strictly decreasing in the transient part
and is constant along any chain component.
Although this theorem is known within evolutionary game theory [Sandholm
2010] and more generally the notion of chain recurrence has been used to provide reductions between stochastically perturbed and continuous time dynamical
systems, some of which are inspired by game theory [Benaim 1996; Benaım and
Hirsch 1999; Hofbauer and Sandholm 2002; Benaı̈m and Faure 2012], the general
structure and properties of chain recurrence sets for game theoretic dynamics is still
not well understood. A stepping stone in this direction is to explore approximations
of these notions that have a discrete, combinatorial structure.
The Sink Chain Components
Computer scientists know well that any directed graph can be decomposed into
strongly connected components (SCCs), and these components can be partially
ordered into a DAG. It is also well known that any random walk on the nodes
and edges of this directed graph will end up almost certainly at one of the sink
SCCs (assuming the directed graph is finite). In this sense, the sink SCCs are the
stable components of the directed graph; it is quite natural to think of them as
the “outcomes” of the process modeled by the graph. These familiar intuitions
will be very helpful for understanding how chain components of game dynamics are
outcomes of the game.
One can interpret Conley’s theorem in a similar graph theoretic fashion. The
long term system behavior is captured by the chain recurrent set, which itself
decomposes into its chain components (CC) — the dynamical systems analogue of
strongly connected components. Chain recurrent points and the chain components
on which they reside can be partially ordered in the following way: We say that
CC A precedes CC B if there exist (chain recurrent) points x ∈ A and y ∈ B such
that there is an ǫ-chain from x to y for all ǫ > 0.
Furthermore, the random walk insight form directed graphs carries over as well:
Suppose that we run a noisy version of the discrete-time dynamical system, where,
4 This

means that given any initial condition that is not a chain recurrent point the function will
decrease when we ones moves from this point to the next.
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after each step, we make a random jump bounded by a small ǫ > 0; it can be easily
shown that, sooner or later, any CC that is not a sink CC in the partial order will
be left behind. At this point it is tempting to adopt robustness under random walk
as our notion of stability, and proclaim that the outcomes of the game are the sink
CCs of the game dynamics.
But there is a catch: in the topology of dynamical systems, the DAG can be
infinite and sink CCs may not exist!
We conjecture that sink CC’s always exist in the special case of game dynamics.
We know that, if they do exist, they are finitely many (in fact, polynomially many,
see the next theorem). In the next section we introduce a simple combinatorial
object — a probabilistic generalization of pure Nash equilibria, just like the mixed
Nash equilibrium — which is a compelling surrogate of the sink CC, and the solution
concept, the alternative to the mixed Nash equilibrium, that we are proposing.
4.

THE RESPONSE GRAPH AND THE CONLEY-MARKOV CHAINS OF A GAME

There is a very natural — almost familiar — finite directed graph associated with
every game: The nodes are all pure strategy profiles of the game. There is a
directed edge from node x to node y if and only if (a) the two profiles differ only in
the strategy used by one player, say player p; and (b) the utility of player p is at y
is strictly greater, by some difference ∆ > 0, than the utility of the same player at
x. Note that no “simultaneous moves,” or moves with zero utility differential, are
included. This graph is called the response graph of the game; an example is shown
in Figure 2.
The sink SCCs of the response graph are important. Their importance stems
from the fact that they are “combinatorial traces” of the sink chain components of
the game dynamics, as the following result states.
Theorem 4.1. Any sink CC of the game dynamics contains at least one sink
SCC of the response graph, and no two sink CCs can contain the same sink SCC.
Therefore, the sink CCs are finitely many.
Theorem 4.1 has a remarkable liberating effect for our project of defining the
“outcomes” of a game: It enables us to shift our attention from the sink CCs of the
game dynamics — chain connected components of mixed strategy profiles which
could be in general huge, complicated and unwieldy, let alone nonexistent... — to
the sink SCCs of the response graph — tangible, simple, intuitive, present in all
games.
Markov-Conley Chains (M CC) and Noisy Dynamics
The SCCs of the response graph are already of great interest to our quest for a
solution concept. But we want to go a little further: We want to define in a natural
way transition probabilities on the edges of the sink SCCs so they become Markov
chains. Second, we shall prove that a natural dynamics converges to them almost
surely.
We start by defining a natural randomized game dynamics: In any game, we
define the noisy MWU dynamics as follows:
We start with the familiar MWU dynamics, enhanced by noise: the frequency
xi of each strategy becomes max{xi · eα·ui + ηi , 0}/Z, where ηi is a Gaussian
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Fig. 2: Response graph (left) of a 3x3 game (right). The sink connected components are identified
by the two grey circles. One is a pure Nash whereas the other is a 4-cycle of best response moves.

noise with mean zero and variance ǫ > 0 and Z is a normalizing denominator
keeping the frequencies of unit sum.5 Notice that, by the way it is defined so
far, the dynamics are non-explorative, that is, zero frequencies stay zero.
The dynamics so far has one serious disadvantage for our project: Any pure
strategy profile is a stationary point of the dynamics. We surely do not want
our theory to predict any pure strategy profile as outcome! For this reason we
add the possibility of exploring new strategies: At a pure strategy profile, one
player is chosen uniformly at random, then one strategy of this player is chosen
also uniformly at random, and a component of ǫ is subtracted from the current
pure strategy and added to the chosen one.
This concludes the definition of the noisy MWU dynamics. The following result
is now not too difficult to show:
Theorem 4.2. The noisy MWU dynamics almost certainly ends up at a sink
SCC of the response graph.
This result — which we believe to hold for a broad spectrum of different dynamics
replacing MWU, see the open problems section — points to the sink SCCs of the
response graph as a very natural conception of the “fate,” or “meaning,” of a game
— and a fine finish line for our quest.
But, as we have mentioned, we can go a little further: We can render each sink
SCC of the response graph into an ergodic (strongly connected) Markov chain, that
we will call Markov-Conley Chains (MCCs), by defining in a natural way transition
probabilities. But which transition probabilities, exactly?
There are several reasonable and principled ways of defining these transition
probabilities. A natural starting point is to assign equal probabilities to all edges
leaving a pure strategy profile of the SCC. Other more sophisticated approaches
which are tailored to the game and dynamic being applied can also be explored. For
example, since MWU dynamics are known to be regret minimizing, one possible
5 Strictly

speaking, to make sure that Z > 0 we should restrict the values of ηi to be bounded
above by the inverse of the number of strategies; that is, the noise distribution is a truncated
Gaussian.
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desideratum for these Markov chains is that they converge to the set of coarse
correlated equilibria, i.e., to distributions where agents do not experience regret.
We leave this more detailed discussion for future work.
We propose that a game’s MCCs constitute a reasonable notion of outcome,
or meaning, of the game, a useful prediction and an attractive solution concept.
It follows from the discussion above that the MCC concept has several strong
advantages: (a) Every game has at least one MCC; (b) in fact, it has polynomially
many in the description of the game; (c) they can all be computed in polynomial
time; (d) pure Nash equilibria are MCCs, as an MCC is a simple randomized
generalization of the concept of pure Nash equilibrium, an alternative to the mixed
Nash equilibrium; (e) if the utilities of the players are multiplied by any positive
constants, or increased by additive constants, specific to the players, the MCCs of
the game do not change; (f) there is a class of natural dynamics that converges
to the MCC’s with probability one; (g) finally, and importantly, by Theorem 4.1
the MCCs are tangible surrogates of the game’s sink chain components, a key
topological concept underlying the Fundamental Theorem of Dynamical Systems,
which however is quite elusive. In other words, MCCs can be thought as rough
discretizations of chain components and as we will see in the next section, give rise
to new important research questions.
5.

DISCUSSION

To summarize our main points:
1. The Nash equilibrium is paramount in Game Theory, its standard solution
concept: intuitive, compelling, universal, productive. But it has its problems:
Computational complexity, multiplicity.
2. Furthermore, and contrary to popular belief, game dynamics do not (and cannot) converge to Nash equilibria.
3. The topology of game dynamics can be complicated and chaotic, but it becomes
quite simple “if you squint a little:” Conley’s Theorem establishes that, with
respect to chain connectivity (connectivity through arbitrarily small jumps) the
game dynamics always converges to the chain recurrent components (CCs) of
the game via a potential/Lyapunov function argument.
4. Hence, all games are potential games!
5. If one adds to the model arbitrarily small noise, only the sink CCs are reached.
6. The Markov-Conley chain is a fundamental and simple combinatorial object
associated with a game. It is a useful surrogate of the sink CCs of a game.
It is a randomized generalization of the pure Nash equilibrium — just like the
mixed Nash equilibrium.
7. All games have at least one Markov-Conley chain, and at most polynomially
many, in the description of the game. They can be computed efficiently. A
natural dynamics is guaranteed to reach one of them almost certainly. The
Markov-Conley chain is our proposed new solution concept of a game.
8. In view of the above, any game can be seen as map from the set of mixed
strategy profiles to the set of Markov-Conley chains. Games are algorithms!
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9. This creates a new framework for the price of anarchy, and raises many open
questions, explored next.
Precursors
Over the past three decades, there have been several interesting works that anticipated our point of view and some of the ingredients of our proposal. Peyton
Young in his influential 1993 paper “The evolution of social conventions” [Young
1993] introduces a randomized game dynamics which, even though in detail quite
different from our noisy MWU, can be shown to converge to the MCCs of the game
in the special case in which the MCCs are singletons, that is to say, pure Nash
equilibria; Young proposes the induced distribution on these as the outcome of the
game. Another influential work in economics refining the Nash equilibrium in a way
that is a bit reminiscent of the MCCs are the CURB sets [Basu and Weibull 1991].
In AGT, Goemans, Mirokni, and Vetta, in their pursuit of an alternative definition
of the price of anarchy [Goemans et al. 2005], study and analyze something akin to
the MCCs (see the open problems section for new opportunities for such analysis
opened by the present work). Finally, [Candogan et al. 2011] is an elegant algebraic
study of the response graph of games, establishing that it can be the basis of an
intriguing taxonomy and decomposition of games.
Open Problems
These ideas release a torrent of open problems; here we mention the ones that are
most central to our point of view.
We conjecture that a very broad class of game dynamics, certainly including the
MWU and the replicator, have sink chain components for all games, and thus the
role of the MCCs as surrogates of the sink chain components is no longer conditional
on existence. This seems a plausible and reasonably demanding conjecture in the
theory of dynamical systems. We also conjecture that Theorem 4.2 holds not just
for the modification of MWU by Gaussian noise, but also for (a) a very large class
of dynamics that will essentially include a large variety of rational reactions of
the players to the current mix; and (b) under less liberal noise than Gaussian;
for example, uniform in the ǫ ball. Both kinds of extensions would be important
improvements of this work. Extension (b) would diminish the reliance of our result
on rare events, and make it more realistic. Extension (a) is important for a more
fundamental reason: One objection to dynamics as the basis of rationality is that
the behavior of others can be predicted, and this leads to incentives to deviate from
the behavior implied by the dynamics. But such deviation would be itself a new
kind of dynamics, and ideally it will also be covered by a similar convergence result.
For the traditional theory, a game is the specification of an equilibrium selection
problem; we now know that it is very hard to make progress in that direction. When
one turns to the dynamics as the meaning of the game, the selection problem does
not exactly vanish, but it is a well defined mathematical exercise: The meaning
of the game is a finite distribution on the MCCs of the game — each one has
a basin of attraction, and we must calculate the probability mass of this basin,
presumably given some prior on mixed strategy profiles. This mathematical exercise
becomes even more meaningful, and often analytically demanding, when one wants
to calculate quantities such as the price of anarchy of the game; see [Panageas
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and Piliouras 2016] for an early example of such analysis in potential games where
MCCs correspond to Nash equilibria. Extending such average case analysis to other
classes of games with non-equilibrating dynamics is an important future direction.
An MCC is an interesting mathematical object associated with the game. It
would be insightful to discover connections with other types of equilibria. For
example, is there any connection between the steady state distribution of an MCC
and mixed Nash equilibria? (There is obviously a strong connection with pure Nash
equilibria.) How about the correlated equilibria? The latter question is interesting
because there are well known connections between the steady state distributions
of Markov chains and correlated equilibria [Hart and Schmeidler 1989; Myerson
1997]. Also, an MCC implies intuitively a certain circularity of payoffs, when is
such circularity enough to guarantee the existence of a mixed Nash equilibrium?
Regarding convergence of dynamics to the Nash equilibria: As we mentioned in
the introduction, there is an impossibility result for a highly degenerate two-player
game [Benaı̈m et al. 2012]. For non-degenerate two-player games, we can show that
Nash converging dynamics exist, albeit of exponential complexity. We conjecture
that, unless P = NP, impossibility (now for complexity reasons) prevails as well:
There are no possible tractable dynamics, i.e. dynamics for which each update
step can be computed in polynomial time, such that they always converge (even
arbitrarily slowly) to Nash equilibria. Specifically, in contrast to [Hart and MasColell 2003] we conjecture that even if agents dynamics are allowed to depend on
the whole payoff structure of the game, there do not exist efficiently computable
update rules that always converge to Nash equilibria.
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