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Editors’ Introduction

IRENE LO

Stanford University

and

INBAL TALGAM-COHEN

Technion – Israel Institute of Technology

This winter issue of SIGecom Exchanges brings to our readers a letter from the

SIGecom executive committee, the job candidate profiles for 2023, a survey, an

annotated reading list, three research letters, and a featured interview.

The 2023 SIGecom Job Candidates Profiles are compiled by Jason Hartline and

Vasilis Gkatzelis. This is the eighth year of this welcome annual tradition. For the

third time we also have the 2023 Market Design Job Candidate Profiles, compiled

by Yannai Gonczarowski, Assaf Romm, and Ran Shorrer. We thank Jason, Vasilis,

Yannai, Assaf, and Ran for their continuing contribution to the profile and health

of our community.

For readers looking to educate themselves on a new topic, this issue includes

a survey and an annotated reading list. Kshipra Bhawalker, Guru Guruganesh,

Sébastien Lahaie, Andres Perlroth, and Balasubramanian Sivan provide a collec-

tion of vignettes on research developments and challenges in designing markets for

search ads and display ads. These vignettes are written primarily from the perspec-

tive of researchers in industry, and provide open questions and directions for future

study. Kangning Wang offers a compilation of works on designing socially efficient

mechanisms for bilateral trade. Included in the reading list are works on approxi-

mately efficient bilateral trade which recently appeared in EC, STOC, WINE, and

ITCS.

A letter from Martino Banchio and Andrej Skrzypacz describes results from sev-

eral of their recent works, including their work which was selected as the Exem-

plary AI Track Paper at EC’22. These results explore how market design affects

play and potential collusion between artificial intelligence algorithms such as Q-

learning. Yaonan Jin and Pinyan Lu present in their letter the main result in their

recent FOCS’22 paper, which fully determines the price of anarchy of the first price

auction, closing the gap between previously known lower and upper bounds. Juba

Ziani, who we feature in this issue’s follow-up coverage on the 2022 SIGecom Win-

ter Meeting, introduces exciting new work on how differential privacy can be used

to change individuals’ incentives to share personal data, leading to better models.

The issue ends with a special feature interview of Juba Ziani, who gave a tuto-

rial on algorithmic fairness at the 2022 SIGecom Winter Meeting. The interview,

conducted by graduate student Yahav Bechavod, highlights themes from the tuto-

rial and Juba’s work on algorithmic fairness, and rounds out our interviews of the

speakers at the 2022 SIGecom Winter Meeting.

Author’s address: ilo@stanford.edu, italgam@cs.technion.ac.il.
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We hope you enjoy this issue. As always, please do not hesitate to reach out to

us if you would like to volunteer a letter, survey, annotated reading list or position

paper. Many thanks also to Yannai Gonczarowski for his continuing help in putting

together the issues of Exchanges. We hope you find the research showcased in this

issue inspiring!
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Letter from SIGecom Executive Committee

NICOLE IMMORLICA

Microsoft Research

and

SCOTT DUKE KOMINERS

Harvard University and a16z crypto

and

KATRINA LIGETT

Hebrew University of Jerusalem

Part-way through the first year of our tenure as the SIGecom executive board,
the pandemic turned everything upside-down. The SIG faced enormous challenges
and uncertainty as a result. But as the past year especially demonstrates, our
conference series have emerged changed but vibrant—and our community remains
strong and growing.
In February, Mallesh Pai and Aaron Roth co-organized the Second Annual SIGe-

com Winter Meeting—including fantastic tutorials, invited talks, and panels, all
themed around Fairness. The event was a great success, drawing hundreds of at-
tendees and inspiring deep conversations about the relationships between different
models and metrics of fairness.1

Then in July, we convened for EC’22, which for the first time was fully hybrid.
Program Chairs Sven Seuken and Ilya
Segal assembled a spectacular series
of papers, selecting 150 from 549 to-
tal submissions. And General Chair
David Pennock and Local Chairs Rafael
Frongillo and Bo Waggoner produced
an extraordinary event that was de-
signed to be fully accessible and inter-
active irrespective of whether you were
attending in-person or virtually. It was
wonderful to see the community again
in both physical and digital space. And
as a further innovation, Keegan Harris
and Clayton Thomas have introduced
a mechanism by which EC talks are re-
played over the course of the year to give students and others more access to
presentations and authors. The resulting SIGecom Seminar Series meets in the
academic metaverse (hosted on Gather.town) every Friday from 1100-1200 ET

1Emily Diana, Mingzi Niu, and Georgy Noarov assembled a fantastic report on the event [Diana
et al. 2022], and together with Yahav Bechavod conducted interviews featuring the speakers.

Author’s address: nicimm@gmail.com; kominers@fas.harvard.edu; katrina@cs.huji.il
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4 · N. Immorlica et al.

(https://sites.google.com/andrew.cmu.edu/sigecomseminarseries/home).

We are looking forward to EC 2023, which Jason Hartline and Larry Samuelson
(Program Chairs) and Kevin Leyton-Brown (General Chair) are co-organizing. The
conference will be based in London, and the plan is again for it to be hybrid, to
enable virtual participation from all over the world. And ahead of that, the 2023
Winter Meeting, co-organized by Matt Weinberg and Scott Duke Kominers, will
focus on crypto and web3.
This fall we are launching two new recognitions to complement our Best Paper,

Doctoral Dissertation, and Test of Time awards: the SIGecom Career Award and
the SIGecom Lifetime Achievement Award. As the names suggest, these awards
recognize extended contributions of distinguished individuals in our community,
respectively at the mid-career and senior levels. We hope these new awards raise
awareness of amazing individuals in our community—as well as their work—among
university departments, the ACM and other professional organizations, and the
general public. Please send your nominations to the award committees as instructed
on their respective webpages, linked to from the awards section of the SIGecom
website (https://sigecom.org/awards.html).

Finally, as this is the last annual letter of our term as SIG executives, we want
to take a moment to reflect.
In our first letter [Immorlica et al. 2019], in 2019, we enunciated three goals

for our term: research impact, interdisciplinary and demographic diversity, and
community cohesion. The third of these goals, especially, turned out to be more
challenging than we had imagined ex ante because of Covid-19. We are proud of
how the SIG developed ways to maintain cohesion and camaraderie in the face of
the pandemic—and how in doing so, our community has also managed to broaden
access like never before. The SIG’s virtual and hybrid conferences have drawn more
attendance from more diverse places and academic backgrounds, resulting in count-
less new collaborations (not to mention significant increases in SIG membership!).

In terms of impact, we are especially proud of how the SIG’s research has shaped
scholarship, policy, and society. And we have appreciated the opportunity to collab-
orate with many in the community to further showcase the SIG’s work and give it a
wider reach—for example, working with EC program chairs to expand the forward-
to-journal option; and also coordinating with our ACM Awards Chair, Eva Tardos,
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Letter from SIGecom Executive Committee · 5

and CACM Research Highlights Chair, Michal Feldman, to bring more recognition
and visibility to the SIG within the ACM.
In closing, please let us take one more opportunity to thank all of the people

who have helped us with SIG leadership and administration during our term,2 as
well as former SIG Chair Kevin Leyton-Brown, who is helping identify and recruit
candidates for the upcoming SIG election. (If you are interested in running, please
reach out to him.) And we want to thank you—everyone in the SIG—for being so
awesome, and for giving us the opportunity to serve in this role. It has been an
extraordinary honor.3

REFERENCES

Diana, E., Niu, M., and Noarov, G. 2022. SIGecom Winter Meeting 2022 highlights. ACM

SIGecom Exchanges 20, 1, 3–23.

Immorlica, N., Kominers, S. D., and Ligett, K. 2019. Letter from SIGecom executive com-
mittee. ACM SIGecom Exchanges 17, 2, 2–3.

2This is too long a list to include in full here, but see above as well as our previous three annual
letters for shoutouts to many of them.
3Scott insists that we add: “QED.”
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SIGecom Job Market Candidate Profiles 2023

This is the eighth annual collection of profiles of the junior faculty job market candidates of the

SIGecom community. The thirty candidates for 2023 are listed alphabetically and indexed by

research areas that define the interests of the community. The candidates can be contacted indi-

vidually or via the moderated mailing list ecom-candidates2023@acm.org.

–Vasilis Gkatzelis and Jason Hartline

Fig. 1. Generated using the research summaries of the candidates.

Contents

Samuel Altmann

empirical market design, auctions, econometrics 9

Niclas Boehmer

social choice, fairness, matching, computational experiments 10

Martin Bullinger

algorithms, game theory, computational complexity, social choice 11

Jakub Černý

game theory, bounded rationality, equilibrium computation 12

Bhaskar Ray Chaudhury

social choice theory, general equilibrium theory, fairness in ML 13
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Andrew Estornell

algorithmic fairness, strategic classification, adversarial ML, social choice 14

Tomer Ezra

online decision-making, combinatorial auctions, contracts, fair division 15

Alireza Fallah

machine learning theory, game theory and mechanism design, optimization 16

Yiding Feng

mechanism design, online algorithms, revenue management 17

Matheus Venturyne Xavier Ferreira

market design, security, blockchain, game theory 18

Maximilian Fichtl

equilibrium computation, online learning, optimization, auctions 19

Yotam Gafni

strategic machine learning, mechanism design, auctions, fair allocation 20

Sumit Goel

mechanism design, algorithmic game theory, social choice 21

Paul Gölz

democratic innovations, social good, citizens’ assemblies, fair division 22

Anand Kalvit

data-driven decisions, online learning, adaptive experiments, platforms 23

Gregory Kehne

social choice, online algorithms, combinatorial optimization 24

Yoav Kolumbus

AGT, AI, online learning, dynamical systems, networks 25

Alexander Lam

mechanism design, facility location, proportional fairness, game theory 26

Majid Mahzoon

game theory, information economics, mechanism design 27

Evi Micha

algorithmic fairness, computational social choice, mechanism design 28

Divyarthi Mohan

mechanism design, opinion dynamics, strategic communication 29
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Fedor Sandomirskiy

information economics, mechanism design, fair division algorithms 30

Daniel Schoepflin

clock auctions, auction theory, obvious strategyproofness, fair division 31

Sean Sinclair

data-driven decision making, reinforcement learning, fairness 32

Clayton Thomas

explainable mechanism design, stable matching, market design 33

Artem Tsikiridis

mechanism design, algorithmic game theory, auctions 34

Jingyan Wang

fairness, machine learning, crowdsourcing 35

Xintong Wang

market design, machine learning, game theory, agent-based simulation 36

Hanrui Zhang

machine learning, mechanism design 37

Junyao Zhao

optimization, mechanism design, beyond worst-case analysis, complexity 38
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SAMUEL ALTMANN (Homepage, CV)

Thesis: Essays in Empirical Market Design (’23)

Advisor: Ian Crawford, University of Oxford

Brief Biography: I am a DPhil Candidate in the Department of Economics at the
University of Oxford, where I am advised by Ian Crawford. In 2018 I completed
an MPhil in economics also at Oxford. Before that I graduated with a BSc in
Philosophy and Economics from the LSE.

Research Summary: My research examines market design problems from an
empirical perspective, with a particular focus on repeated auctions. My work con-
siders problems in which the choice of mechanism depends on the features of agents’
preferences. I use structural econometrics, guided by theory, to recover these pref-
erences, before using simulations to evaluate alternate allocation mechanisms.

In [1] I study the allocation of food to food banks, and the allocation problem
faced by Feeding America. Feeding America is a charity which distributes enough
food to feed 130,000 people each day, across a national network of food banks.
Under their current allocation system food banks bid in first-price auctions on
truckloads of food using fake money. Previously, Feeding America used a simple
queueing system which gave food banks little choice over the food they received. My
paper examines how food banks benefit from using the more sophisticated allocation
mechanism. The extent to which they benefit depends on the substitutability of
different types of food, and the heterogeneity in demand both across food banks
and across time. I estimate a dynamic auction model and simulate equilibrium
allocations under several alternative mechanisms. I find that the vast majority of
food banks are better off under the auction system than under any other system I
consider. This is primarily driven by heterogeneity across time because the auction
system allows food banks to signal when they need food the most.
In [2] I consider whether, and how, we can recover the values of forward-looking

bidders from data on repeated multi-object auctions. I focus on repeated rounds of
simultaneous first-price auctions, which are often used in government procurement.
I prove that the distribution of values is non-parametrically identified and propose
a computationally efficient procedure for estimating the model primitives. I apply
the model to study the Michigan Department of Transport’s procurement auctions
for highway construction contracts. I find that auctioning contracts simultaneously
leads to a more efficient allocation than auctioning contracts sequentially.

Representative Papers:

[1] Choice, Welfare, and Market Design: An Empirical Investigation of Feeding
America’s Choice System (job market paper, EC 2022)

[2] Identification and Estimation of a Dynamic Multi-Object Auction Model (work-
ing paper)

ACM SIGecom Exchanges, Vol. 20, No. 2, December 2022, Pages 6–40
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NICLAS BOEHMER (Homepage, CV, Research Summary)

Thesis: Bridging the Gap Between Theory and Practice by Using an Enriched Ex-
perimental Toolbox: Computational Social Choice in a Dynamic Environment (’23)

Advisor: Rolf Niedermeier (TU Berlin), Markus Brill (University of Warwick)

Brief Biography: I am a third-year PhD student at TU Berlin. Prior to that,
I completed a BSc and MSc in Computer Science at RWTH Aachen and Oxford
University, respectively finishing best in class. My paper [1] co-authored with Klaus
Heeger received the Best Paper and Best Student Paper Award at WINE ’20.

Research Summary: I co-authored 30 papers analyzing collective-decision mak-
ing problems using computational experiments (see, e.g., [2,3]) and tools from com-
plexity theory (see, e.g., [1,4]). A long-term research goal of mine is to strengthen
the impact of computational social choice in real-world applications. However, I
also look forward to tackling new types of problems from other (related) areas.
Experimental Toolbox. I contributed to enriching the toolbox for conducting

computational experiments in social choice in two substantial ways. First, together
with an undergraduate assistant, I collected and open-sourced a massive database
of real-world preference data (consisting of 7582 elections divided into 25 datasets).
Second, in a series of papers (see, e.g., [2]), I co-developed the “map of elections”
framework for visualizing sets of elections. This framework has versatile use cases
ranging from better understanding the relation between different methods to sample
elections over composing a diverse dataset and analyzing the nature of real-world
elections to visualizing non-aggregate results of experiments.
Computational Social Choice in a Dynamic Environment. Another major focus

of my research lies on incorporating complex and dynamic facets of real-world so-
cial choice challenges into collective-decision making problems. First, motivated
by changing preferences of agents, I studied the worst-case and average-case ro-
bustness of solutions and the problem of minimally adapting solutions to change.
For instance, in [3], we found numerous real-world election winners that are very
sensitive to random noise in the votes. Second, more broadly, I analyzed different
ways of relaxing the classical paradigm of a single preference profile in the input
for which a single solution needs to be found.
“Fair” Assignments. Lastly, in some of my works, I incorporated fairness or di-

versity constraints into different types of assignment problems, e.g., fairly assigning
papers to reviewers or partitioning voters into voting districts (see, e.g., [4]).

Representative Papers:

[1] A fine-grained view on stable many-to-one matching problems with lower and
upper quotas (WINE ’20 and TEAC) with K. Heeger

[2] Expected frequency matrices of elections: Computation, geometry, and prefer-
ence learning (NeurIPS ’22) with R. Bredereck, E. Elkind, P. Faliszewski, and
S. Szufa

[3] A quantitative and qualitative analysis of the robustness of (real-world) election
winners (EAAMO ’22) with R. Bredereck, P. Faliszewski, and R. Niedermeier

[4] The complexity of finding fair many-to-one matchings (ICALP ’22)
with T. Koana
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MARTIN BULLINGER (Homepage, CV, Google Scholar)

Thesis: Desirable Outcomes in Coalition Formation (’23)

Advisor: Felix Brandt, Technical University of Munich

Brief Biography: Martin Bullinger is a Ph.D. candidate in his final year at the
Technical University of Munich. He was visiting HPI, Potsdam for a research stay
hosted by Tobias Friedrich and Pascal Lenzner, and he will be a visiting research
scholar at UC Irvine hosted by Vijay Vazirani in spring. Martin was shortlisted for
the best paper award at AAMAS 2021. He holds a B.Sc. and M.Sc. in Mathematics
from TUM. During his studies, he received a scholarship by the German Academic
Scholarship Foundation.

Research Summary: Martin’s thesis focuses on coalition formation in the promi-
nent framework of hedonic games. These consider the question of how to partition
a set of agents into coalitions with respect to their preferences. The two main
concerns for hedonic games are the representation of games and the definition of
desirable outcomes. First, since a player can be part of an exponential number of
different coalitions, a succinct representation of their preferences is required. To
address this question, various game classes have been introduced during the last
20 years. Second, several concepts of stability and optimality have been defined to
determine the desirability of partitions.
The first part of Martin’s thesis considers classical solution concepts in classical

games, resolving several open questions such as the complexity of contractual Nash
stability in additively separable hedonic games [5], individual stability in symmetric
fractional hedonic games [3], or strict popularity in roommate games [1]. Martin
pioneers the study of Pareto optimality and popularity in hedonic games [1, 4].
The second part of the thesis concerns conceptual contributions. The consider-

ation of majority-based stability concepts offers an appealing compromise between
established single-agent stability concepts (AAAI 2022 and [5]). Moreover, the the-
sis contains the first in-depth study of dynamical stability obtained in a distributed
way through myopic decisions of agents gaining novel insights in a broad variety of
established settings ([3] and AAAI 2022).
Martin has broad research interests encompassing topics related to computational

social choice, game theory, and computational complexity. Alongside his research
on coalition formation, Martin has published work on Schelling segregation [2],
manipulation in voting (JAIR, 2022), or network creation games (IJCAI, 2022).

Representative Papers:

[1] Finding and Recognizing Popular Coalition Structures (JAIR 2022, AAMAS
2020) with F. Brandt

[2] Welfare Guarantees in Schelling Segregation (JAIR 2021, AAAI 2021)
with W. Suksompong and A. A. Voudouris

[3] Reaching Individually Stable Coalition Structures in Hedonic Games (AAAI
2021) with F. Brandt and A. Wilczynski

[4] Pareto-Optimality in Cardinal Hedonic Games (AAMAS 2020)

[5] Boundaries to Single-Agent Stability in Additively Separable Hedonic Games
(MFCS 2022)
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JAKUB ČERNÝ (Homepage, CV, Google Scholar)

Thesis: Coordination and Commitment in Boundedly Rational Interactions (’23)

Advisors: Bo An, NTU and Allan N. Zhang, A*STAR

Brief Biography: Jakub is a PhD candidate at NTU in Singapore, co-advised by
Bo An and Allan N. Zhang. His research is supported by the Singapore international
graduate award. During his PhD, Jakub interned for Avast/NortonLifeLock and
is visiting UChicago in fall 2022, hosted by Haifeng Xu. Jakub is a recipient of
A*STAR merit award and Cisco outstanding thesis award. He holds an MSc in
applied mathematics from Charles University and an MSc summa cum laude in
artificial intelligence from Czech Technical University. Prior to joining NTU, Jakub
worked on a US Army Research Lab CRA project with teams from CMU and UTEP.

Research Summary: In my research, I attempt to go beyond the assumption of
full rationality of players the traditional game theory is built upon. The implica-
tions of deviating from this assumption include the failure of standard theoretical
properties, as well as increased computational complexity. For example, a (mar-
ket) leader may no longer benefit from their commitment power, and the equilibria
may not be computable in polynomial time, even in zero-sum games. This hints at
the limited robustness of the traditional – entirely rational – solution concepts. My
PhD project aims to characterize the consequences of deviating from full rationality
domain agnostically and for equilibria beyond Nash. To this end, I restrict myself
to the boundedly rational model of quantal response and study its integration into
both one-shot or sequential games in three distinct settings.
In [1], we introduce a unilaterally rational concept of Quantal Nash equilibrium,

describing a situation when an entirely rational player faces a cognitively restricted
opponent. Among others, we prove one of its seemingly counterintuitive proper-
ties: a rational player may be at a loss when adopting a quantal Nash strategy
instead of a Nash strategy against a quantal player. This motivates a generaliza-
tion into a setting when the rational player has the ability to commit to a strategy
beforehand [2,3]. These so-called Quantal Stackelberg equilibria are able to take
advantage of the opponent’s subrationality, yielding higher payoffs for the rational
player over Nash equilibria. We identify conditions when the optimal strategies are
polynomially approximable, yet finding them exactly remains NP-hard in general.
My recent work focuses on multiplayer games with signaling devices, giving rise

to Quantal correlated equilibria [4]. Coordinating players via signals is beneficial
for the designer, and the concept’s hemicontinuity leads to efficient solvability.

Representative Papers:

[1] Complexity and Algorithms for Exploiting Quantal Opponents in Large Two-
Player Games (AAAI’21) with D. Milec, V. Lisý, and B. An

[2] Dinkelbach-Type Algorithm for Computing Quantal Stackelberg Equilibrium
(IJCAI’20) with V. Lisý, B. Bošanský, and B. An

[3] Computing Quantal Stackelberg Equilibrium in Extensive-Form Games (AAAI’21)
with V. Lisý, B. Bošanský, and B. An

[4] Quantal Correlated Equilibrium in Normal Form Games (EC’22)
with A. N. Zhang, and B. An
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BHASKAR RAY CHAUDHURY (Homepage, CV)

Thesis: Finding Fair and Efficient Allocations (’21)

Advisor: Kurt Mehlhorn, Max Planck Institute for Informatics

Brief Biography: Bhaskar Ray Chaudhury is a Future Faculty Fellow Postdoc-
toral Research Scholar in the Computer Science department at UIUC. Prior to this,
he was a PhD student at the Max Planck Institute for Informatics, supervised by
Prof. Dr. Kurt Mehlhorn. He is broadly interested in economics and computation,
with a particular emphasis on social choice theory, and its applications in relevant
settings in Machine Learning. One of his results in social choice theory, won the
Best Paper with a Student Lead Author Award and the Exemplary Paper in the
Theory Track Award at ACM EC 2020.

Research Summary: The past two decades have witnessed an explosive integra-
tion of fairness and algorithms, i.e., (i) there is a large-scale use of algorithms to
address fairness concerns, and (ii) with the advent of several algorithms and data
driven procedures to make decisions of large societal impact, fairness has become
an integral requirement of most algorithmic paradigms. My research (i) algorith-
mically resolves certain fundamental questions on fairness in microeconomics and
social choice theory and (ii) is among the first to integrate classical fairness con-
cepts from micro-economic theory to more modern avenues of fairness requirement
like fairness aware classification and federated learning.
Fairness in Microeconomics and Social Choice Theory. Resource allocation and

task distribution are two fundamental areas in Operations Research and Computer
Science that demand fairness. Despite their agelessness and accessibility, these
areas harbor several fundamental open problems on the existence and computation
of fair allocations. Through a series of algorithmic works ([1-4]), I have resolved
some of the important open problems in this area, and established connections to
seemingly unrelated theories in computer science like zero sum combinatorics.
Integrating Fairness in Microeconomics in ML. Fairness aware classification and

federated learning are two settings in ML that strongly resemble public decision
making settings in social choice theory. My work ([5]) is among the first to adapt
the notions of fairness and efficiency from microeconomics to the aforementioned
settings, additionally providing these settings a strong axiomatic foundation.

Representative Papers:

[1] A Little Charity Guarantees Almost Envy-Freeness (SODA 2020, SICOMP 21)
with T. Kavitha, K. Mehlhorn, and A. Sgouritsa

[2] EFX Exists for Three Agents (EC 2020, JACM 2022 (minor revision))
with J. Garg and K. Mehlhorn

[3] Polynomial Time Algorithms to Find an Approximate Competitive Equilibrium
with Chores (SODA 2022, OR (minor revision))
with S. Boodaghians and R. Mehta

[4] Competitive Allocation of a Mixed Manna (SODA 2021, MOR 2022)
with J. Garg, P. Mcglaughlin, and R. Mehta

[5] Fairness in Federated Learning via Core-Stability (NeurIPS 2022)
with L. Li, M. Kang, B. Li, and R. Mehta
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ANDREW ESTORNELL (Homepage, CV, Google Scholar)

Thesis: Incentives and Consequences of Fair Learning (’23)

Advisors: Yevgeniy Vorobeychik, Washington University in Saint Louis.
Sanmay Das, George Mason University.

Brief Biography: I am currently a fifth year PhD student studying Computer
Science at Washington University in St Louis. My interests fall broadly within
the fields of Adversarial Machine Learning, Optimization, Game Theory, Strate-
gic Classification, and Algorithmic Fairness. Throughout my time at Washington
University I have been fortunate enough to study a wide array of interesting topics
within these fields. Looking forward I aim to help improve both the fairness and
applicability of intelligent systems which are being deployed in the real world.

Research Summary: Recently my work has focused on Strategic Classification
and Algorithmic Fairness with an emphasis on how these two fields relate to one
another. Algorithmic Fairness, especially as it related to machine learning, is often
studied under the assumption that those who interact with the machine learning
model are truthful. However, these systems, especially those deployed in domains
where people interact directly with the system such as loan applications, can create
incentives for people to behave strategically in-order to achieve more preferential
outcomes. Within these types of setting, I am interesting in the unique incentives
and dynamics that arise from fair systems, in particular the ways in which strategic
behavior can impact the fairness of group-fair machine learning systems [1]. More
broadly speaking, I am also interested exploring both the ways such decision-making
systems are vulnerable to manipulation in a wide variety of setting, e.g., election
control [3], as well as the ways one can prevent manipulation of these systems, e.g.,
enforcing incentive compatibility in machine learning models [2]. The notions of
fairness and strategic behavior are fundamentally intertwined as systems which we
desire to be fair are precisely those for which decisions are consequential to humans.
Thus, the consideration of strategic behavior is crucial to achieving fairness of
decision making systems in practice.

Representative Papers:

[1] Unfairness Despite Awareness: Group-Fair Classification with Strategic Agents
(Learning with Strategic Agents Workshop (LSA) and Strategic Machine Learn-
ing Workshop (StratML)) with S. Das, Y. Liu, Y. Vorobeychik,

[2] Incentivizing Truthfulness Through Audits in Strategic Classification (Confer-
ence on Artificial Intelligence (AAAI)) with S. Das, Y. Vorobeychik,

[3] Election Control by Manipulating Issue Significance (Conference on Uncer-
tainty in Artificial Intelligence (UAI)) with S. Das, E. Elkind, Y. Vorobeychik.
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TOMER EZRA (Homepage, CV, Google Scholar)

Thesis: Simple Mechanisms for Limited Information Settings (’22)

Ph.D. Advisor: Michal Feldman, Tel Aviv Univeristy
Postdoc Host: Stefano Leonardi, Sapienza University of Rome

Brief Biography: I am a first-year postdoc at Sapienza University, hosted by
Stefano Leonardi. Previously, I was a Ph.D. student at Tel Aviv University and
was advised by Michal Feldman, and was awarded the Deutsch Prize of Tel Aviv
University for excellency.

Research Summary: I am primarily interested in Algorithmic Game Theory,
Mechanism Design, and Optimal Stopping Theory. As part of my Ph.D. and post-
doctoral studies, I investigated trade-offs between simplicity and efficiency in vari-
ous settings where optimal mechanisms are poorly understood, intractable, or can-
not be realistically implemented. Furthermore, I am interested in fair division of
indivisible goods, welfare approximations, as well as contracts theory in combina-
torial settings.
For example, in [1] we extend the principal-agent contract model to combinatorial

settings. Our model involves a principal delegating a costly task to a strategic agent.
The agent must select a set of actions among potential actions, each of which has
a success probability associated with it. The principal’s challenge then is to find
a rewarding scheme that motivates the agent to increase success probability while
keeping costs low. We show that under some assumptions on the structure of the
success probability as a function of the set of actions, one can find the optimal
rewarding scheme in polynomial time.
I also study problems related to optimal stopping theory. Previous work showed

that the classical 1
2
-approximation for the prophet inequality extends to matching in

bipartite graphs with 1-sided arrival. Does this guarantee extend to 2-sided arrival,
or even better, to general graphs? In [2] we show that while the standard pricing
approach does not extend naturally, a different approach can be used to achieve
1
2
-approximation even in the most general scenario. We do so by generalizing the

technique of online contention resolution schemes into batched arrival scenarios.
Another domain that I work on is fair division of indivisible goods. For exam-

ple, in [3] we consider the problem of fair allocation of indivisible goods to agents
when the agents have unequal entitlements. Inspired by the fairness notion of the
maximin share that is widely used in the equal entitlements case, we present a
new share (the AnyPrice share) that is appropriate to settings with arbitrary en-
titlements. We then devise methods for proving (constructively) the existence of
allocations that give all agents a good fraction of this share.

Representative Papers:

[1] Combinatorial Contracts (FOCS 2021)
with P. Dütting, M. Feldman, and T. Kesselheim

[2] Online Stochastic Max-Weight Matching: Prophet Inequality for Vertex and
Edge Arrival Models (EC 2020, MOR 2021)
with M. Feldman, N. Gravin, and Z. Gavin Tang

[3] Fair-Share Allocations for Agents with Arbitrary Entitlements (EC 2021)
with M. Babaioff, and U. Feige

ACM SIGecom Exchanges, Vol. 20, No. 2, December 2022, Pages 6–40

https://tomer-ezra.github.io/
https://tomer-ezra.github.io/CV%20Tomer%20Ezra.pdf
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ALIREZA FALLAH (Homepage, CV, Google Scholar)

Thesis: Learning with Diverse Data: Adaptation, Collaboration and Conflict (’23)

Advisor: Asuman Ozdaglar, MIT

Brief Biography: Alireza Fallah is a Ph.D. candidate at the department of Elec-
trical Engineering and Computer Science at the Massachusetts Institute of Technol-
ogy, where he works with Prof. Asuman Ozdaglar and Prof. Daron Acemoglu. He
has received a number of awards and fellowships, including the Ernst A. Guillemin
Best M.Sc. Thesis Award, Apple Scholars in AI/ML Ph.D. fellowship, MathWorks
Engineering Fellowship, and Siebel Scholarship. He has also worked as a research
intern at Apple ML privacy team.

Research Summary: My research focuses on developing mathematical tools and
frameworks for understanding the challenges we face in deploying machine learning
algorithms. These challenges vary from societal impacts of algorithms in their
interactions with humans to the robustness certifications to perturbations, model
misspecification, and changes in a dynamic environment. Hereunder, I mainly focus
on my work on developing privacy mechanisms for data markets.
In [1], we consider a platform’s problem of collecting data from privacy-sensitive

users to estimate a parameter of interest. We formulate this question as a Bayesian-
optimal mechanism design problem, in which an individual can share her data in
exchange for a monetary reward, but at the same time has a private heterogeneous
privacy cost which we quantify using differential privacy. We consider two popular
differential privacy settings: central and local. In both settings, we establish min-
imax lower bounds for the estimation error and derive (near) optimal estimators
for given heterogeneous privacy loss levels for users. Next, we pose the mechanism
design problem as the optimal selection of an estimator and payments that elicit
truthful reporting of users’ privacy sensitivities. We further develop efficient algo-
rithmic mechanisms to solve this problem in both privacy settings. Finally, in a
follow-up work [2], we consider a model of utility for users in which their privacy
loss is a heterogeneous combination of the local and central privacy losses.

In another work [3], we study a different aspect of the data market design: the
optimal choice of architecture from both users’ and the platform’s points of view.
From the users’ point of view, we establish that the optimal privacy-preserving
mechanism takes a simple “shuffling” form, whereby a user’s data is revealed to
the platform with some probability. Such a shuffling mechanism provides the best
privacy guarantee to users for any given amount of learning about the underlying
state. Furthermore, we show that when users gain from learning the underlying
parameter increases, interestingly, their overall equilibrium utility could decrease.

Representative Papers:

[1] Optimal and Differentially Private Data Acquisition: Central and Local Mech-
anisms (Minor Revision, OR & EC 2022), with A. Makhdoumi, A. Malekian,
and A. Ozdaglar

[2] Bridging Central and Local Differential Privacy in Data Acquisition Mecha-
nisms (NeurIPS 2022), with A. Makhdoumi, A. Malekian, and A. Ozdaglar

[3] Privacy Costs Of Strategic Data Sharing: Implications Of Shuffling (working
paper), with D. Acemoglu, A. Makhdoumi, A. Malekian, and A. Ozdaglar
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YIDING FENG (Homepage, CV, Google Scholar)

Thesis: Revelation Gap in Prior-independent Mechanism Design (’21)

Advisor: Jason Hartline, Northwestern University

Brief Biography: Yiding Feng is a postdoctoral researcher at Microsoft Research
New England, where he is a member of Economics and Computation group. He
previously received his PhD from Department of Computer Science, Northwestern
University in 2021 where his advisor was Jason D. Hartline. Before that, he received
his BS degree from ACM Honors Class at Shanghai Jiao Tong University.

Research Summary: Thanks to the rapid growth of modern technology, online
marketplaces have become an important component of today’s economy. In many
online marketplaces, the platforms are usually equipped with new algorithmic fea-
tures and powers (e.g., repeated interaction with users, vast volumes of highly
detailed user data), but they also confront additional technical challenges (e.g., the
real-time aspect of applications, strategic behavior of users, necessity for fast algo-
rithms, oligopolistic competition). The emergence of such power and challenge has
led to new interest in computer science, operations research as well as economics,
and enriched the fields with exciting problems.
My current research focuses on examining commonly used algorithms/mechanisms

and developing new ones in various online marketplaces (e.g., advertising, ride hail-
ing, cloud computing, vacation rental, video recommendation), taking into account
potential concerns or features from uncertainties (due to the stochastic nature or
real-time aspect of the application), incentives (due to the strategic behavior of
users), competition (across platforms), or presence of highly detailed user data. As
an interdisciplinary researcher, I approach these marketplaces with a fresh perspec-
tive as well as novel ideas from operations, economics, machine learning, and com-
binatorial optimization. Through collaboration with researchers in both academia
and industry, I have primarily addressed problems in online decision making (e.g.,
online resource allocation, online learning) [1], mechanism and information design
[2], and optimization [3]. While most of my works focus on theoretical research, I
am also capable and have experience in data-driven research [3].

Representative Papers:

[1] Batching and Optimal Multi-stage Bipartite Allocations (R&R in Management
Science, preliminary version in ITCS 2021) with R. Niazadeh

[2] Revelation Gap for Pricing from Samples (STOC 2021)
with J. Hartline and Y. Li

[3] Controlling Epidemic Spread: Reducing Economic Losses with Targeted Clo-
sures (Management Science 2022)
with J. Birge, and O. Candogan
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MATHEUS VENTURYNE XAVIER FERREIRA (Homepage, CV, Google Scholar)

Thesis: Economics and Computation in Decentralized Systems (’22)

Advisor: S. Matthew Weinberg, Princeton University

Brief Biography: Matheus is currently a postdoc at Harvard University hosted
by David C. Parkes. They obtained a Ph.D. (2022) and a MA (2018) in Com-
puter Science from Princeton University under the supervision of Matt Weinberg.
Previously, Matheus received a BS in Computer Engineering (2016) from the Fed-
eral University of Itajubá and spent a year as an exchange student at UC San
Diego (2014). At Princeton, Matheus supervised four undergraduate research the-
sis (resulting in university awards and publications) and was a peer-mentor for
first-year graduate students from diverse backgrounds (through GSP), and was an
LGBTQIA peer mentor for Whitman College. Matheus is from Itabira, which is
known as Brazilian’s capital of poetry.

Research Summary: How can one enforce commitment from online platforms
holding a monopoly over transaction data? In market design, one can enforce com-
mitment via regulation. However, even with publicly available data, it is impossible
to prove that a self-interested auctioneer is bidding on their auction with a fake
identity. Not surprisingly, users can be skeptical of truthfully revealing their pref-
erences when bidding on truthful auctions.
If one aims to design truthful revenue optimal auctions where the auctioneer

cannot profit from cheating, a well-known impossibility result from economic the-
ory states that ascending price auctions are the only alternative. Still, their high
communication cost renders those impractical for many applications. My work over-
comes this impossibility result by showing how cryptography allows us to design
truthful (communication efficient) auctions where bidders need not trust auction-
eers.
Decentralized blockchains are a promising tool for designing markets that require

minimum commitment power from platforms. An auctioneer can implement an
auction as a blockchain smart contract that provably executes the code faithfully.
A leader selection mechanism chooses a random leader (i.e., block proposers) to
aggregate bids into blocks, but must be unpredictable and unbiased to preserve
the security and fairness of underlying applications. My work shows state-of-the-
art Proof-of-Stake mechanisms can have their leader selection mechanism biased
to a certain extent. Given such limitations, my work proposes a Proof-of-Stake
leader selection framework that leverages existing public randomness (i.e., NIST
Randomness Beacon) and can provide similar fairness guarantees of Proof-of-Work
mechanisms but at negligible energy consumption.

Representative Papers:

[1] Credible, Truthful, and Two-Round (Optimal) Auctions via Cryptographic
Commitments (EC 2020) with S. M. Weinberg.

[2] Proof of Stake Mining Games with Perfect Randomness (EC 2021)
with S. M. Weinberg.

[3] Optimal Strategic Mining Against Cryptographic Self-Selection in Proof-of-
Stake (EC 2022) with Y. L. S. Hahn; S. M. Weinberg; C. Yu.
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MAXIMILIAN FICHTL (Homepage, CV)

Thesis: Algorithms for Computing Economic Equilibria (’23)

Advisor: Martin Bichler, Technical University of Munich

Brief Biography: Maximilian Fichtl is a computer science Ph.D. candidate at the
Technical University of Munich. During the winter of 2021/22, he was a research
intern at Meta Core Data Science in the area of economics & computation. He
holds a M.Sc. in mathematics from the Technical University of Munich.

Research Summary: During my Ph.D. I have been working on computing Bayes-
Nash equilibria in auction games and competitive equilibria in markets with indivis-
ibilities. I mainly use methods from (discrete) convex analysis, linear and nonlinear
optimization, and online learning.
In [1] we develop a new algorithm for computing competitive equilibrium prices in

the strong-substitutes product-mix auction (SSPMA). The SSPMA is a sealed-bid
auction format, allowing bidders to express arbitrary strong-substitutes preferences.
While there exist generic algorithms for solving such markets, our algorithm takes
advantage of the particular bid language the bidders use to report their preferences.

Articles [2] and [3] study the approximation of Bayes-Nash equilibria in auction
games via methods from online learning. In [2], we model the bidders’ strategy
spaces as neural networks and use a pseudo-gradient method to approximate op-
timal strategies. In [3], we allow bidders to play mixed strategies and use a more
“classical” discretization approach that enables us to apply the dual averaging al-
gorithm and is easier to analyze theoretically. Experimental evidence suggests that
both methods find close approximations to equilibria in a broad class of auctions.
In [4] we consider the problem of computing welfare-maximizing core outcomes

in assignment markets with budget-constrained buyers. We propose an ascending
auction that always terminates in a core outcome and – under additional assump-
tions – maximizes welfare. In sharp contrast to unconstrained assignment markets,
we prove that maximizing welfare among core outcomes is NP-complete.

Representative Papers:

[1] Strong Substitutes: Structural Properties, and a New Algorithm for Competi-
tive Equilibrium Prices. (Mathematical Programming, 2022)
with E. Baldwin, M. Bichler, and P. Klemperer

[2] Learning Equilibria in Symmetric Auction Games Using Artificial Neural Net-
works. (Nature Machine Intelligence, 2021)
with M. Bichler, S. Heidekrüger, N. Kohring, and P. Sutterer

[3] Computing Bayes Nash Equilibrium Strategies in Auction Games via Gradient
Dynamics. (major revision, Operations Research)
with M. Oberlechner, and M. Bichler

[4] Core-Stability in Assignment Markets with Financially Constrained Buyers.
(EC ’22) with E. Batziou, and M. Bichler

[5] On the Expressiveness of Assignment Messages. (Economics Letters, 2021)
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YOTAM GAFNI (Homepage, CV)

Thesis: False-name Attacks and Fair Allocation in Economic Mechanisms (’23)

Advisors: Ron Lavi and Moshe Tennenholtz, Technion

Brief Biography: Yotam Gafni is a direct PhD track in Operations Research at
Technion, where he is advised by Ron Lavi and Moshe Tennenholtz. He received
his BA in Math and Philosophy from the Hebrew University of Jerusalem.

Research Summary: In auction design, the celebrated VCG-mechanism is both
incentive-compatible (IC) and maximizes social welfare, but is no longer IC when
bidders may submit auction bids under multiple false identities. This was addressed
in previous research mainly by designing alternative mechanisms. However, the
conclusion was that efficiency must be sacrificed to regain IC. In [1] we take a
Bayesian approach to characterize when, given some probabilistic assumptions on
the bidders, VCG may still be IC, even with false identities. The basic intuition
is that from the attacker’s perspective, facing a stochastic environment, the attack
could also go very badly. We find valuation classes and probability distributions
where VCG is Bayesian IC. Our result is unique in achieving optimal (rather than
approximate) efficiency and avoiding risk aversion (no overbidding) assumptions.
In another paper for this setting, we define a novel notion of a loss averse agent.
Loss aversion is a known behavioral phenomenon, where people prioritize not los-
ing some baseline guarantee over gaining more in expectation. We formalize it
as a robust solution concept, and our surprising result is that in this case VCG
achieves optimal efficiency very generally. In [2], we explore the idea of analyz-
ing mechanisms’ response to false identities in the political sphere. We analyze
power measures for parties’ political power such as the Shapley-Shubik and the
Banzhaf indices. We obtain multiple upper and lower bounds on how much parties
can increase their relative power, given the strategic option to split into multiple
entities. In [3], we consider false-name attacks on collaborative machine-learning
frameworks. Collaborative machine-learning (federated learning being a notable
example) is when machine-learning is done in a decentralized fashion. For example,
this can be necessary because different stakeholders have different parts of the data
required to train the model. We formalize protocols of sharing data over time, and
show how using false-name attacks, an agent that is part of this system can learn
the shared machine-learning model, while sharing fake data, resulting in the model
used by others performing badly. Different protocols and algorithms have differ-
ent guarantees to be false-name proof and these guarantees also depend on how
many false-name identities an agent can generate, which relates to how strictly the
platform verifies agents’ identities.

Representative Papers:

[1] VCG under Sybil (False-name) Attacks — a Bayesian Analysis (AAAI 2020)
with R. Lavi, M. Tennenholtz

[2] Worst-case Bounds on Power vs. Proportion in Weighted Voting Games with
Application to False-name Manipulation (IJCAI 2021; JAIR)
with R. Lavi, M. Tennenholtz

[3] Long-term Data Sharing under Exclusivity Attacks (EC 2022)
with M. Tennenholtz
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SUMIT GOEL (Homepage, CV, Google Scholar)

Thesis: Essays in Mechanism Design (’23)

Advisor: Federico Echenique, U.C. Berkeley

Brief Biography: Sumit Goel is a Ph.D. candidate in Economics (with a minor
in Computer Science) at the California Institute of Technology advised by Federico
Echenique. His research interests are in mechanism design and algorithmic game
theory. Before graduate school, he completed a M.S. in Quantitative Economics
from Indian Statistical Institute (Delhi) where he secured top rank in the program.
He also holds a B. Tech. in Computer Science from Delhi Technological University.

Research Summary: My research interests lie broadly at the intersection of
economics and computer science and in particular, I’ve worked on problems in
mechanism design [1,2], market design [3], and contest theory [4].
In [1], we consider a facility location problem in two dimensions and show that

for a large class of social cost functions (including p-norm and weighted utilitarian),
the coordinate-wise median mechanism has the smallest worst-case approximation
ratio among strategyproof mechanisms. We also find this ratio exactly for the
minisum objective and obtain bounds for the general p-norm objective. The paper
augments the previous literature that provides strong axiomatic foundations for the
coordinate-wise median mechanism by demonstrating its quantitative optimality.
In [2], we consider a principal-agent project selection problem with asymmetric

information. Under a natural partial verifiability constraint of no-overselling, we
characterize the class of strategyproof mechanisms and find that the optimal mech-
anism has a simple cutoff structure. We further find that the principal gives more
authority to an agent with more aligned preferences (ally principle).
In [3], we study exchange economies with indivisible goods and identify different

sufficient conditions under which core allocations exist. We also propose an algo-
rithm for finding stable allocations in these economies and show that the algorithm,
when applied to a housing market, mimics the Top Trading Cycle (TTC) algorithm.

In [4], I study how competition influences the effort invested by agents in contests
with incomplete information. In contrast to the complete information case, I find
that a more competitive prize vector leads to a greater expected effort. I discuss the
implications of this result for the design of grading contests. Assuming the value of
a grade is determined by the information it reveals about the agents ability, I find
that more informative grading schemes lead to more competitive prize vectors and
thus induce higher effort in expectation.

Representative Papers:

[1] Optimality of the Coordinate-Wise Median Mechanism for Strategyproof Fa-
cility Location in Two Dimensions (SAGT 2022, Forthcoming at SCW)
with W. Hann-Caruthers

[2] Project Selection with Partially Verifiable Information (WINE 2022)
with W. Hann-Caruthers

[3] Stable Allocations in Discrete Economies (arXiv:2202.04706)
with F. Echenique and S. Lee

[4] Prizes and Effort in Contests with Private Information (arXiv:2205.05207)
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PAUL GÖLZ (Homepage, CV, Google Scholar)

Thesis: Social Choice for Social Good: Proposals for Democratic Innovation from
Computer Science (’22)

Advisor: Ariel Procaccia, Carnegie Mellon University & Harvard University

Brief Biography: I’m a postdoc in Harvard’s EconCS group and just received my
Ph.D. in computer science from CMU. I co-founded and now co-lead the MD4SG
working group on Civic Participation.

Research Summary: The question underlying my work is how to coordinate indi-
viduals so that they can make decisions as a group? To enable such collective action,
I design effective, fair, and trustworthy decision-making processes, for which I draw
on techniques from areas including computational social choice, fair division, opti-
mization, mechanism design, smoothed analysis, and stochastic processes. My work
approaches the design of decision-making processes in two domains: (1) democratic
innovations and (2) resource allocation:

(1) Democratic Innovations. To turn the tide on a receding global democracy,
a coalition of academics and practitioners are exploring democratic innovations:
alternative institutions for decision-making that more directly involve constituents.
Some of these innovations have met with resounding success in practice, and stand
a good chances of becoming integral parts of our democracies.
My work contributes mathematical and algorithmic perspectives to the explo-

ration of democratic innovations, often in collaboration with practitioners. My
work on has particularly focused on citizens’ assemblies/sortition, and one of the
algorithms I designed is now routinely used to select citizens’ assemblies in prac-
tice [1]. Other democratic innovations I have studied include liquid democracy and
apportionment (e.g., [3]).

(2) Resource Allocation. In resource allocation problems, the group controls a
set of scarce resources, and must jointly decide which individuals these resources
should go to. I have studied a wide range of such settings: in kidney exchange,
the resources are donor organs; in refugee resettlement, local capacity for hosting
refugees (e.g., [2]); in fair division, the goods might be physical items in an estate;
and in fair machine learning, slots in a graduate school program [4]. Each resource
determines which properties a decision process must satisfy: the processes I design
allocate resources where they maximize social welfare, satisfy fairness guarantees for
individuals or demographic groups, or prevent incentives for manipulation. A major
US resettlement agency now uses an algorithm from my work [2] to allocate refugees.

Representative Papers:

[1] Fair Algorithms for Selecting Citizens’ Assemblies (Nature 2021) with B. Flani-
gan, A. Gupta, B. Hennig, and A.D. Procaccia

[2] Dynamic Placement in Refugee Resettlement (EC’21, minor revision@Operations
Research) with N. Ahani, A.D. Procaccia, A. Teytelboym, and A.C. Trapp.

[3] In This Apportionment Lottery, the House Always Wins (EC’22) with D. Peters
and A.D. Procaccia

[4] Paradoxes in Fair Machine Learning (NeurIPS’19) with A. Kahng and A.D.
Procaccia
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ANAND KALVIT (Homepage, CV)

Thesis: Bandits and Concentration: Theory and Application to Matching Markets
(’23)

Advisor: Assaf Zeevi, Columbia University

Brief Biography: I am a doctoral fellow at the Decision, Risk, and Operations
division at the Graduate School of Business, Columbia University. Previously, I
received my Bachelor’s and Master’s degrees in Electrical Engineering from IIT
Bombay, India.

Research Summary: My research sits at the intersection of machine learning and
operations management. Broadly, I am interested in sequential decision making un-
der parameter uncertainty in modern operational settings. My work in this area has
been anchored around: (i) developing smart and scalable algorithmic solutions for
revenue management problems in complex economic environments (e.g., matching
markets); and (ii) understanding the fundamental limits of achievable performance
in stylized learning problems that can help guide the design of operationally efficient
and scalable policies. Forthcoming paragraphs briefly elucidate these aspects.
In [3], we revisit the theoretical underpinnings of the canonical multi-armed ban-

dit paradigm, and provide new results on the arm-sampling behavior of popular
bandit policies leading to several important insights. Among these, it is shown
that arm-sampling rates under the celebrated optimism-based UCB1 policy are
asymptotically deterministic, regardless of the problem complexity. This discovery
facilitates new sharp asymptotics for UCB1, and furthermore, lends itself to the
first complete process-level characterization of the multi-armed bandit problem un-
der UCB1 in the conventional diffusion limit. This, among other things, reveals
profound distinctions between properties of UCB1 and the classical Thompson Sam-
pling policy such as an incomplete learning phenomenon characteristic of the latter.

In my job market paper [1], we develop algorithm design principles for a proto-
typical matching problem faced by large centralized platforms where jobs must dy-
namically be matched to workers subject to uncertainty about arrivals, preferences,
skills and population-level distributions thereof. Our work provides the first sys-
tematic treatment of the choice overload phenomenon pervading such marketplaces
(and similar settings like server farms). We establish lower bounds on achievable
performance and propose novel rate-optimal policies that adapt to aforementioned
primitives via online learning; results have design implications more broadly.

Representative Papers:

[1] Dynamic Learning in Large Matching Markets (NeurIPS 2022)
with A. Zeevi.

[2] Bandits with Dynamic Arm-acquisition Costs (Allerton Conference on Com-
munication, Control, and Computing, 2022) with A. Zeevi.

[3] A Closer Look at the Worst-case Behavior of Multi-armed Bandit Algorithms
(NeurIPS 2021) with A. Zeevi.

[4] From Finite to Countable-armed Bandits (NeurIPS 2020)
with A. Zeevi.
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GREGORY KEHNE (Homepage, CV, Google Scholar)

Thesis: Algorithms for Social Epistemology and Social Choice (’23)

Advisor: Ariel Procaccia, Harvard University

Brief Biography: Gregory Kehne is a Ph.D. student in the Computer Science
Department at Harvard University, advised by Ariel Procaccia, and a recent recip-
ient of the 2023 Siebel Scholarship. Prior to joining the Harvard EconCS group,
he began his Ph.D. in the Algorithms, Combinatorics, and Optimization (ACO)
program at Carnegie Mellon University. Greg holds an undergraduate degree in
mathematics from Williams College, where his thesis received highest honors in
2016.

Research Summary: One of my research areas is in online algorithms. For many
combinatorial optimization problems the online adversarial model admits strong
information-theoretic lower bounds, and online algorithms are markedly outper-
formed by their offline counterparts. What aspects of the adversarial model entail
this worse performance, and are they realistic? For covering integer programs, we
find in [1] that it is both the unknown instance and the adversarial online order
which make online covering hard. If the constraints of an unknown covering prob-
lem instead arrive in random order, then it is possible to essentially match the
best offline guarantee. We are continuing to study this and other weakened online
adversaries for related combinatorial optimization and network design problems.
I also work on problems in social choice. The emerging popularity of direct demo-

cratic paradigms like sortition has heightened the need for a computational under-
standing of collective decision-making in new formats. Sortition entails randomly
selecting a subset of a population in such a way that the subset is representative of
the population, while providing equitable likelihood of selection to individuals. In
[2] we study an established model of sortiton, wherein representative subsets satisfy
intersecting demographic quotas, and we determine the extent to which represen-
tativeness guarantees, equity of individual selection probability, and the simplicity
of the random process trade off. We will present an alternative model of sortition
at NeurIPS ‘22, where the representativeness of a subset is instead a continuous
objective. We explore the extent to which representativeness and selection equity
trade off, and identify selection algorithms on the Pareto frontier.
There are also increasing efforts to transition traditional forms of decision-making

and preference aggregation into the context of online platforms and communities.
In response, other ongoing work extends approval-based multi-winner voting to
larger scales and an online setting similar to that of [1]. In [3] we also advance the
implicit utilitarian model of voting, deriving new upper and lower bounds on the
optimal welfare regret of randomized voting rules.

Representative Papers:

[1] Random Order Set Cover is as Easy as Offline (FOCS 2021)
with A. Gupta and R. Levin

[2] Fair Sortition Made Transparent (NeurIPS 2021)
with B. Flanigan and A. Procaccia

[3] Worst-Case Voting When the Stakes are High (AAAI 2022)
with A. Kahng

ACM SIGecom Exchanges, Vol. 20, No. 2, December 2022, Pages 6–40

https://gregorykehne.com
https://gregorykehne.com/assets/CV/KehneCV.pdf
https://scholar.google.com/citations?user=B0mAHYsAAAAJ


25 · V. Gkatzelis and J. Hartline

YOAV KOLUMBUS (Homepage, CV, Google Scholar)

Thesis: Strategic Considerations and Learning in Complex Systems (’23)

Advisor: Noam Nisan, The Hebrew University of Jerusalem

Brief Biography: Yoav Kolumbus is a PhD student in computer science at the
Hebrew University of Jerusalem, where he is advised by Noam Nisan. He holds
a M.Sc. and B.Sc. in Physics from the Hebrew University. Yoav is also a pro-
fessionally trained musician and holds a Bachelor’s degree in classical and Jazz
performance on Double-bass from the Jerusalem Academy of Music and Dance.

Research Summary: Since the advent of the internet, and increasingly in recent
years, many of our social and economic interactions have transformed to online
systems which have significant impact on society. AGT has grown to be the central
paradigm for analyzing and designing interactions in these online computational
systems. However, with the rapidly increasing human activity invested in online
interactions and the development of AI agents that interact with human users, many
systems have evolved highly complex dynamics that are today poorly understood,
and which often give rise to behaviors very different from those anticipated by their
designers. The analysis and design of these systems require new tools and new
concepts that will account for their hybrid interactions (combining humans and
AI), their dynamic nature, their interconnectedness, and their scale. My research
tackles questions of modeling and analysis in such systems, which include networked
environments and interactions between strategic play and learning algorithms.

Consider for example the case of online auctions, which generate the bulk of
revenues of internet giants like Google or Microsoft, and are, in a sense, the “eco-
nomic engine” of the web. While economic theory provides us good understanding
of traditional auctions, these ad-auctions typically occur at high frequencies which
do not allow users (the advertisers) to “manually” bid in each auction. Instead,
software “auto-bidding” agents are used to bid on the advertisers’ behalf. These
agents interact, learn from experience, and aim to optimize bids for their users.
In [1] we showed how dynamics in such systems can have very different outcomes

from those anticipated by traditional auction theory, and how truthful auctions can
lose their truthfulness property while non-truthful auctions can become truthful.
In a companion paper [2], we formulated a general framework for analyzing inter-
actions between users of learning agents in repeated games and studied emergent
phenomena in several game classes.
Additional topics I have studied at the interface of AI, AGT, dynamics, and

networks include mechanism design for investment networks [3], learning and pre-
diction of human play in strategic interactions (IJCAI 2019), formal explanations
of agent behavior in RL (NeurIPS 2022), and intervention policies for network
contagion processes (Scientific Reports 2021).

Representative Papers:

[1] Auctions between Regret-Minimizing Agents (WWW 2022) with N. Nisan

[2] How andWhy to Manipulate Your Own Agent: Modeling Games between Users
of Learning Agents (NeurIPS 2022) with N. Nisan

[3] Optimal Collaterals in Multi-Enterprise Investment Networks (WWW 2022)
with M. Babaioff and E. Winter

ACM SIGecom Exchanges, Vol. 20, No. 2, December 2022, Pages 6–40

https://sites.google.com/view/yoavkolumbus
https://drive.google.com/file/d/1jK1GsNEGq05FL7AjquzoWanDGRfjMBUU/view
https://scholar.google.com/citations?user=kQLDtGYAAAAJ&hl=en&oi=ao


Job Market Candidate Profiles 2023 · 26

ALEXANDER LAM (Homepage, CV, Google Scholar)

Thesis: Strategic Behaviour and Proportional Fairness in Facility Location Games
(’23)

Advisors: Toby Walsh and Haris Aziz, UNSW Sydney

Brief Biography: Alexander Lam is a final year computer science PhD candidate
at UNSW Sydney, supervised by Haris Aziz and Toby Walsh. He was a research
assistant at the City University of Hong Kong, working under Minming Li, and
was a visiting research student at Hong Kong Polytechnic University, under the
supervision of Bo Li. He has also interned with Data61. Previously, he received a
Bachelor’s Degree in Advanced Mathematics with First Class Honours from UNSW
Sydney.

Research Summary: In the classic facility location problem, we are tasked with
finding the optimal placement of a facility, such that its distance from the locations
of a set of agents is minimized. This problem readily translates to many settings
such as the geographical placement of schools or libraries, social choice with single-
peaked preferences, and participatory budgeting. In my research, I aim to design
strategyproof mechanisms which capture proportional fairness concerns for exoge-
nous groups of agents at or near the same location. My research particularly draws
from approximate mechanism design, game theory, and probability theory.
In [1], we formulate a hierarchy of proportional fairness axioms which provide, for

each group of agents, a maximum distance guarantee which corresponds to the size
of the group. We prove several characterization results of strategyproof mechanisms
satisfying these various fairness axioms, and identify one of these mechanisms as
the unique Nash equilibrium outcome for any mechanism satisfying natural fairness
and monotonicity properties. Finally, we compute the welfare approximation ratios
for certain strategyproof and proportionally fair mechanisms.
We also propose a proportional fairness axiom that is stronger than all of the

main fairness notions discussed in [1] and cannot be satisfied by any strategyproof,
deterministic mechanism. We therefore turn to randomized mechanisms in [2], and
find a unique characterization of mechanisms satisfying this stronger proportional
fairness axiom (in expectation), universal truthfulness and universal anonymity.

Finally, in [3], we apply our proportional fairness hierarchy in the context of the
obnoxious facility location problem, in which agents instead wish to be located far
away from the facility. We compute the price of fairness in both the determin-
istic and randomized setting, as well as the price of anarchy of welfare-optimal
proportionally fair mechanisms in the former setting where strategyproofness is
incompatible with proportional fairness.

Representative Papers:

[1] Strategyproof and Proportionally Fair Facility Location (WINE’22)
with H. Aziz, B. Lee and T. Walsh

[2] Random Rank: The One and Only Strategyproof and Proportionally Fair Ran-
domized Facility Location Mechanism (NeurIPS’22)
with H. Aziz, M. Suzuki and T. Walsh

[3] Proportionally Fair Obnoxious Facility Location (Manuscript)
with H. Aziz, B. Li, F. Ramezani and T. Walsh
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MAJID MAHZOON (Homepage, CV, Google Scholar)

Thesis: Essays on Network Economics (’23)

Advisors: Ali Shourideh and Maryam Saeedi, Carnegie Mellon University

Brief Biography: Majid is a PhD candidate in Economics at Tepper School
of Business, Carnegie Mellon University. Previously, he completed his M.Sc. in
Electrical and Computer Engineering at Carnegie Mellon University in 2017. He
obtained his B.Sc. in Electrical Engineering from Sharif University of Technology,
Iran in 2013.

Research Summary: My primary research is in the area of Game Theory and
Information Economics, where I explore incentives for information transmission in
organizations. I investigate how organizations’ hierarchy configuration interacts
with information transmission and the implications of information design for the
pay-for-performance schemes used in organizations. I am also interested in the
empirical study of networked markets motivated by Industrial Organization appli-
cations. I investigate these markets, the implications of different network setups for
the market outcomes, and the regulations required to increase welfare and efficiency.
In my job market paper [1], I study intermediated communication in hierarchical

organizations, such as a firm or the government, where information is transmitted
through a chain of agents to a decision maker. I prove that we can focus on a
simple class of equilibria where the only one who conceals information is the initial
sender. When facing a binary decision, regardless of the number of intermediaries,
at most four pivotal agents determine the amount of information communicated
to the decision maker. In this case, my results underscore the importance of vice
presidents in hierarchical organizations.
In a joint work with Ali Shourideh and Ariel Zetlin-Jones [2], we study moral

hazard by combining the traditional principal-agent model with information design.
We investigate the resulting contract when the agent controls principal’s informa-
tion about the output of agent’s effort. This can be interpreted as an employee
choosing the performance measure based on which to be paid. We fully charac-
terize the optimal information structure from an agent’s perspective in a general
moral hazard setting, possibly with multiple dimensions for efforts and performance.
When effort and performance are one-dimensional, under a general class of models,
binary signals in the form of threshold signals are optimal.
On the empirical side, in a joint work with Ali Shourideh and Maryam Saeedi [3],

we study networked markets using data on natural gas flows through US interstate
pipelines. Our results illustrate the significant effect of mergers on prices even if
the merging entities are not in the same physical market. Moreover, we identify
network effects showing that a regional shock can have a significant effect on prices
even in the farthest regions.

Representative Papers:

[1] Hierarchical Bayesian Persuasion: Importance of Vice Presidents (arXiv)

[2] Agent Optimal Learning in Moral Hazard (working paper)
with A. Shourideh and A. Zetlin-Jones

[3] Pricing and Mergers in Complex Networks: The Case of Natural Gas Pipelines
(work in progress) with A. Shourideh and M. Saeedi
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EVI MICHA (Homepage, CV)

Thesis: Fair and Efficient Social Decision Making (’23)

Advisor: Nisarg Shah, University of Toronto

Brief Biography: Evi is a fifth-year Ph.D. student in Computer Science at the
University of Toronto, advised by Nisarg Shah. She is also affiliated with the
Vector Institute for Artificial Intelligence and the Schwartz Reisman Institute for
Technology and Society. In Fall 2021, Evi was a visitor at Harvard University,
hosted by Ariel D. Procaccia, and in Summer 2022, she was a visitor at UNSW
Sydney, hosted by Haris Aziz. She was awarded Faculty of Arts and Science’s
General Motors Women in Science and Mathematics Award (2022).

Research Summary: My research lies at the intersection of Economics and Com-
putation (EconCS), and spans areas such as algorithmic fairness and computational
social choice. Broadly, one thread of my research discovers novel EconCS paradigms
for understanding interactions between agents in multiagent systems, while another
thread draws on the EconCS literature to craft and provably guarantee meaningful
fairness definitions for domains such as voting, matching, and machine learning.

In the former thread, my research primarily focuses on collective decision-making
by groups of users via voting. In [1], we study sortition, which is used worldwide
to form citizens’ assemblies by random selection of a panel from the population.
We propose the first quantitative measure of representativeness of the panel, and
characterize its tradeoff with a fairness property requiring each individual to have
the same chance of being on the panel. My work [2] has also analyzed the efficiency
of liquid democracy, a revolutionary democratic paradigm that combines the ad-
vantages of direct and representative democracies by allowing users to transitively
delegate their voting power to other users whenever they wish to.
In the latter thread, my research focuses on developing a theory of algorith-

mic fairness for diverse applications. In [3], we borrow the idea of Nash welfare
from economics to design low-regret fair algorithms for a multi-agent version of the
classical multi-armed bandit problem, in which pulling an arm generates different
stochastic rewards to different agents. Nash welfare serves as a middle-ground solu-
tion between utilitarian and egalitarian welfare. Another work of mine [4] borrows
the idea of proportional fairness from economics to design algorithms for clustering
that achieve a constant approximation to the fairness guarantee. This guarantee
demands that if k cluster centers are placed given n data points in a metric space,
no group of at least n/k points admit a new cluster center that they all prefer.

Representative Papers:

[1] Is Sortition Both Representative and Fair? (NeurIPS 2022)
with S. Ebadian, G. Kehne, A. D. Procaccia, and N. Shah.

[2] A Contribution to the Critique of Liquid Democracy (IJCAI 2019)
with I. Caragiannis

[3] Fair Algorithms for Multi-Agent Multi-Armed Bandits (NeurIPS 2021)
with S. Hossain, and N. Shah

[4] Proportionally Fair Clustering Revisited (ICALP 2020)
with N. Shah

ACM SIGecom Exchanges, Vol. 20, No. 2, December 2022, Pages 6–40

https://www.cs.toronto.edu/~emicha/
https://www.cs.toronto.edu/~emicha/Evi_CV.pdf


29 · V. Gkatzelis and J. Hartline

DIVYARTHI MOHAN (Homepage, CV, Google Scholar)

Thesis: Simplicity and Optimality in Algorithmic Economics: Multi-Item Auctions
and Social Learning (’21)

Advisor: Matt Weinberg, Princeton University

Brief Biography: I am a Postdoctoral Fellow at Tel Aviv University’s EconCS lab
hosted by Michal Feldman. I received my PhD in Computer Science from Princeton
University in 2021. I was awarded the Simons-Berkeley Research Fellowship for
Fall 2022, and the class of 2021 Siebel Scholarship. During my Phd, I received the
School of Engineering and Applied Science’s Award for Excellence in 2019 and the
Department of Computer Science’s Graduate Student Teaching Award in 2018.

Research Summary: The main focus of my research is in mechanism design be-
yond single-dimensional settings, where optimal mechanisms are often complex and
computationally intractable, and my work tackles this through the lens of approx-
imations. In [1], I study the fundamental problem of selling n heterogeneous items
to a unit-demand buyer and provide a mechanism that gets near-optimal revenue
in time quasipolynomial in n. Notably this the first sub-exponential approximation
scheme for a general class of valuations. In [2], I consider rich ad auctions where
the advertisers have a multi-dimensional type and the platform faces a knapsack
constraint. While the VCG mechanism can obtain the optimal social welfare truth-
fully, it is computationally inefficient and impractical. I design a simple, greedy-like,
polytime truthful mechanism that achieves a 3-approximation to the optimal wel-
fare. More recently, in [3] I study mechanism design for the public projects problem
when the agents have interdependent valuations.

In addition, I study how information/misinformation propagates due to strategic
interactions, using simple and natural models that help understand social phenom-
ena such as information cascades, echo chambers, and homophily. My work [4],
considers a communication game between two agents, where the sender shares one
of the signals she observed (an anecdote) instead of sending arbitrary messages. I
study the equilibrium effects induced by the sender’s temptation to influence the
receiver with biased anecdotes, and investigate how this can give rise to homophily.
In [BIMW20], I studied the effects of network structure on information aggrega-
tion when agents interact by changing their opinion to match the majority of their
neighbours. For example, I show that an information cascade is avoided when the
network is a tree formed through preferential attachment.

Representative Papers:

[1] Approximation Schemes for a Unit-Demand Buyer with Independent Items via
Symmetries (FOCS 19)
with P. Kothari, A. Schvartzman, S. Singla, and S.M. Weinberg

[2] Simple Mechanisms for Welfare Maximization in Rich Advertising Auctions
(NeurIPS 22) with G. Aggarwal, K. Bhawalkar, A. Mehta, and A. Psomas

[3] Interdependent Public Projects (SODA 23)
with A. Cohen, M. Feldman, and I. Talgam-Cohen

[4] Communicating with Anecdotes
with N. Haghtalab, N. Immorlica, B. Lucier, and M. Mobius
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FEDOR SANDOMIRSKIY (Homepage, CV, Google Scholar)

Thesis: The Value of Information in Repeated Games (’14)

Advisor: Victor Domansky, Ernst Presman

Brief Biography: I am a postdoc at Caltech. Before, I was a postdoc at the
Technion game theory group, a member of the Mechanism Design for Data Science
group, and worked at the Game Theory Lab of HSE University. I’ve served on the
program committee of EC 2020-22. My research has received EC 2020 best paper
award and has been published by top economic & OR journals and conferences.

Research Summary: I am a microeconomic theorist specializing in information
economics and economic design. My research brings new methodological tools
to understand interactions among strategic agents, and improve the outcomes of
these interactions by proposing new mechanisms. It blends microeconomic insights
with ideas from algorithmic game theory and relies on the interplay of probability,
convexity, and functional analysis. I am especially interested in the following topics.
A) Information economics. Information economics studies how agents’ behavior

is affected by the information they have access to. My key interest is in methods
for studying problems where different agents acquire information from different
sources. My main contribution to this field [1] describes agents’ belief distributions
that can emerge when there are multiple sources of information.
B) Mechanisms and algorithms for fair and efficient resource allocation. The

classical economic design suffers from impossibility results. My key interest is in
methods escaping the impossibilities. My main contribution is to fair allocation of
resources. My research has highlighted a surprising dissimilarity between the classic
setting with goods and problems with bads (chores) and inspired economic & CS
literature on bads. My papers describe the pseudo-market approach for bads [2],
develop a novel practical sharing-minimization approach [3], and provide the first
results on the robust use of statistical data in fair division [4].
C) Common patterns behind A), B), and beyond. Seemingly unrelated problems

of economic theory are connected to majorization, optimal transport, maximal
flows, mathematical tomography, and measures with given marginals. My papers
uncover and exploit these connections. My current goal is to understand the con-
nections themselves. My recent WPs link multi-item multi-bidder auctions and
multi-agent persuasion to optimal transportation. Ongoing projects explore con-
sumer preference aggregation and establish a direct connection between information
and Bayesian mechanism design through their mutual link to majorization.

Representative Papers:

[1] Feasible Joint Posterior Beliefs (JPE 2021, EC 2020 best paper award)
with I. Arieli, Y. Babichenko, and O. Tamuz

[2] Competitive Division of a Mixed Manna (Econometrica 2017)
with A. Bogomolnaia, H. Moulin, and E. Yanovskaya

[3] Fair Division with Minimal Sharing (Operations Research 2022)
with E. Segal-Halevi

[4] Online Fair Division Problem (Management Science 2022)
with A. Bogomolnaia and H. Moulin
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DANIEL SCHOEPFLIN (Homepage, CV, Google Scholar)

Thesis: The Design and Analysis of Deferred Acceptance Clock Auctions (’23)

Advisor: Vasilis Gkatzelis, Drexel University

Brief Biography: Daniel Schoepflin is a Ph.D. candidate in Computer Science at
Drexel University, where he is advised by Vasilis Gkatzelis. Previously, he obtained
his undergraduate degree in Electrical Engineering at Drexel University.

Research Summary: My research centers around practical mechanism design, in
particular, (deferred acceptance) clock auctions. Milgrom and Segal proposed clock
auctions for the 2017 FCC spectrum reallocation auctions and argued that they
are an ideal solution for many settings, in part, due to the unique list of practical
properties which they satisfy. These properties include: (i) obvious strategyproof-
ness (OSP), a very strong incentive property which loosely means that participants
can “trivially” verify their optimal truth-telling strategy and which has been shown
empirically to elicit truth-telling behavior from agents more readily than non-OSP
truthful mechanisms; (ii) (weak) group-strategyproofness, meaning that clock auc-
tions are robust to coalitions of bidders; (iii) unconditional winner privacy, which
ensures that winners reveal the minimal information required to the auctioneer to
“certify” that they should win; and (iv) credibility, meaning that it is in the best in-
terest of revenue seeking auctioneers to follow the stated rules of the auction thereby
not requiring participants to trust the auctioneer. Despite this compelling list of
properties, relatively little was known about the performance of clock auctions. To
address this, my thesis designs clock auctions for forward and backward auction
settings and analyzes their performance from the perspective of approximation.

In [1], we provide a deterministic prior-free clock auction for any setting with
an arbitrary downward closed feasibility constraint which obtains optimal social
welfare approximation. In [2], we initiate the study of Bayesian clock auctions and
propose the class of single-price clock auctions (SPCA), which closely resemble the
well-known class of (sequential) posted-price mechanisms (SPM) - another class of
simple clock auctions. While both SPCA and SPM offer a single price to each bid-
der, SPM must guarantee service if a bidder accepts her offer whereas SPCA makes
service decisions after all bidders have responded. We show that this “deferred
acceptance” allows for exponentially better approximation. We also show how one
can gradually complicate the clock auction format and retain the same improved
guarantees with gradually less prior information. In [3], we consider a reverse auc-
tion setting and the well-known “budget-feasible mechanism design problem”. We
design a deterministic clock auction which is the first deterministic truthful O(1)-
approximate mechanism when the auctioneer has a submodular valuation function,
thus resolving one of the most important open problems in this line of literature.

Representative Papers:

[1] Optimal Deterministic Clock Auctions (ITCS 2022)
with G. Christodoulou and V. Gkatzelis

[2] Bayesian and Randomized Clock Auctions (EC 2022)
with M. Feldman, V. Gkatzelis, and N. Gravin

[3] Deterministic Budget-feasible Clock Auctions (SODA 2022)
with E. Balkanski, P. Garimidi, V. Gkatzelis, and X. Tan
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SEAN SINCLAIR (Homepage, CV, Google Scholar)

Thesis: Adaptivity, Structure, and Objectives in Sequential Decision Making (’23)

Advisor: Christina Lee Yu and Siddhartha Banerjee, Cornell University

Brief Biography: Sean Sinclair is a final-year Ph.D. student in the School of
Operations Research and Information Engineering at Cornell University, where he
is co-advised by Professors Christina Yu and Sid Banerjee. He was selected for
the 2022 Future Leaders Summit at the Michigan Institute for Data Science. In
2020 and 2022 he was a visitor at the Simons Institute for the programs on the
Theory of Reinforcement Learning and Data-Driven Decision Processes. In 2021 he
was an intern at Microsoft Research working with Adith Swaminathan and Ching-
An Chen on using reinforcement learning for cloud computing services. Prior to
graduate school, he earned his BS in Mathematics and Computer Science from
McGill University and served as a teacher in Ghana with the Peace Corps.

Research Summary: My research focuses on developing algorithms for data-
driven sequential decision making for societal applications. For example, Feeding
America collects truckloads of food from manufacturers and grocery stores, and
distributes them to regional food banks under demand uncertainty. A typical solu-
tion approach either: (i) builds a simulator capturing the uncertainty, or (ii) solves
an offline planning problem over predicted uncertainty sets. Reinforcement learn-
ing (RL) provides a framework built on MDPs, giving a way to design algorithms
which jointly learn the model and policy. However, in practice it is difficult to
define a ground truth objective, and algorithms requires modifications to scale for
real-world systems.
My work bridges algorithmic techniques in reinforcement learning to an opera-

tions management perspective with an emphasis on models, data uncertainty, and
objectives. Recent theoretical contributions include instance-specific optimal re-
gret guarantees for nonparametric RL [2], Pareto-optimal fair resource allocation
for mobile food pantries [1], and data-efficient algorithms for cloud computing allo-
cations [3]. Complement to this, I also design open-source code instrumentation and
methodology to empirically analyze the multi-criteria performance of algorithms on
these problems [4].

Representative Papers:

[1] Sequential Fair Allocation: Achieving the Optimal Envy-Efficiency Tradeoff
Curve (under review at Operations Research)
with G. Jain, S. Banerjee, and C. L. Yu

[2] Adaptive Discretization for Online Reinforcement Learning (under review at
Operations Research) with S. Banerjee, and C. L. Yu

[3] Hindsight Learning in MDPs with Exogenous Inputs (working paper)
with F. Frujeri, C.-A. Cheng, and A. Swaminathan

[4] ORSuite: Benchmarking Suite for Sequential Operations Models (ACM PER)
with C. Archer, S. Banerjee, M. Cortez, C. Rucker, M. Solberg, Q. Xie and C.
Yu.
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CLAYTON THOMAS (Homepage, CV)

Thesis: Explainable Mechanism Design (’23)

Advisor: Matt Weinberg, Princeton University

Brief Biography: Clayton Thomas is a final-year PhD candidate at Princeton
University. His work strives towards new ways of understanding and explaining
mechanisms. He has received a 2021 Princeton School of Engineering Award for
Excellence, a 2023 Siebel Scholar award, and a 2022-2023 Wallace Memorial Fel-
lowship (awarded to three students across the Princeton School of Engineering).
He has co-organized a 2021 Princeton CS Student Theory Day, sub-reviewed for
numerous CS theory conferences, spoken in and organized several reading groups,
co-organized the 2022 SIGecom seminar series, and he was the EC 2022 website
chair/student general chair.

Research Summary: Everybody loves strategyproof mechanisms. However, in
real world settings such as school choice, their desirable properties crucially hinge on
agents understanding their strategyproofness, and unfortunately, empirical papers
show that real-world agents attempt to strategically manipulate these mechanisms.
Moreover, previous theoretical frameworks such as obvious strategyproofness (OSP)
can get very little traction towards explaining school choice mechanisms (as my
paper [3] helps to show), and gives no guidance on how to proceed when an OSP
implementation of a mechanism does not exist.
Nevertheless, in [1] we provide a new, simple description of deferred acceptance

(DA, the most common strategyproof matching rule in practice) which makes strat-
egyproofness easy to see. Our general framework, which we investigate both the-
oretically and empirically, gives a format for describing any strategyproof mecha-
nism to one player at a time in a way that exposes strategyproofness, even when
no OSP implementation exists. Complementing our positive results, we study the
complexity of descriptions in this framework, and precisely quantify how and why
descriptions of DA in our framework must differ substantially from traditional de-
scriptions. In ongoing follow-up work, we examine how our framework interacts
with other approaches toward explaining matching mechanisms, such as publishing
admission cutoffs after the matching is calculated.
Where traditional computer science studies the ease of running an algorithm on

a computer, my thesis studies the ease of explaining an algorithm to a human. I
wish to continue this and other deeply interdisciplinary work between economics
and computation, from classical questions such as those we address in [2,3,4] to new
directions in explainability and interpretability as in [1].

Representative Papers:

[1] Strategyproofness-Exposing Mechanism Descriptions (Working paper)
with Y. Gonczarowski and O. Heffetz

[2] Exponential Communication Separations Between Notions of Selfishness (STOC’21)
with A. Rubinstein, R. R. Saxena, S. M. Weinberg, and J. Zhao.

[3] Classification of Priorities Such that DA is OSP-Implementable (EC’21)

[4] The Short-Side Advantage in Random Matching Markets (SOSA’22)
with L. Cai

ACM SIGecom Exchanges, Vol. 20, No. 2, December 2022, Pages 6–40

http://clathomasprime.github.io/
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ARTEM TSIKIRIDIS (Homepage, CV, Google Scholar)

Thesis: Design and Analysis of Auctions: Algorithms and Incentives (’23)

Advisor: Vangelis Markakis, Athens University of Economics and Business

Brief Biography: I am a final year Ph.D. student in Computer Science at Athens
University of Economics and Business, advised by Vangelis Markakis. I received my
B.Sc. in Management Science in 2015 and my M.Sc. in Computer Science in 2017,
both from AUEB. I am interested in algorithmic game theory and problems on the
interface of microeconomics and theoretical computer science. For Fall 2022, I am
an intern at CWI, hosted by Guido Schäfer. Moreover, I have interned at CERN
as an undergrad. I was awarded the Best Paper Award at SAGT’17.

Research Summary: I am interested in the study of combinatorial auctions from
an interdisciplinary perspective. My research is focused on both the design of new
protocols and the analysis of existing ones. My objective is to highlight design
principles that auction mechanisms should follow so that they retain provable per-
formance guarantees and, at the same time, are implementable in real-life scenarios.
A central theme of my research is the notion of a core-selecting mechanism (due

to Ausubel & Milgrom). Such mechanisms have been known to possess good rev-
enue guarantees and some of their variants have been used in practice. Despite
their popularity, these auctions are generally non-truthful. As a result, current
research has focused either on identifying core-selecting mechanisms with mini-
mal incentives to deviate from truth-telling or on proposing truthful mechanisms
whose revenue is competitive against core outcomes. In [1], we contributed to both
of these directions. We started with a comparative statics analysis on the core
polytope, which we utilized in two ways. Firstly, we proposed a truthful mech-
anism that is O(log n)-competitive against the minimum revenue in the core for
downward-closed single-parameter domains. Secondly, we studied the existence of
non-decreasing payment rules, meaning that the payment of each bidder is a non-
decreasing function of her bid. This property had been advocated by the related
literature but it was an open question if there exist non-decreasing mechanisms
that have minimal incentives for bidders to lie. We described such a class of rules.

Another theme of my research is the study of multi-unit auctions. Despite the
fact that the VCG mechanism has important theoretical advantages under the ‘core’
lens, conceptually simpler non-truthful auction protocols are used in practice, such
as the uniform price auction and the discriminatory auction. In [2], we settled the
price of anarchy of pure Nash equilibria of the uniform price auction. Then, we
focused in [3] on improving the known PoA bounds for broader classes of equilibria
of the discriminatory auction, by providing a partial characterization of inefficiency
in this format and by using variational calculus to construct inefficient instances.

Representative Papers:

[1] On Core-Selecting and Core-Competitive Mechanisms for Binary Single Pa-
rameter Auctions (WINE’19) with E. Markakis

[2] Tight Welfare Guarantees for Pure Nash Equilibria of the Uniform Price Auc-
tion (ToCS, SAGT’17-Best Paper) with G. Birmpas, E. Markakis, and O. Telelis

[3] Towards a Characterization of Worst Case Equilibria in the Discriminatory
Price Auction (WINE’21) with E. Markakis and A. Sgouritsa
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https://www2.aueb.gr/users/artem/
https://www2.aueb.gr/users/artem/cv.pdf
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JINGYAN WANG (Homepage, CV, Google Scholar)

Thesis: Understanding and Mitigating Biases in Evaluation (’21)

Advisor: Nihar Shah, Carnegie Mellon University

Brief Biography: Jingyan Wang is a Ronald J. and Carol T. Beerman President’s
postdoctoral fellow in the H. Milton Stewart School of Industrial and Systems En-
gineering at Georgia Institute of Technology. Her research interests lie in analyzing
and improving evaluation problems such as admissions and hiring, with tools from
statistics and machine learning. She is the recipient of the Best Student Paper
Award at AAMAS 2019. She received her Ph.D. from the School of Computer Sci-
ence at Carnegie Mellon University in 2021, and her B.S. in Electrical Engineering
and Computer Sciences from the University of California, Berkeley in 2015.

Research Summary: Evaluation – to estimate the quality of items or people –
arises in many applications such as admissions, hiring, healthcare and law. These
are high-stakes decision-making problems, where people desire the outcome to be
equitable. However, the complexity of such evaluation tasks imposes fundamental
challenges in obtaining accurate and fair results. The goal of my research is to
design, understand and improve these evaluation systems. I use technical tools
from statistics and computer science to develop theoretical insights, and work on
policies to make practical impact. My research focuses on four components: people,
algorithms, designs and policies.

I analyze the bounded rationality of people, by identifying human bias including
miscalibration [1], personal experience [2] and ordering effect [3]. I propose intu-
itive models that do not rely on restrictive parametric assumptions, and develop
algorithms that provably correct these biases.
I develop algorithms that integrate considerations of accuracy, fairness and un-

certainty. In improving fairness, for the problem of learning from pairwise com-
parisons, I propose a simple and effective modification to the maximum likelihood
estimator. In reducing the uncertainty involved in recruitment strategies, I for-
mulate a combinatorial optimization problem, and present various algorithms that
achieve desirable guarantees.
I study design decisions on how to engage people in evaluation. I examine differ-

ent allocation schemes that assign tasks to evaluators in a distributed fashion, and
characterize the tradeoffs between these schemes using a mixture of theoretical and
experimental methods.
Finally, beyond technical work, I work with conferences and institutions to im-

plement real policy improvements for bias mitigation in practice.

Representative Papers:

[1] Your 2 is My 1, Your 3 is My 9: Handling Arbitrary Miscalibrations in Ratings
(AAMAS 2019) with N. B. Shah

[2] Debiasing Evaluations That Are Biased by Evaluations (AAAI 2021)
with I. Stelmakh, Y. Wei, N. B. Shah

[3] Modeling and Correcting Bias in Sequential Evaluation (arXiv preprint 2022)
with A. Pananjady
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https://jingyanw.github.io/
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XINTONG WANG (Homepage, CV, Google Scholar)

Thesis: Computational Modeling and Design of Financial Markets: Towards
Manipulation-Resistant and Expressive Markets (’21)

Advisor: Michael Wellman, University of Michigan

Brief Biography: Xintong Wang is a postdoctoral fellow in the Harvard EconCS
group hosted by David Parkes. She received her Ph.D. in April 2021 from the CSE
Department at the University of Michigan. During her Ph.D., she worked as a
research intern at Microsoft Research NYC (mentored by David Pennock) and J.P.
Morgan AI Research (mentored by Tucker Balch). Prior to Michigan, she received
her Bachelor’s degree from Washington University in St. Louis in 2015.

Research Summary: I work on developing principled computational approaches
to model complex agent behaviors and to design better market-based algorithmic
systems, drawing on tools from machine learning, game theory, and optimization.
One line of my research has focused on understanding and mitigating market

manipulation in financial markets, where actions are taken to mislead others, so
as to induce outcomes that increase one’s own profit at the expense of market
efficiency. We developed a multi-agent, causal model of spoofing (a common form
of manipulation), demonstrating its effectiveness in a game-theoretic equilibrium,
where other agents act rationally to learn from market data and trade. We further
designed agent strategies that are robust to spoofing and market mechanisms that
render spoofing unprofitable through the targeted hiding of market information [1].
In the context of prediction market and financial options market where agent

preferences/beliefs are diverse and of complex structures (e.g., hierarchical, com-
binatorial), I have designed mechanisms that can both incorporate rich agent in-
formation in obtaining better information aggregation or economic efficiency, while
still achieving computational efficiency [2, 3]. In [3], we further proposed a novel
instrument, combinatorial financial option, which enables the elicitation of future
correlations among multiple random variables, by generalizing standard financial
options to support trading any linear combination of underlying assets.
In a recent line of research, we use deep RL to model the fee-setting and match-

ing behavior of an economic platform (e.g., UberEats) under market shocks (e.g.,
the pandemic) that disrupt the traditional, offline market [4]. By further imposing
different interventions (e.g., fee caps and taxation) to the platform, we aim to eval-
uate and inform the design of regulatory policies to align platform incentives (e.g.,
revenue) with broader social considerations (e.g., seller diversity, sustainability).

Representative Papers:

[1] Spoofing the Limit Order Book: A Strategic Agent-Based Analysis (Games’21)
with C. Hoang, Y. Vorobeychik, and M. Wellman

[2] Log-time Prediction Markets for Interval Securities (AAMAS’21)
with M. Dud́ık, D. Pennock, and D. Rothschild

[3] Designing a Combinatorial Financial Options Market (EC’21)
with D. Pennock, N. Devanur, D. Rothschild, B. Tao, and M. Wellman

[4] Platform Behavior under Market Shocks: A Reinforcement-Learning Based
Study (Manuscript) with G. Ma, A. Edon, C. Li, A. Trott, S. Zheng, D. Parkes
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HANRUI ZHANG (Homepage, CV)

Thesis: Designing and Analyzing Machine Learning Algorithms in the Presence of
Strategic Manipulation (’23)

Advisor: Vincent Conitzer, Carnegie Mellon University

Brief Biography: Hanrui Zhang is a PhD student at Carnegie Mellon University,
advised by Vincent Conitzer. He interned twice at Google, where he worked closely
with the OMEGA Market Algorithms Team headed by Vahab Mirrokni. He was
named a finalist for the 2021 Facebook Fellowship, and won the Best Student Paper
Award at the ESA 2020 conference.

Research Summary: Machine learning algorithms now play a major role in all
kinds of decision-making scenarios, such as college admissions, credit approval,
and resume screening. When the stakes are high, self-interested agents — about
whom decisions are being made — are increasingly tempted to manipulate the
machine learning algorithm, in order to better fulfill their own goals, which are
generally different from the decision maker’s. The main focus of my research is
on designing and analyzing machine learning algorithms that are robust against
strategic manipulation. My research sets the foundations for several key problems
in machine learning in the presence of strategic behavior:
(i) Empirical risk minimization and generalization in classification problems [1]:

Traditional wisdom suggests that a classifier trained on historical observations (i.e.,
an empirical risk minimizer) usually also works well on future data points to be
classified. Is this still true in the presence of strategic manipulation?
(ii) Distinguishing distributions with samples [2, 3]: Due to various constraints,

often we have to judge the quality of a data point based on a few samples (e.g.,
screening job candidates based on a few representative papers). How should we cal-
ibrate our judgment when these samples are strategically selected or transformed?

(iii) Planning in Markov decision processes [4, 5]: Dynamic decision-making
problems (traditionally modeled using Markov decision processes) can be solved
efficiently when the decision maker always has complete and reliable information
about the state of the world, as well as full control over which actions to take. What
happens when the state of the world is reported by a strategic agent, or when a
self-interested agent may interfere with the actions taken?

Representative Papers:

[1] Incentive-Aware PAC Learning (AAAI 2021) with V. Conitzer

[2] When Samples Are Strategically Selected (ICML 2019)
with Y. Cheng and V. Conitzer

[3] Distinguishing Distributions When Samples Are Strategically Transformed (NeurIPS
2019) with Y. Cheng and V. Conitzer

[4] Automated Dynamic Mechanism Design (NeurIPS 2021) with V. Conitzer

[5] Efficient Algorithms for Planning with Participation Constraints (EC 2022)
with Y. Cheng and V. Conitzer
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https://www.andrew.cmu.edu/user/hanruiz1/
https://www.andrew.cmu.edu/user/hanruiz1/cv.pdf
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JUNYAO ZHAO (Homepage, CV)

Thesis: Submodular Maximization and Mechanism Design: Beyond Worst-Case
Analysis and Optimal Communication Complexity (’23)

Advisor: Aviad Rubinstein, Stanford University

Brief Biography: Junyao is a fifth-year PhD student in the theory group of the
CS Department at Stanford University. He is broadly interested in TCS, game
theory, and machine learning. During his PhD, he strives to (i) design algorithms
and mechanisms with better beyond worst-case performance for submodular opti-
mization and auctions and (ii) understand the extra communication cost caused by
enforcing incentive compatibility constraints in algorithmic mechanism design. In
2021 & 2022 summer, he was a research intern working on contract theory and au-
tobidding in the Market Algorithms team at Google Mountain View. Before PhD,
he obtained his MSc degree with distinction in CS from ETH Zürich.

Research Summary: Beyond worst-case analysis. We revisit the classic cardinality-
constrained submodular maximization problem from a novel beyond-worst-case
perspective. Specifically, We study a semi-adversarial setting where the submod-
ular function is adversarially chosen, but the cardinality constraint satisfies some
beyond-worst-case assumptions: (i) One assumption we consider is that the con-
straint is sampled from an arbitrary distribution, and in this case we show that
the classic greedy algorithm is still optimal for monotone submodular functions
and enjoys better-than-worst-case performance for realistic distributions [1]. (ii)
Another assumption we consider is that the cardinality constraint is significantly
smaller than the number of the elements which we choose from, and under this
assumption, we give a 0.539-approximation algorithm for any non-negative sub-
modular function [2], successfully circumventing all the existing hardness results in
the worst-case setting.
Communication Complexity. In algorithmic mechanism design, we design mecha-

nisms that satisfy certain incentive compatibility constraints. Does incentive com-
patible (IC) mechanisms require a higher communication complexity than non-
incentive-compatible (non-IC) algorithms to achieve the same performance? (i)
In [3], we establish optimal randomized communication complexity for revenue-
maximizing auctions – Our randomized IC auction protocol is infinitely more effi-
cient than any deterministic IC protocol, and our tight lower bound shows that IC
protocols require exponentially higher communication cost than non-IC protocols.
(ii) Moreover, in [4], we show that stronger IC constraints can incur exponentially
larger communication cost than weaker IC constraints.

Representative Papers:

[1] Budget-Smoothed Analysis for Submodular Maximization (ITCS 2022)
with A. Rubinstein

[2] Maximizing Non-Monotone Submodular Functions over Small Subsets: Beyond
1/2-Approximation (ICALP 2022) with A. Rubinstein

[3] The Randomized Communication Complexity of Randomized Auctions (STOC
2021) with A. Rubinstein

[4] Exponential Communication Separations between Notions of Selfishness (STOC
2021) with A. Rubinstein, R.R. Saxena, C. Thomas, and S.M. Weinberg
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ALTMANN, SAM (Homepage, CV)

Job market paper: Choice, Welfare, and Market Design: An Empirical Investi-
gation of Feeding America’s Choice System

Advisor: Ian Crawford

Other fields: Industrial organisation, Applied microeconomics

PhD: University of Oxford, Economics (Expected: 2023)

Short research summary: My research examines market design problems from
an empirical perspective, with a particular focus on repeated auctions. My work
considers problems in which the choice of mechanism depends on the features of
agents’ preferences. I use structural econometrics to recover preferences and evalu-
ate alternate allocation mechanisms. My Job Market Paper studies the allocation
of food to food banks, and the importance of giving food banks choice over the
types of food they receive.

Other paper:

[1] Identification and Estimation of a Dynamic Multi-object Auction Model

CELEBI, OGUZHAN (Homepage, CV)

Job market paper: Adaptive Priority Mechanisms. With Joel Flynn.

Advisors: Parag Pathak, Daron Acemoglu, and Tayfun Sönmez

Other fields: Political economy

PhD: MIT, Economics (Expected: 2023)

Short research summary: My research focuses on incorporating diversity pref-
erences into resource allocation mechanisms. My job market paper studies how
should authorities that care about match quality and diversity allocate resources
when they are uncertain of the market they face. We propose a new class of adap-
tive priority mechanisms (APM) that can prioritize agents as a function of their
scores and the composition of assigned agents. APM achieves the ex-post optimal
allocation in every state and improves upon widely used priority and quota policies,
which are optimal if and only if the authority is risk-neutral or extremely risk-averse
over diversity, respectively. Using data from Chicago Public Schools, we estimate
that the gains from adopting APM are considerable.

Other papers:

[1] Priority Design in Centralized Matching Markets. Review of Economic Studies
(2022). With Flynn, Joel.

[2] Diversity Preferences, Affirmative Action, and Choice Rules

CHAN, ALEX (Homepage, CV)

Job market paper: Discrimination Against Doctors: A Field Experiment

Advisors: Alvin Roth and Muriel Niederle
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https://www.samaltmann.com/
https://www.dropbox.com/s/ysyfyxtjx1ic5ze/Altmann_CV.pdf?dl=0
https://economics.mit.edu/people/phd-students/oguzhan-celebi
https://economics.mit.edu/sites/default/files/2022-10/Celebi_CV_2.pdf
https://www.alexchan.net/
https://www.alexchan.net/_files/ugd/a47645_f23bd66e81cd44d2919489042a09b6ee.pdf


Market Design Job Market Candidate Profiles 2023 · 43

Other fields: Experimental and behavioral economics, Health economics, Labor
economics

PhD: Stanford University, Health Economics (Expected: 2023)

Short research summary: I am an applied microeconomist interested in how
market failures occur in healthcare, how such failures lead to disparities across
demographic groups, and how to design incentives and markets to remedy these
market failures. My research approach primarily relies on large-scale randomized
field experiments, leveraging the partnerships I built with private companies and
non-profits. I use novel experimental incentives to study institutions and markets
where allocations are not determined solely by prices. I also employ laboratory ex-
periments and quasi-experimental empirical strategies with observational data. My
research offers concrete policy solutions that draw upon microeconomic theory and
matching models. Currently, my two major streams of research are: (1) identifying
the causes and consequences of discrimination and diversity in healthcare; and (2)
identifying how the design of health policies, markets, and healthcare organizations
affects allocation outcomes.

Other paper:

[1] Regulation of Organ Transplantation and Procurement: A Market Design Lab
Experiment, Revise and Resubmit at Journal of Political Economy. With Alvin E.
Roth.

FENG, DI (Homepage, CV)

Job market paper: Endowments-Swapping-Proofness in Multiple-type Housing
Markets

Advisor: Bettina Klaus

Other fields: Decision theory, Game theory, Experimental economics, Financial
economics

PhD: University of Lausanne, Economics (Expected: 2023)

Short research summary: I am a microeconomist. I work on both theoretical
and applied topics, with a focus on the interaction between microeconomics and
market design. The first topic of my research is the Top Trading Cycle (TTC)
algorithm and its extensions applied in multiple type housing markets. In my job
market paper, I provide characterization results of two extensions for the TTC
mechanism based on incentive properties.

Other papers:

[1] Preference Revelation Games and Strict Cores of Multiple-type Housing Market
Problems, International Journal of Economic Theory (Special Issue in Honor of
William Thomson, 2022). With Klaus, Bettina.

[2] On the Asymptotic Performance of Affirmative Actions in School Choice. With
Liu, Yun.
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FERDOWSIAN, ANDREW (Homepage, CV)

Job market paper: When A Match Isn’t Forever: Learning Through Transient
Matching

Advisor: Leeat Yariv

Other fields: Behavioral, Industrial organization

PhD: Princeton University, Economics (Expected: 2023)

Short research summary: I am interested in market design in applied scenarios.
My JMP is about transient matching in decentralized markets, where workers learn
about their preferences through their experiences. I show that the link between
information and matches generates a multiarmed bandit problem, wherein firms
act as bandits with endogenously determined rewards.

Other papers:

[1] Build to Order: Endogenous Supply in Centralized Mechanisms. with Lee, Kwok
Hao and Yap, Luther.

[2] Decentralized Matching with Aligned Preferences. With Niederle, Muriel and
Yariv, Leeat.

FERREIRA, MATHEUS V. X. (Homepage, CV)

Job market paper: Credible Decentralized Exchange Design via Verifiable Se-
quencing Rules. With Parkes, David.

Advisor: S. Matthew Weinberg

Other fields: Security, Cryptography

PhD: Princeton University, Computer Science (2021)

Post-doc: Harvard University, Computer Science (2021–2023)

Short research summary: I am interested in the interplay of security and algo-
rithmic game theory and, in particular, their application to market design and how
strategic behavior impacts security and fairness in digital platforms. My job market
paper studies market manipulation in DeFi applications. I propose a framework
that eliminates manipulations by making decentralized exchanges auditable to an
external observer.

Other papers:

[1] Credible, Truthful, and Two-Round (Optimal) Auctions via Cryptographic
Commitments, EC 2020. With Weinberg, S. Matthew.

[2] Optimal Strategic Mining Against Cryptographic Self-Selection in Proof-of-
Stake, EC 2021. With Weinberg, S. Matthew.

KANG, ZI YANG (Homepage, CV)

Job market paper: The Public Option and Optimal Redistribution

Advisors: Paul Milgrom and Andy Skrzypacz
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Other fields: Microeconomic theory, Industrial organization

PhD: Stanford University, Graduate School of Business (Expected: 2023)

Short research summary: My research examines how economic policies should
be designed and evaluated, often through the lenses of information design and
mechanism design. My job market paper studies optimal redistribution when the
policymaker can supply a public alternative, or a “public option,” to goods sold
by private producers. This is challenging because the design of the public option
interacts with the private market—an important feature for many redistribution
programs, such as public housing, education, and health care. I show how the
private market affects design considerations, characterize the optimal mechanism,
and evaluate the gain in social welfare from doing so. Taken together, my results
thus provide a framework for determining how and when governments should re-
distribute via the public option.

Other papers:

[1] Optimal Indirect Regulation of Externalities

[2] Robust Bounds for Welfare Analysis, EC 2022. With Vasserman, Shoshana.

LEE, KWOK-HAO (Homepage, CV)

Job market paper: The Dynamic Allocation of Public Housing: Policy and
Spillovers. With Ferdowsian, Andrew, and Yap, Luther.

Advisor: Adam Kapor

Other fields: Industrial organization, Urban economics, Economics of digitization

PhD: Princeton University, Economics (Expected: 2023)

Short research summary: I am an empirical industrial organization economist.
I apply tools from market design to study urban economics and the economics of
digitization. My job market paper uses data from the Singapore public housing
mechanism. I investigate if rule changes can improve applicant outcomes and how
building slightly more apartments can achieve these improvements.

Other papers:

[1] Principal responsiveness in centralized mechanisms: Build to order. With Fer-
dowsian, Andrew and Yap, Luther.

[2] Entry into two-sided markets shaped by platform-guided search. Rising Star
Paper Prize at the 20th International Industrial Organization Conference (2022).
With Musolff, Leon.

PERNOUD, AGATHE (Homepage, CV)

Job market paper: How Competition Shapes Information in Auctions

Advisors: Matthew Jackson, Paul Milgrom, and Mohammad Akbarpour

Other fields: Microeconomic theory, Financial networks

PhD: Stanford University, Economics (Expected: 2023)
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Short research summary: My research examines settings where market partici-
pants must incur costs to learn about the goods in a market. Natural examples are
the sale of complex, high-value assets, such as companies or procurement contracts,
which often involve extensive due diligence. My job market paper investigates how
these learning frictions affect the properties of competition in auctions. I show that
buyers have an incentive to learn how much other participants value the goods for
sale in order to avoid due diligence costs when their chances of winning are low.
Such an incentive hurts revenue and price discovery.

Other paper:

[1] Informationally Simple Incentives, Journal of Political Economy (Forthcoming).
With Gleyze, Simon.

RUDOV, KIRILL (Homepage, CV)

Job market paper: Fragile Stable Matchings

Advisor: Leeat Yariv

Other fields: Microeconomic theory, Behavioral economics

PhD: Princeton University, Economics (Expected: 2023)

Short research summary: I am interested in market design and robustness. My
JMP shows the fragility of stable matchings in a decentralized environment, where
randomly-chosen blocking pairs are allowed to match in sequence. I show that these
dynamics can lead to any stable matching from any unstable one in most markets.
Thus, stable matchings are fragile—any small deviation from a stable matching
may culminate in any stable matching. I show that a unique stable matching is
also fragile: upon a small perturbation, the market might be far from stable for a
long duration.

Other papers:

[1] Centralized Matching with Incomplete Information, American Economic Re-
view: Insights (2022). With Fernandez, Marcelo A. and Yariv, Leeat.

[2] Dominance Solvability in Random Games. With Alon, Noga and Yariv, Leeat.

SANDOMIRSKIY, FEDOR (Homepage, CV)

Job market paper: Geometry of Consumer Preference Aggregation

Advisors: Ernst Presman and Victor Domansky

Other fields: Microeconomic theory, Information economics, Mechanism design,
Algorithmic economics

PhD: Russian Academy of Sciences, Economics and Mathematics (2014)

Post-doc: Technion (2018–2021); Caltech (2021–2023)

Short research summary: I am interested in the interconnectedness of informa-
tion economics and mechanism design, focusing on multi-agent information design,
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pseudomarkets, and multi-item auctions. My JMP studies how individual prefer-
ences shape aggregate demand and connects aggregation to Bayesian persuasion by
reducing it to convexification. Applications include characterization of aggregation-
invariant domains, bidding language design for pseudomarkets, gains from trade
estimation, and preference identification.

Other papers:

[1] Feasible Joint Posterior Beliefs, Journal of Political Economy (2021). Best Paper
Award at EC 2020. With Arieli, Itai, Babichenko, Yakov, and Tamuz, Omer.

[2] Competitive Division of a Mixed Manna, Econometrica (2017). With Bogomol-
naia, Anna, Moulin, Herve, and Yanovskaya, Elena.

THOMAS, CLAYTON (Homepage, CV)

Job market paper: Strategyproofness-Exposing Mechanism Descriptions. With
Gonczarowski, Yannai A. and Heffetz, Ori.

Advisor: S. Matthew Weinberg

Other fields: Strategic simplicity, Communication complexity, Auctions

PhD: Princeton University, Computer Science (Expected: 2023)

Short research summary: Where traditional computer science studies the ease
of running an algorithm on a computer, my work studies the ease of explaining
an algorithm to a human, especially explaining economically meaningful proper-
ties of algorithms such as strategyproofness. Thus far, this program has achieved
a new, simple, strategyproofness-exposing description of deferred acceptance, a
crucial real-world mechanism whose strategic properties are quite opaque under
traditional descriptions.

Other papers:

[1] Classification of Priorities Such That Deferred Acceptance is Obviously Strate-
gyproof, EC 2021

[2] Exponential Communication Separations between Notions of Selfishnes, STOC
2021. With Rubinstein, Aviad, Saxena, Raghuvansh, Weinberg, S. Matthew, and
Zhao, Junyao.
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Internet ad markets have been a great source of motivation and challenging problems for the
Economics and Computation community. The practical design of these ad markets has also
greatly benefited from advances in the Economics and Computation community. Through a series

of vignettes, we aim to highlight interesting challenges in modern internet ad markets, born out
of a Google perspective. In this first article, we focus on a few particular auction design and
optimization questions motivated by the Sponsored Search and Display Ads markets. We hope
these articles spur further progress in the research community and in industry.

Categories and Subject Descriptors: F.2.0 [ANALYSIS OF ALGORITHMS AND PROB-

LEM COMPLEXITY]: General

General Terms: Economics; Algorithms; Theory;

Additional Key Words and Phrases: Sponsored-Search, First-Price, Intermediaries, Ad Auctions

1. INTRODUCTION

The Internet Advertising Industry has greatly benefited from the interaction with
the Economics and Computation community. Since the foundational papers in the
field [Aggarwal et al. 2006; Varian 2007; Edelman et al. 2007] (which received the
ACM SIGecom Test of Time Award in 2018), the market has matured and evolved
in several directions. This has resulted in a new landscape arising from the maturity
of the market and growing needs of the participants involved. Designing systems
to address this new landscape requires new ideas and opens many new exciting
research directions.
Modern ad markets have many new complexities that play an important role

in determining outcomes in those markets (e.g. dealing with intermediaries rather
than directly with advertisers, ad formats that go beyond the traditional single-
item setting). Furthermore, there are many different spheres of optimization that
contribute to the successful functioning of an ad market, such as budget pacing,
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autobidding on behalf of advertisers, reserve price optimization for revenue max-
imization, and auction design that takes into account the repeated nature of ad
auctions, to name a few. Through a series of articles we highlight some of the
theoretical models, results, and open questions that have arisen from tackling these
challenges at Google Research. This is the first article of this series, which we hope
to follow up with a few more to highlight the diversity of topics. The selection
of topics or the works surveyed are not comprehensive, but based on the authors’
perspectives as researchers at Google.

In the first article in this series, we focus on two specific markets—the search ads
and display ads markets—and discuss recent developments, some concrete models,
recent results on these models, and the research challenges they present. In partic-
ular we focus on four different vignettes: Rich Ad Auctions, First Price Auctions,
Auction with Intermediaries and Optimal Mechanisms for Market Intermediaries.

The first vignette in this series highlights the fact that the typical sponsored
search auction is no longer a simple position auction. Ads that are sold can have
different sizes and formats, advertisers can be strategic along multiple dimensions
(in specifying their value for individual ads or set of ads that will allow), and
there are new optimization challenges due to sheer volume of ad options and the
packing constraints that limit the total space occupied by ads. Designing truthful,
computationally tractable auctions in this setting is challenging. This model is very
close to the more general Combinatorial Auctions model and thus also gives rise
to other phenomena such as the impossibility of having allocations that are in the
core. We highlight a couple of papers that address some of these challenges.

The second vignette is focused on the resurgence of interest in first-price auc-
tions caused by the recent changes in the display ads industry where almost all
ad exchanges have switched over to the first-price auction. This creates a vari-
ety of questions to study. From analyzing this complex game between competing
exchanges involved in choosing their auction formats, to analyzing first-price auc-
tions for their pratical aspects like price manipulability, and designing algorithms
to optimize reserve price in first-price auctions, there are several challenges that
the Economics and Computation community can contribute to. We discuss initial
results on these topics and highlight several future directions.

The third vignette is focused on the role of intermediaries in the modern ad
ecosystem. While conventional auction theory assumes that the advertisers directly
interact with the seller through the auction, in practice advertisers are almost
always represented by intermediaries. These intermediaries often have their own
incentives and run downstream mechanisms to charge the advertisers, which can
have negative welfare and revenue implications for the advertisers and the seller.
We briefly survey the state of the art in mechanism design that tries to address this
challenge.

The fourth vignette is built around the fact that the platform facilitating trade in
two-sided markets like display ads exchange, ride-hailing, online retailing etc. often
charges a fee for its services. It discusses the basic model for two-sided markets,
and several results describing when the simple affine fee structure is optimal, how
to design optimal revenue sharing schemes between the seller and the platform
in repeated settings, and more generally how to design optimal mechanisms in
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repeated settings.
In the rest of the article, we will dive deeper into each vignette and include open

questions which we hope will spur further research in these areas.

2. RICH ADVERTISING AUCTIONS

The first vignette is motivated by the area of Sponsored Search Auctions which has
been the classic model to spur a lot of research in the field of algorithmic game
theory; see [Lahaie et al. 2007] for a survey. Sponsored Search Auctions these days
are quite different from the traditional setting with position auctions used to auction
a constant number of text ads. These days advertisers can provide Rich Ads which
are ads of variable size that include useful details for the user such as sitelinks,
seller ratings and promotions. While the ads can be of varying sizes, the total ad
space is limited carefully. The auctioneer’s problem is thus to select the optimal
set of ads that fit within the available space. This has been referred as the Rich

Advertising Auction problem in the literature. The model of rich ads is interesting
in two aspects. First, it’s a special case of Combinatorial Auctions, which is a well-
studied area of mechanism design with computational and economical challenges.
The problem however is not as difficult as Combinatorial Auctions; we can assume
reasonable structure on the buyer’s valuations for the rich ads and hope to prove
strong results in the special case. Second, the model captures Knapsack, thus
solving for the optimal allocation is NP-hard. We will discuss a number of different
attempts to handle challenges in specific models for Rich Ad Auctions.

Computationally Tractable Auctions. The rich ad auction is computationally
challenging. It extends the knapsack problem which is NP-hard. While smaller
instances could be solved via brute-force, serving constraints derived from tradi-
tional position auctions prohibit brute-force solutions. A recent paper by [Aggarwal
et al. 2022] studies truthful auction design under computational constraints. They
assume that each advertiser provides a value per click and a set of rich ads and
can be strategic about either of these. Each ad has a size indicating the amount of
vertical space it occupies and a probability of click. The probability of click can be
arbitrary and different for different rich ads. The height and probability of click are
assumed to be public. The goal of the auctioneer is to find the optimal set of ads
that fit within the available space to maximize social welfare. The VCG auction
is truthful in this setting but is computationally infeasible. This paper adopts a
Myersonian approach—it focuses on a designing a monotone allocation rule that
can be paired with Myerson’s Lemma like payments to obtain a truthful auction.
Note that this is a multi-parameter setting, so Myerson’s Lemma does not directly
apply, but an extension is proved. The main theorem of the paper is:

Informal Theorem 2.1. There is a truthful auction composed of a simple greedy
monotone allocation rule and Myerson’s lemma like payment that is computation-
ally tractable and provides a 3-approximation to the optimal social welfare.

The rich-ad model studied in this paper is an instance of theMulti-Choice Knapsack

problem. An incremental bang-per-buck heuristic can provide a 2-approximation
for multi-choice knapsack. However that heuristic is not monotone: a buyer can
report a subset of their rich ads to get an allocation with higher probability of
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click. The paper instead shows that the standard bang-per-buck heuristic provides
a 3-approximation to the optimal and is monotone.
Another challenge faced in practical rich-ad auctions is deploying them in the real

world where Generalized Second Price (GSP) payment rule is the norm. Switch-
ing to truthful payment rules can cause short-term revenue loss and the truthful
payment rules are also harder to explain to the advertisers. Due to this GSP-like
payment rules are preferred. The monotone-allocation rule from the paper can be
paired with a GSP-like payment rule with the guarantee that the worst-case Price
of Anarchy is not too bad. In particular,

Informal Theorem 2.2. The simple greedy allocation rule can be paired with
GSP-like payments to obtain a mechanism with pure price of anarchy of at most 6
and coarse-correlated/Bayes-Nash price of anarchy of at most 6(1− 1/e).

An earlier paper in this setting by [Ghiasi et al. 2019] studies a model where
the probability of click (pCTR) for an ad depends on the integer height of the ad
(captured as set of slots occupied). They assume that the pCTR is a submodular
or subadditive function of the number of slots occupied, and consider the compu-
tational and auction design problem.

Informal Theorem 2.3. When pCTR as a function of number of slots occupied
is a subadditive (respectively submodular) function then there is an LP rounding
algorithm that obtains an O(log logm/ logm) (respectively 1/4) approximation to
the optimal social welfare allocation.

This is a purely algorithmic result and does not provide any pricing or incen-
tive guarantees. For incentives, the authors consider a competitive-equilibrium
approach. They show that using the allocation of the approximation algorithm
above, one can compute prices that form a competitive equilibrium, where each
agent obtains the set of slots that maximize their utility and all the slots are sold.
This result is not fully general, and relies on the fact that pCTR as a function of
the set of slots is the same for all buyers. It would be interesting to see if a more
general result is feasible.
There are also works by [Deng et al. 2010], [Cavallo et al. 2017] that consider

various algorithms and pricing models for specialized models of the rich ad auctions.

Core Allocation and Core-Competitive Auctions. Another consideration in de-
signing rich ad auctions is that there is no auction that is a truthful and produces a
core allocation [Ausubel and Milgrom 2002]. In Combinatorial Auctions there are
no truthful auctions that produce allocations in the core and in fact VCG can have
revenue close to zero. A standard solution is to find a core allocation that is close to
truthful. [Hartline et al. 2018] adopt this approach for the rich ad auctions model.
Assuming that the optimal allocation is computationally feasible, they provide an
algorithm to compute a core allocation that is close to truthful. [Goel et al. 2015]
instead focus on designing truthful auctions that are core-competitive; that is, a
truthful auction that approximates the revenue of the least-revenue core allocation.
The results are for a more stylized model termed “Text and Image”. Suppose an
advertiser provides a small text ad or a large image ad. The auctioneer wishes to
show k text ads or a single image ad. What are the best set of ads to show and
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how should they be priced? In this simple model, finding the optimal allocation
is computationally feasible, but unlike [Hartline et al. 2018] the focus is on finding
truthful auctions. The authors prove:

Informal Theorem 2.4. For the Text-And-Image setting there is a core-competitive
randomized auction that is O(ln ln k)-competitive and a core-competitive determin-
istic auction that is O(

√
ln k)-competitive.

Both of these bounds are shown to be tight.

Open Questions. There are a lot of remaining open questions in this domain. In
the most general model an advertiser specifies a set of rich ads with possibly different
value per click for each rich ad. How to design a computationally tractable truthful
mechanism in this multi-dimensional setting is not at all understood. Even if a
truthful mechanism is discovered, it would also be interesting to study if a core-
competitive mechanism can be formulated. Note that VCG in this general context
is truthful but not computationally tractable nor core-competitive.
In a more specialized setting, where advertisers specify only a value per click and

set of rich ads, the general optimization problem faced in the Sponsored Search
setting is not fully tackled. In the Sponsored Search setting, there is often a con-
straint on the total number of ads shown. There are also position effects in the
probability of click—ads shown higher on the page will have increased probability
of click. Designing truthful auctions with good approximation guarantees in this
practical model remains open.

3. FIRST-PRICE AUCTIONS AND THE DISPLAY ADS MARKET

The display ads market has witnessed a sea change in recent years, which has
spurred a resurgence in the study of first-price auctions. This vignette focuses on
some of the challenges that these changes have motivated. Display ads are those
that are shown to users visiting various webpages on the Internet, as opposed to
sponsored search ads discussed in the preceding section that are shown in response
to user-issued search engine queries. Display ads are sold either via contracts negoti-
ated offline between the publisher and the advertiser, or via two-sided marketplaces
called ad exchanges that bring the sellers (publishers) and buyers (advertisers or
ad networks) together to a central marketplace. Our focus in this section will
be on questions motivated by the recent changes in ad exchange auction formats.
Articles by Muthukrishnan serve as excellent introductions to ad exchanges in gen-
eral [Muthukrishnan 2009a; 2009b].
Traditionally ad exchanges have used second-price auctions as their choice of real-

time auctions. However, over the past few years, there has been a rapid transition
of exchanges to the first-price auction format, culminating in Google Ad Exchange
making the switch in 2019 [Blog 2019]. Given this backdrop, in this note, we focus
on three specific lines of exploration:

—Considering the competition between ad exchanges as a game, with the choice
of auction format being each exchange’s strategy, can we give a game-theoretic
explanation of the recent move to the first-price auction? While there are other
motivations for switching to first-price auctions like transparency (winner-pays-
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bid) and credibility [Akbarpour and Li 2020], we aim to investigate whether there
are game-theoretic justifications as well.

—First-price auctions are clearly non-truthful. But how non-truthful are they? As
the number of bidders increases, can the auction pressure automatically take care
of truthfulness by inducing bidders to act as price-takers, or can bidders still have
an incentive to shade their bids even in the limit as the number of bidders goes to
infinity? How does this depend on the value distribution? How does the number
of items traded play a role here?

—Reserve pricing in auctions is an important source of revenue improvements.
However, unlike second price auctions, setting reserves in first-price auctions
is considerably more challenging because first-price auctions are non-truthful,
thereby making it harder to learn bidders’ values. What are some good strategies
to learn effective reserve prices in first-price auctions?

Competition between exchanges. Motivated by the recent display industry change
where there has been a rapid transition of exchanges to the first-price auctions, [Paes Leme
et al. 2020] ask whether the change to first-price auctions can be justified using
game-theoretic principles. In their model there are n bidders where each bidder’s
value is drawn i.i.d. from a publicly known distribution F . Each exchange (or
equivalently seller) j accounts for a λj fraction of the total number of auctions. All
bidders participate in all auctions, and in particular therefore, bidders participate
in auctions run by multiple different sellers, with seller j running mechanism Mj .
Bidders optimize their bids for the aggregate auction

∑

j λjMj . While optimizing
their bid for each exchange is a possible strategy for the buyer, and perhaps large
sophisticated buyers could devise exchange-specific strategies, smaller buyers often
design a uniform strategy for the entire market. There are many practical reasons
for this that the paper describes in some detail, and the cost of developing many
different bidding strategies being non-trivial is an important reason. With such a
bidding strategy, what is the equilibrium of the game between exchanges?

First, in a setting without reserve prices, the paper shows that the first-price
auction is the unique Nash equilibrium in the game between exchanges.

Informal Theorem 3.1. If every exchange is only allowed to pick an auction
where (a) the highest bidder wins, (b) winners pay no more than bid, (c) losers pay
nothing and (d) there exists a pure-strategy Bayesian Nash Equilibrium among the
bidders, then each exchange picking first-price auction is the unique Nash equilib-
rium.

This result gives a game-theoretic foundation for the switch to first-price auctions.
The proof makes strong use of the revenue-equivalence principle, and indeed the
proof reflects how the change in the industry itself unfolded. It says that as long
there is at least one exchange not using a first-price auction, there is some exchange
that would want to switch to a first-price auction and in the process gain more
revenue. This cascading process ultimately results in all exchanges running a first-
price auction.
In a setting where exchanges are allowed to pick auctions with reserve prices

(which is the more realistic setting), the highest bidder does not always win. There-
fore a straightforward application of revenue equivalence is not possible. However
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the paper shows that the desirability of first-price auctions is robust, by showing the
following result based on a careful analysis of the segments of the bidding function.

Informal Theorem 3.2. If every exchange is only allowed to choose between a
first-price auction with reserve and a second-price auction with reserve, then in
a pure-strategy equilibrium, every exchange will pick a first-price auction with
reserve.

Price-manipulability in first-price auctions. How non-truthful are first-price auc-
tions? Given the many desirable properties they possess, like transparency (win-
ners pay bid) and credibility [Akbarpour and Li 2020], and the fact that they are
indeed being used in a variety of settings, it is useful to quantify the extent of
non-truthfulness in first-price auctions. Adopting a metric used in the context of
bitcoin fee designs, [Brustle et al. 2022] consider the following question. Suppose in
an n agents k item first-price auction, where the values of bidders are drawn i.i.d.
from some distribution F , we define the honest payment for agent i as phonesti := vi
whenever vi ≥ v(k) and 0 otherwise, and pstrategici := v(k+1) whenever vi ≥ v(k)
and 0 otherwise. In other words, pstrategici captures the smallest payment an agent
can manage to pay while still getting the good allocated. How much smaller can
pstrategici be when compared to phonesti ? How does this depend on the number of
bidders, number of items sold k, and the distribution F? In particular, the quantity

of interest is E[δmax] = E
[

maxi 1−
pstrategic
i

phonest
i

]

.

Interestingly, the authors exhibit surprising boundaries for this simple question.
In particular, they show that the answer is not as simple as just letting n → ∞
automatically makes E[δmax] vanish. First, even in the single item setting, where
the pricing pressure is the highest, taking n → ∞, even for relatively light-tailed
distributions like α-strongly regular distributions1 with α arbitrarily close to, but
smaller than, 1 (that includes for example distributions like F (x) = 1 − 1/xd for
arbitrarily large d), the quantity limn→∞ E[δmax] > 0. But a sharp boundary is
exhibited between MHR (which is 1-strongly regular) and α-strongly regular distri-
butions for any α < 1 by showing that for MHR distributions limn→∞ E[δmax] = 0.
This holds true for even k item auctions with k that is Θ(1). But as k grows larger
as a function of n, as one might expect, the effect of pricing pressure goes down
and we expect more and more distributions where E[δmax] > 0. Indeed the authors
show that for k =

√
n, even for MHR distributions E[δmax] > 0. Precisely how

small can k be for this to happen is an open question.

Reserve pricing in first-price auctions. The move to first-price auctions has led
to a re-evaluation of many auction parameters, notably reserve prices (also known
as floor prices). Under the original second-price auctions, the fact that these auc-

1The virtual valuation function φ(v) = v−
1−F (v)
f(v)

plays an important role in revenue maximization

and many distribution classes are defined using this function. Regular distributions are those for
which dφ

dv
≥ 0 and Monotone Hazard Rate (MHR) distributions are those for which dφ

dv
≥ 1. The

class of α-strongly regular distributions interpolates between these two extremes by asking for
dφ

dv
≥ α for some α ∈ [0, 1). When the virtual valuation function φ(·) is not differentiable, the

definition for α-strongly regular distributions is that for any y ≥ x ≥ 0, we have φ(y) − φ(x) ≥

α(y − x) (see [Cole and Roughgarden 2014]).
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tions are truthful means that bid distributions can be taken to represent true value
distributions, and these distributions in theory do not change under reserve prices
(modulo some bid censoring if values do not meet the reserves). This greatly simpli-
fies the counterfactual evaluation of different reserve prices. Therefore, research on
reserve pricing in second-price ad auctions has historically focused on other aspects,
such as the relative merits of different personalized pricing policies [Paes Leme et al.
2016].

In contrast to second-price auctions, bidders in first-price auctions have an in-
centive to shade their bids, but bid shading strategies can vary among bidders in
practice, making it difficult to infer underlying values. [Feng et al. 2021] propose
a gradient-based approach where the reserve price is regularly updated based on
an estimate of the current revenue objective (revenue as a function of floor price)
and its gradient. This obviates the need to infer values; instead, the challenge is to
apply variance reduction techniques to obtain an accurate estimate of the revenue
gradient. The authors decompose the revenue objective into a demand component
(amenable to parametric modeling), and a bidder response component, whose vari-
ance can be reduced by filtering certain bids. Intuitively, bids far from the reserve
are little affected by changes in the reserve, under natural bidding models, so they
can be omitted when computing gradients to reduce noise. The authors demon-
strate how these techniques achieve improved convergence rates via simulations over
display ad auction data drawn from Google Ad Exchange.

Open Questions. Each of these lines of exploration offers interesting open ques-
tions. The authors in [Paes Leme et al. 2020] introduce and analyze a new market
and game, where the players are exchanges, and they compete with each other
using auctions as their strategies. What other questions can be studied in this dif-
ferent kind of market? Concretely, the authors consider one specific buyer strategy,
namely one that responds to the average auction, and describe the consequences.
It would be quite interesting to study other buyer strategies when responding to
multiple exchanges running different auctions, and analyze the outcomes of that
game. In the price manipulability paper, [Brustle et al. 2022] show that even with
an infinite number of competing bidders, price manipulability does not vanish in
first-price auctions. Can this same metric be studied for other non-truthful auctions
like GSP? Can we formally establish with this metric the intuitive notion that GSP
is less manipulable than first-price auctions? In the paper on learning reserve prices
for first-price auctions, [Feng et al. 2021] show that a faithful parametric model of
demand curves (i.e., the mass of bidders whose values exceed a given threshold)
leads to improved variance reduction and convergence. What parametric models
are most relevant in practice?

4. INTERMEDIATION IN AUCTIONS

This vignette is motivated by a common feature in many ad auction markets: There
are many cases in which advertisers do not participate directly in the auction but,
instead, are represented by intermediaries. For example, it is quite common to
have advertisers work with ad agencies to create their marketing campaigns and
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also to facilitate negotiation and buying2. In the AdExchange marketplace that
sells advertisements on webpages, advertisers are represented by Ad Networks, who
do real-time bidding on their behalf into the AdExchange auction. These Ad Net-
works create value for advertisers by pooling many advertisers together and thereby
obtaining more favorable prices in the AdExchange auction [Muthukrishnan 2009a].

Intermediation on behalf of buyers is often neglected when designing the auction
mechanisms and can lead to poor performance of such auctions. In particular,
intermediaries may enable buyers to engage in collusive behavior, decreasing the
auction pressure. Also, intermediaries may charge participation fees (or enact more
sophisticated mechanisms) to price the buyers they represent, leading to double-
marginalization effects on the auction. Both of these effects negatively impact the
efficiency and revenue of the auction. We next present some relevant works that
tackle this problem and present some new solutions.
One of the first works to address the question of intermediaries in Online Ad

Networks was the work of [Feldman et al. 2010]. In their model, the advertisers
choose (or are required) to participate in the auction via intermediaries. They
consider the case where each intermediary is a revenue maximizing agent and all
of them will first run (independently and in parallel) a contingent auction. This
auction determines a contingent buyer and a contingent price for that intermediary
(i.e., which buyer among that intermediary’s captive buyers will get the good if the
intermediary wins the good), and the price she will pay the intermediary. Then, the
seller runs an auction for the good among intermediaries. The intermediaries bid
in the main seller’s auction based on the outcome in their own contingent auctions.
The winning intermediary then transfers the good as determined by its contingent
auction. In their work, [Feldman et al. 2010] show a symmetric equilibrium where
the intermediaries choose a randomized reserve. Based on this mechanism, they
also show that the optimal auction for the seller (which takes into account the
intermediaries’ reserves) and consider the optimal reserve that the seller can set.

Their analysis even for the case where each intermediary has only one captive
buyer is very clever and intricate, and extending it is highly nontrivial. For example,
[Balseiro and Candogan 2017] show that even for the case when there is only one
possible intermediary, the optimal downstream mechanism between advertisers and
the intermediary is the solution to a nontrivial convex program. For the case of mul-
tiple intermediaries and advertisers, characterizing the optimal contracts remains
an open question. Even though characterizing the optimal downstream mechanism
is hard, in practice, sellers are usually unaware about which buyers each interme-
diary represents and what are the intermediaries’ incentives in the auction (which
depend on the downstream negotiation with buyers).
Given these challenges, [Aggarwal et al. 2022] begin the quest for mechanisms

that are robust to the demand structure between intermediaries and the buyers.
Specifically, the authors design an intermediary-proof mechanism with two key
properties:

—It is independent of the downstream market structure (which buyers are repre-
sented by which intermediaries).

2See [Choi et al. 2020] for a comprehensive review of intermediation in ad-auctions.
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—The revenue obtained is a constant factor of the optimal welfare (the highest
revenue the auctioneer could possibly obtain).

[Aggarwal et al. 2022] considers a model where the seller designs an auction
to sell multiple items to unit-demand buyers. Each buyer has private valuations
for the items and either participates directly in the auction or is represented by
an intermediary. The model is agnostic about the downstream decisions between
buyers and intermediaries and only sets some mild restrictions on the behavior of
the intermediaries in the main auction.
The first result of the paper addresses the case where items are homogeneous and

buyers’ valuations are drawn independently according to a distribution F which is
assumed to be α-strongly regular3 with α > 0. For this setting the authors show
that:

Informal Theorem 4.1. When items are homogeneous, there exists a posted-
price per item mechanism that achieves a factor 1/2 · α2/(1−α) · (1 − 1/e) of the
welfare regardless of the downstream interaction between buyers and intermedi-
aries.

The second result of the paper tries to incorporate important features from spon-
sored search advertising and assumes that items are no longer identical but instead
are separable. That is, the buyer’s valuation for an item is now weighted by its
position normalizer. In this setting, the authors show that a simple price per item
is not longer optimal but it rather requires a more sophisticated mechanism that
induces a high value buyer to get a high value item.

Informal Theorem 4.2. For the separable item case, there exists a sequential

posted-price mechanism that achieves a factor (1− e−1/2α1/(1−α)

) · (1− 1/e) of the
welfare regardless of the downstream interaction between buyers and intermedi-
aries.4

Open Questions. While the previous paper is the first to study the robustness of
mechanisms in the presence of intermediation, important questions remain unan-
swered. First, what are simple practical mechanisms that have good revenue guar-
antees when buyers’ valuations are not α-strongly regular? Second, in the het-
erogeneous item case, if we consider valuations are no longer separable but rather
independent across items, is it true that a pricing mechanism can achieve good
revenue guarantee regardless of the downstream market?
Aside from these two natural questions left open from the prior work, a more

relevant practical question is to understand the setting where buyers are not unit-
demand but may have more complex valuations for goods. Does there exist a
mechanisms robust to downstream market conditions while also achieving a con-
stant factor of the optimal revenue?

3See Section 3 for a formal definition of α-strongly regularity. Intuitively, this class of distri-
butions smoothly interpolates between monotone hazard rate distributions (α = 1) and regular

distributions (α = 0).
4For this result, the authors impose a more restrictive set of assumptions regarding the space
of contracts between buyers and intermediaries (see Section 5 of [Aggarwal et al. 2022] for more
details.)
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5. OPTIMAL MECHANISMS FOR MARKET INTERMEDIARIES

This vignette focuses on the fact that in many online marketplaces, a platform acts
as an intermediary to facilitate the sale between sellers and buyers. Such mar-
ketplaces include the Display Ads market’s Ad Exchange marketplace mentioned
in the earlier sections, online retailing, ride-hailing marketplaces, labor platforms,
short-term lodging marketplaces etc. An important feature of modeling such mar-
ketplaces is that apart from the sellers and the buyers, the platform itself is another
utility-maximizing participant. In this section we focus on mechanisms that align
the incentives of the seller and the platform, and (approximately) optimize their
objectives.

The bilateral trade model where there is two-sided private information, namely,
a seller with a private cost c and a buyer with private value v is a good start-
ing place for thinking about two-sided markets. The pioneering work of [Myerson
and Satterthwaite 1983] shows that when the private values and costs are drawn
from independent publicly known distributions, there is no weakly budget-balanced
mechanism (i.e., ones where the intermediary, namely the platform/mechanism de-
signer, cannot receive money from elsewhere apart from the buyer), that is Bayesian
Incentive Compatible (BIC) and Interim Individually Rational (IIR), that can max-
imize efficiency; i.e. no such mechanism can ensure that trade happens whenever
there is gains from trade, namely when buyer’s private value v exceeds seller’s cost
c. In other words, efficient trade is impossible in the presence of two-sided private
information. [Myerson and Satterthwaite 1983] also give the BIC, IIR and weakly
budget-balanced mechanism that achieves the optimal gains from trade, namely,
the second-best. Since then there have been a number of follow-up works that
produce simple mechanisms that approximate the second-best (e.g. [Brustle et al.
2017]), simple mechanisms that approximate the first-best under some conditions
(e.g. [McAfee 2008]) and more recent works that show how simple mechanisms can
constant-factor approximate the first-best unconditionally ([Deng et al. 2022], [Fei
2022]).

The preceding discussion misses an important feature of the market intermedia-
tion problem: the platform has its own utility as well, namely the profit it earns. In
practice, often a revenue-sharing agreement exists giving the platform a constant
fraction share of the revenue in each transaction. Once a constant revenue share
is established, note that the incentives of the seller and the platform are aligned.
However, is a constant revenue share optimal in any formal sense – for example
does it optimize platform’s profits? [Loertscher and Niedermayer 2007], [Loertscher
and Niedermayer 2013] initiated the study of fee-setting mechanisms: namely the
ones where (a) the platform sets a fee structure as a function of the transaction
price, (b) the seller observes the fee structure and sets a price, and (c) the buyers
takes or leaves the offer made by the seller. They show that fee-setting mechanisms
are without loss of generality, in that any allocation rule that can be implemented
in a Bayesian Nash Equilibrium (BNE) can be implemented by a fee-setting mech-
anism as well with an appropriately chosen fee structure. They provide sufficient
conditions for the platform’s optimal mechanism to be implemented by an affine

fee-setting mechanism: ones that set a fixed percentage of each transaction as their
fees, plus a fixed constant: α · p+ k. They show that in markets where the thresh-
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old to enter the market is very high for the buyers (so that only those with the
highest value enter) and very low for the sellers (so that only sellers with the lowest
cost enter), the conditional distribution upon entry converges to generalized Pareto
distributions, and the latter is shown as a sufficient condition for affine fee-setting
mechanisms to be optimal. [Niazadeh et al. 2014] continue this line of work and
study when an affine fee structure is approximately optimal. They provide suffi-
cient conditions on the buyer distribution so that affine fee-setting mechanisms get
a constant fraction of the optimal platform profit for all seller distributions.

[Gomes and Mirrokni 2014] note that platforms operate in a very competitive
market, and study the mechanism to be employed by the platform when operating
in equilibrium with multiple other competing platforms. They show that for a
large class of competition games between platforms, in equilibrium, the platform
maximizes a convex combination of seller’s profit and the platform’s profit. The
weight α assigned to the seller’s profit is a measure of the degree of competitiveness.
Generalizing the analysis of [Myerson and Satterthwaite 1983] they show how to
derive the optimal mechanism that maximizes such a convex combination of profits.
Further, they show that the popular practice of charging a constant percentage of
the transaction revenue as fees is optimal if and only if the seller’s cost has a cdf
of the form F (c) = (c/H)k where H is the largest point in the support of the
distribution.

[Balseiro et al. 2017] study revenue sharing schemes for the platform when the
interaction between seller and buyer (intermediated by the platform) happens over
a large number of rounds. For instance, the number of auctions intermediated by
an ad exchange over the course of a day in the display ads market is very large.
Exploiting the repeated nature of the interaction, they study dynamic revenue
sharing schemes, namely, ones where the revenue sharing percentage has to be met
in aggregate over all interactions, and not over individual interactions. In aggregate
means that the payout to the seller over all interactions weakly exceeds the sum of
costs in all those interactions, and the platform profit is at most α fraction of the
sum of the transaction prices over all the interactions. They study the case where
the platform has to run a second-price auction among all the buyers. Even with
this restriction, and in a single-period setting, they show that the simple scheme of
the platform running an auction with a reserve price of c/(1 − α) and keeping an
α fraction of the revenue upon sale is not always optimal. They derive the optimal
reserve price for the platform. In the multi-period setting, they use Lagrangian
relaxation to derive the optimal policy that pays the seller a convex combination of
their cost c and 1−α of the transaction revenue. While the obtained policy satisfies
the revenue sharing and cost constraints only in expectation, they show how it can
be modified so that the modified policy approaches the Lagrangian policy in the
limit.

While [Balseiro et al. 2017] fixed the auction and studied how to optimize the
revenue sharing schemes in repeated settings, [Balseiro et al. 2019] study the design
of the optimal auction for the intermediary. They show how to design mechanisms
that are asymptotically efficient and weakly budget-balanced with high probability.
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We discuss results from a few recent papers on how market design affects play between artificial

intelligence (AI) algorithms. We describe the results from Banchio and Skrzypacz [2022] where
the first-price auction appears more prone to collusion than the second-price auction. We also

discuss results showing that information feedback after the auction, which allows computation of
counterfactual payoffs, can improve competition.

Categories and Subject Descriptors: J4 [Computer Applications]: Social and Behavioral Sci-

ences—Economics; I2.11 [Computing Methodologies]: Distributed Artificial Intelligence—
Multiagent systems

General Terms: Collusion, Online Auctions, Independent Q-learning

1. INTRODUCTION

There is a growing interest in economics on how markets are going to change with
the rise of economic agents using artificial intelligence algorithms to guide their
actions. A first-order concern among regulators and the public is that algorithmic
pricing might facilitate and enable collusive behavior in new markets. There is a
burgeoning literature that simulates algorithmic competition under this lens, often
showing that sophisticated (as in Calvano et al. [2020]) and simple (as in Asker
et al. [2022]) algorithms playing repeatedly against each other learn to set prices
above the static-game Nash equilibrium levels.
In this survey we discuss a few papers that contribute to the question about the

future of markets in the era of AI: how does market design affect the conduct of
AI algorithms? We start with our model of auctions in Banchio and Skrzypacz
[2022]. We picked auctions as our application because bidders in online advertising
auctions compete in thousands of auctions in any given day. It is common for them
to rely on automated bidding tools, either provided by the auctioneer, developed
in-house or purchased from third-parties. These automated decision-makers react
quickly to environmental changes, but their rules often lack equilibrium thinking
(to guarantee robustness of the algorithms and also to respond to the lack of full
transparency in some markets). We show that the market rules matter for the
outcomes even when standard Nash equilibrium theory would predict otherwise.
Online auctions are not the only setting where decisions are increasingly auto-

mated. Market design questions arise in finance, as pointed out by a recent paper
(Colliard et al. [2022]) which studies the decisions of artificial intelligence algorithms
in a Glosten and Milgrom model of market-making. In the context of online plat-
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forms, Johnson et al. [2022] investigates marketplace design when pricing decisions
are carried out by algorithms.

2. FIRST-PRICE VS. SECOND PRICE AUCTIONS

In Banchio and Skrzypacz [2022] we have shown that auction design has direct
impact on revenues when the bidders use simple learning algorithms to optimize
their bids. In a stylized environment, where despite the games having the same
static Nash equilibria and very similar set of outcomes that can be sustained as
equilibria of a repeated game, algorithms perform very differently.

2.1 Stylized Model of Auctions

Two bidders, Alice and Bob, participate in a sequence of auctions. In every period
t = 1, . . . ,∞ an auctioneer runs an auction to allocate a single non-divisible object
to one of the bidders. Both bidders i = A,B value the object at vi = 1 and the
value is constant over time. We compare bidding in the first-price auction (FPA)
and the second-price auction (SPA).1 Ties are broken randomly. We assume bidders
choose from a finite grid of prices at 5 cent increments: bi ∈ {0.05, 0.1, ...0.95}.

The payoff of the winner of period t auction is πt = 1− pt where pt is the price
determined by the bids according to the mechanism chosen by the auctioneer. The
losing bidder gets payoff πt = 0. Bidders maximize the expected sum of discounted

per-period payoffs E
[

∑

∞

t
γtπt

]

where γ < 1 is the discount factor.

The one-shot second-price auction has a dominant strategy: bidding 0.95. The
one-shot first-price auction has two pure-strategy Nash equilibria: both bidders
bidding 0.9 and both bidding 0.95. In the paper we also discuss equilibria of the
repeated games. First, collusion via strongly symmetric equilibria is slightly easier
to sustain2 in first-price auctions than in second-price auctions, with the differences
solely driven by the grid in the bids (i.e. as the grid gets finer, the difference
vanishes). Considering asymmetric equilibria, collusion via a bid rotation scheme
is much easier to maintain in second-price auctions than in first-price auctions.

2.2 ε-greedy Q-learning Algorithms

We model the learning algorithms by assuming that each bidder takes decisions
according to the recommendations of a ε-greedy Q-learning algorithm. Q-learning
estimates the action-value function:

Q(bi) = E[π|bi, b−i] + γE[max
b′

Q(b′)]

Notice that the optimal value is simply V = maxb Q(b). If the agent learns the
Q-function, he can play the optimal strategy. The Q function starts from an initial
vector Q (that we pick to be large values so the bidder experiments with all bids).
In period t, after choosing action bt the Q-function is updated according to:

Qt+1(bt) = (1− λ)Qt(bt) + λ
[

πt + γmax
b

Qt(b)
]

1We consider also a richer family of auction formats parameterized by α ∈ [1, 2]. In an α−auction
the highest bidder wins and pays a convex combination of the winning and the losing bid. The
weight on the losing bid is α− 1, and the weight on the winning bid is 2− α.
2An equilibrium is easier to sustain than another if its associated critical discount factor is lower.
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This particular form of learning is asynchronous: only the state-action pair visited
in a particular period is updated, while the rest of the Q-function remains constant.
The hyperparameter λ is called learning rate. Its task is to discipline the speed of
learning, and it determines the persistence of the estimates. In period t, bidder takes
with probability 1−ε the greedy action, i.e. the action corresponding to the largest
entry of her Q-vector. With the remaining probability she experiments and takes
an action uniformly at random. This policy balances exploration and exploitation.
Unlike other papers we focus on the case where ε is constant over time. This
choice has two motivations. First, we want to make sure our simulations discover
true long-term behavior of the algorithms and are not affected by a temporary
coordination. Second, we think that in many real-life applications algorithms play
in non-stationary environments and hence it would be optimal for them to never
stop experimenting.3

2.3 Simulations

We compare bidding outcomes under the FPA and SPA formats. The outcomes
are reported in Figure 1.

Result 2.1. In a second-price auction, independent ε-greedy Q-learning algo-

rithms learn the static Nash equilibrium. In a first-price auction, the algorithms

repeatedly cycle between much lower bids.

(a) FPA bids (b) SPA bids

Fig. 1: Frequencies of bids from one simulation with 100,000,000 iterations. Parameters: ε =
0.001, λ = 0.05, γ = 0.99. Source: Banchio and Skrzypacz [2022].

To improve our understanding of what is going on in the first-price auctions,
Figure 2 shows the evolution of bids (Panel a) and Q vectors (Panel b) over time. In
this figure, Alice and Bob start at a (low) bid and submit (when not experimenting)
that same bid for a while. Then one of them finds out a profitable deviation. Once
that happens, a phase of intense exploration ensues, which lowers the average payoff
to both bidders. Then, Alice and Bob re-coordinate on a pair of low bids, continuing
in their cycle.

3For robustness we have checked that our main conclusions remain valid even when reducing the
experimentation rate over time.

ACM SIGecom Exchanges, Vol. 20, No. 2, December 2022, Pages 62–68



65 · M. Banchio and A. Skrzypacz

(a) Bids (b) Q-values

Fig. 2: Dynamics of bids and their respective Q-values in FPA. Source: Banchio and Skrzypacz
[2022].

What is going on? After Alice’s upward deviation, Bob observes a drop in the
winning rate and quickly updates downward the payoff of the old bid. That makes
him try other bids at a faster rate than just the ε from experimentation. In turn,
that makes Alice realize that the deviation is not as profitable as it appeared at
first. When she does, she tries to go back to one of the lower bids. Sometimes the
two of them get lucky and re-coordinate.
Importantly, as seen in Figure 2, while the algorithms coordinate on low bids,

they do so imperfectly. First, they do not converge to constant low bids — our
algorithms cannot converge to constant bids unless the bids form a static Nash
equilibrium of the stage game. The reason is that the algorithms are good at
learning a best response in case their opponent plays a constant action. Therefore,
if they ever converged they would need to play mutual best responses. Second,
even in periods when they do coordinate temporarily, they rarely do so at the
lowest possible bids. The reason is that the forces to learn a profitable deviation
make it hard for the two algorithms to coordinate on the most profitable profile of
bids.
The point that algorithms just like humans face strategic uncertainty and hence

would face the same problem of coordination on the many tacitly collusive equilibria
has recently been emphasized by Kühn and Tadelis [2018]. This argument can affect
regulators reviewing market in which one service provider offers algorithms to many
participants. Even if the algorithm is not explicitly designed to facilitate collusion,
the similarities in how the algorithm processes data collected by different players
could contribute to tacit coordination.4

In the paper, we designed a series of experiments to isolate the forces behind the
difference in FPA and SPA. The results suggest that the key difference between
first-price and second-price auctions is the incentives they create when Alice and
Bob bid different amounts. In both auction formats, the lower bidder has incentives
to increase their bids to start winning again. The difference is in the incentives of
the bidder bidding more: in a second price auction the payoffs are independent
of the bid. But in the first-price auction the higher bidder wants to bid as little

4See the recent article in ProPublica Vogell [2022] that brings up this concern for the real estate
market.
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as possible as long as they still win. This additional force makes it easier for the
bidders to re-coordinate on low bids.

3. PROVIDING FEEDBACK

A different market design question is what information should the auctioneer pro-
vide to the bidders after each auction. Of course, in practice there may be many
reasons to provide or not to provide feedback. In Banchio and Skrzypacz [2022]
we focus on a simple question: what happens with bidding if the auctioneer pro-
vides information about the bid of the opponent? With this information after every
auction the Q-learning algorithms can update its estimates about all bids simulta-
neously using its counterfactual profits: what profit it would have accrued, had it
bid differently in the last period.
Our result is that this additional feedback makes collusion disappear from the

FPA. Similar results are presented by Asker et al. [2022], who discover low prices in
a study of algorithmic pricing in a Bertrand pricing game. They also see much more
competition after they provide their algorithms feedback that they use to calculate
counterfactual payoffs (i.e., payoffs for all possible prices they could have set).

The choice of feedback turns out to be an important design consideration in on-
line advertising. Recently, Google changed their display ad auctioning system from
a SPA to a FPA. Alongside this change, bidders now observe the highest bid of
their competitors. This fact squares well with the intuitions from our simulation:
the ability to compute counterfactuals introduces an incentive to outbid the op-
ponent that may be missing otherwise. This strongly suggests that market design
choices that involve ex-post feedback may have a large impact on outcomes and
consequently on revenues.
These results turn out to be much more general. The theoretical analysis in Ban-

chio and Mantegazza [2022] shows precisely why feedback leads to convergence in a
general fashion. With only partial feedback, the Q-learning algorithm suffers from
sampling bias. Actions taken infrequently enjoy too much persistence, and their
estimates do not adjust for undersampling. Uneven sampling alters the ordering
between the estimates of the profits used to update the Q vector, leading to recur-
rent cycles. Synchronous Q-learning does not suffer from sampling bias, because
counterfactual profits are estimated in every period with probability one.

These insights lead Banchio and Mantegazza [2022] to propose a theory of learning-
robust mechanisms, where feedback provision guarantees that algorithms learn to
play the dominant strategies of the strategy-proof mechanisms. The authors char-
acterize the minimally informative feedback that guarantees competition, and they
show it takes the form of a menu description: after the mechanism each agent
observes the menu of outcomes she could have implemented, had she reported a
different bid. With menus, algorithms can impute counterfactual payoffs correctly.
Menu descriptions guarantee truthful implementation for a class of algorithms which
includes the ones considered in Banchio and Skrzypacz [2022].

3.1 Potential Drawback of Post-auction Feedback

All the studies we have discussed so far assume that feedback is used to improve an
algorithm’s estimate of counterfactual payoffs. However, one concern that may arise
from disclosure of private information is that such feedback may help the algorithms
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enforce punishment-reward schemes. For example, being able to monitor the bid
of the winner simplifies the emergence of strongly symmetric schemes, where Alice
and Bob can punish each other for deviating. On the other hand, bid rotation
schemes do not require this kind of feedback to be implemented and they tend to
be more profitable than strongly symmetric collusive equilibria (particularly so in
the second-price auction).
To explore how information provision might affect the functioning of online adver-

tising auctions, Decarolis et al. [2022] undertake a series of simulated experiments
where bidders employ either Q-learning or a Neural Network approach. In both
cases, bidders maintain memory of past play. Different information provision poli-
cies lead to differences in the ability of the algorithms to condition on past actions.
The authors consider several settings with asymmetric bidders competing in both
the generalized second-price (GSP) auction and the Vickrey-Clarke-Groves (VCG)
auction. Decarolis et al. [2022] find that when more detailed information is avail-
able to the algorithms, the advertisers’ rewards tend to be higher, and conversely,
the auctioneer revenues tend to decline.

4. CONCLUSION

Algorithms facilitate more and more business decision making. In particular, algo-
rithmic pricing and bidding continue to expand. That expansion will likely influence
the future of markets. This new technology also creates new concerns. One of the
central concerns is about potential (tacit or explicit) collusion by algorithms. It
brings the questions of how to design and regulate markets in the era of algorithmic
competition.
A set of recent papers that we described in this short survey contributes to

this discussion by asking how market design can influence the market conduct of
algorithms. These papers show that algorithms sometimes behave differently than
a simple Nash equilibrium theory would predict. Moreover, we they have shown
that market design matters. Changes to the market design that have no or minimal
effect on the set of Nash equilibrium outcomes can have first-order impact on the
behavior of algorithms.
Can market design avoid collusion in other ways? What market rules or market

structures are sensitive to collusive behavior? Is communication necessary to restore
competition, or can we rely on other market-based solutions? We hope future
research will provide answers to these and other important questions at the core of
market design for AI algorithms.
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1. FIRST-PRICE EQUILIBRIA CAN BE COMPLICATED

In 1961, Nobel Laureate Vickrey initiated auction theory. At the center of his
work [Vickrey 1961] was the solution concept of Nash equilibrium [Nash 1950]
for auctions as non-cooperative games. This game-theoretic approach has shaped
modern auction theory and has had tremendous influence also on other areas in
mathematical economics [Holt and Roth 2004]. In particular, Vickrey systemati-
cally investigated the first-price auction (or its equivalent, the Dutch auction), the
most common auction format in real business.
In the first-price auction, the auctioneer (seller) sells an indivisible item to n po-

tential bidders (buyers). The rule is as simple as it gets: All bidders simultaneously
submit bids to the auctioneer (each of which is unknown to the other bidders); the
highest bidder wins the item, paying his/her own bid. As simple as the rule is, the
bidders’ optimal bidding strategies can be sophisticated. From one bidder’s own
perspective, a higher bid means a higher payment on winning but also a better
chance of winning. Accordingly, this bidder’s optimal bidding strategy depends on
the competitive environment, which in turn is determined by the other bidders’
bidding strategies. This scenario is precisely a non-cooperative game and the stan-
dard solution concept is Bayesian Nash equilibrium. To get a better sense, let us
consider a warm-up example from Vickrey’s original work.

Example 1.1. Consider two bidders: Alice and Bob have (independent) uniform
random values v1, v2 ∼ U [0, 1] and respectively bid b1 = v1

2 and b2 = v2

2 . The value
distributions and bidding strategies determine the (independent) bid distributions
of bidders. In this example, they are (independent) uniform random bids b1, b2 ∼
U [0, 1

2 ], whose CDFs are B1(b) = B2(b) = min(2b, 1). By bidding b ≥ 0, Alice wins
with probability min(2b, 1) and gains a utility (v1−b) conditioned on winning. Her
expected utility is (v1 − b) · min(2b, 1), which is maximized when b = v1

2 . Thus,

Authors’ addresses: yj2552@columbia.edu, lu.pinyan@mail.shufe.edu.cn

ACM SIGecom Exchanges, Vol. 20, No. 2, December 2022, Pages 69–74



70 · Y. Jin and P. Lu

her current strategy b1 = v1

2 is optimal. By symmetry, Bob’s current strategy
b2 = v2

2 is also optimal. In sum, the above strategy profile (b1, b2) = ( v12 , v2

2 ) is an
equilibrium, in the sense that no bidder can gain a better utility by deviating from
his/her current strategy.

For clarity, let us formalize the model. Each bidder i ∈ [n] independently draws
his/her value from a distribution vi ∼ Vi. Only with this knowledge and depending
on his/her own strategy si, bidder i submits a (possibly) random bid bi = si(vi).
Then over the randomness of the other bidders’ values v−i = (vk)k 6=i and strategies
s−i = {sk}k 6=i, bidder i wins with probability xi(bi) ∈ [0, 1] and gains an expected
utility ui(vi, bi) = (vi − bi) · xi(bi).

Definition 1.2. A strategy profile s = {si}i∈[n] is a Bayesian Nash Equilibrium
when: For each bidder i ∈ [n] and any value v ∈ supp(Vi), the current strategy
si(v) is optimal, i.e., Esi

[

ui(v, si(v))
]

≥ ui(v, b) for any deviation bid b ≥ 0.

Example 1.1 is special in that bidders have identically distributed values. This
symmetric setting is well understood: The first-price auction has a unique Bayesian
Nash equilibrium [Chawla and Hartline 2013], which is fully efficient – the bidder
with the highest value always wins the item. Instead, the current research trend
focuses on the asymmetric setting, where bidders’ values are distinguished by their
distributions. Again, let us get a better sense through two concrete examples.

Example 1.3. Consider two bidders: Alice has a fixed value v1 ≡ 2 and always
bids s1(v1) ≡ 1. Bob has a uniform random value v2 ∼ U [0, 1] and truthfully bids
his value s2(v2) = v2, i.e., the distribution B2(b) = min(b, 1). By bidding b ≥ 0,
Alice gains an expected utility (v1 − b) · min(b, 1), for which her current strategy
s1(v1) ≡ 1 is optimal. Bob cannot gain a positive utility since his value v2 ∼ U [0, 1]
is at most Alice’s bid s1(v1) ≡ 1, so his current strategy s2(v2) = v2 is also optimal.
In sum, this strategy profile (s1, s2) is an equilibrium.
Unlike the symmetric setting, this auction game has multiple equilibria. E.g., it

is easy to verify that the same strategy s1(v1) ≡ 1 for Alice and a different strategy
s̃2(v2) = max( 2v2−1

v2
, 0) for Bob (i.e., the distribution B̃2(b) = 1

2−b
for b ∈ [0, 1])

are another equilibrium.

Both equilibria (s1, s2) and (s1, s̃2) presented in Example 1.3 have two features:
(i) The strategies s1(v1), s2(v2), s̃2(v2) are pure strategies – Each of them has no
randomness and is just a function of values. (ii) Both equilibria are fully efficient

akin to the symmetric setting – Alice always has the highest value ≡ 2 and always
wins the item. However, these are not always the case in the asymmetric setting,
such as in the next example, which only slightly modifies Example 1.3 by changing
the fixed value of Alice from 2 to 1.

Example 1.4. Consider two bidders: Alice has a fixed value v1 ≡ 1 and her bid
s1(v1) ∼ B1 follows the distribution B1(b) =

1
4b−2 exp(

4b−3
2b−1 ) for b ∈ [ 12 ,

3
4 ]. Bob has

a uniform random value v2 ∼ U [0, 1] and his bid s2(v2) = max( 4v2−1
4v2

, 0) follows the

distribution B2(b) =
1

4−4b for b ∈ [0, 3
4 ]. By bidding b ≥ 0, Alice gains an expected

utility (v1 − b) · B2(b), which is maximized = 1
4 anywhere between b ∈ [0, 3

4 ], so
her current strategy s1(v1) ∼ B1 is optimal. By elementary algebra, we can check
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that Bob’s current strategy s2(v2) = max( 4v2−1
4v2

, 0) also is optimal. In sum, this
strategy profile (s1, s2) is an equilibrium.

In Example 1.4, Alice has a mixed strategy – a fixed value v1 ≡ 1 but a random
bid s1(v1) ∼ B1. Moreover, the equilibrium (s1, s2) is not fully efficient. E.g., with
a value v2 = 3

4 , although not the highest value < v1 ≡ 1, Bob bids s2(v2) = 2
3

and wins with probability B1(
2
3 ) =

3
2e ≈ 0.5518. Indeed, Example 1.4 has infinite

equilibria, among which the given one (s1, s2) has the relatively “simplest” format.
But none of those equilibria is a pure equilibrium or is fully efficient, despite the
fact that Example 1.4 is only a minor modification of Example 1.3.
From the above examples, we observe that Bayesian Nash equilibria can be very

complicated and sensitive to the value distributions, even if the auction rules are
quite simple. After extensive study for more than 60 years, the first-price auction
and its equilibria remain the centerpiece of modern auction theory and have pro-
moted a rich literature (e.g., see the survey [Roughgarden et al. 2017] and references
therein). These efforts are justifiable as the study of the first-price auction and its
equilibria is both theoretically challenging and practically important.

2. (IN)EFFICIENCY OF FIRST-PRICE EQUILIBRIA

Among various aspects of the first-price auction, efficiency at equilibria is of pri-
mary interest. In economics, efficiency measures to what extent a recourse can
be allocated to the persons who value it the most and thus maximize the social

welfare, especially in a competitive environment. As shown in Example 1.4, the
first-price auction generally is not fully efficient at an equilibrium: The winner has
the highest bid but possibly not the highest value; this crucially depends on both
(i) the instance V itself and (ii) which Bayesian Nash equilibrium s ∈ BNE(V ) it
falls into. Earlier works in economics focus on (generalizing) the conditions for the
value distribution V = {Vi}i∈[n] that guarantee the full efficiency.

However, the quality of (in)efficiency should not be all-or-nothing. E.g., when the
highest value is 1, a value-0.99 bidder versus a value-0.01 bidder is very different,
although neither of them is fully efficient. Towards a quantitative analysis, Kout-
soupias and Papadimitriou introduced a new measure on the efficiency degradation
under selfish behaviors, the Price of Anarchy [Koutsoupias and Papadimitriou 1999]
(which is an analog of the “approximation ratio” in theoretical computer science).
For the first-price auction, denote by OPT(V ) the expected optimal social welfare
from an instance V , and by FPA(V , s) the expected social welfare at an equilibrium
s ∈ BNE(V ), then the Price of Anarchy is defined as follows.

Definition 2.1. For the first-price auction, the Price of Anarchy is given by

PoA := inf

{

FPA(V , s)

OPT(V )

∣

∣

∣

∣

(V , s) ∈ V× BNE and OPT(V ) < +∞

}

.

Clearly, PoA’s are bounded between [0, 1]; a larger ratio means a higher efficiency
and the = 1 ratio means the full efficiency. Specifically for the first-price auction,
Syrgkanis and Tardos proved the first nontrivial lower bound of 1 − 1/e ≈ 0.6321
[Syrgkanis and Tardos 2013]. Later, Hoy, Taggart and Wang derived an improved
lower bound of ≈ 0.7430 [Hoy et al. 2018]. On the other hand, Hartline, Hoy and
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Taggart showed a concrete instance of ratio ≈ 0.8689 [Hartline et al. 2014], which
remains the best known upper bound.
Despite the prevalence of the first-price auction and much effort in studying its

efficiency, there has been a persistent gap in the state of the art. In the authors’
recent work [Jin and Lu 2022], this long-standing open problem is finally solved.

Theorem 2.2. For the first-price auction, PoA = 1− 1/e2 ≈ 0.8647.

Remarkably, neither of the best known lower and upper bounds [0.7430, 0.8689]
are tight; we close the gap by improving both bounds to 1 − 1/e2 ≈ 0.8647. This
tight bound is not only of theoretic interest but has further implications in real
business as it is fairly close to 1. Namely, the efficiency degradation at any equilib-
rium is small, no worse than 13.53%, which might be acceptable given other merits
of the first-price auction.
En route to the tight PoA, we obtain new perspectives, characterizations, and

properties of equilibria in the first-price auction. These might be of independent
interest and will hopefully find applications in future research. E.g., the authors’
follow-up [Jin and Lu 2023] uses these to strengthen the above result by showing
that the Price of Stability for the first-price auction is the same = 1− 1/e2.

3. COMPARISON WITH PREVIOUS TECHNIQUES

On the Price of Anarchy in auctions, the canonical method is the smoothness tech-

niques proposed by Roughgarden [Roughgarden 2015] and developed by Syrgkanis
and Tardos [Syrgkanis and Tardos 2013]. The past decade has seen an abundance
of its applications and extensions (see the survey [Roughgarden et al. 2017]).

However, the smoothness framework has an intrinsic restriction – it focuses on
the structure of an auction game but ignores the independence, i.e., both the inde-
pendence of value distributions V = {Vi}i∈[n] and the independence of strategies
s = {si}i∈[n]. Hence, although powerful for proving lower bounds, the smoothness
framework often suffers from certain bottlenecks for proving tight bounds.
For the first-price auction, the smoothness-based bound of 1 − 1/e ≈ 0.6321 by

Syrgkanis and Tardos [Syrgkanis and Tardos 2013] is tight when correlated distri-
butions are allowed, i.e., no improvement is possible without reasoning about the
independence. Later, Hoy, Taggart, and Wang [Hoy et al. 2018] obtained a better
lower bound of ≈ 0.7430, by partially combining the independence arguments into
the smoothness framework.
In sum, towards tight bounds for the first-price auction and other auctions, the

primary consideration is: What is the consequence of the independence of values v
and strategies s? Our answer is, the bids s(v) = (si(vi))i∈[n] are also independent
and follow a product distribution B(V , s) = {Bi}i∈[n]. We thus switch to another
representation of equilibria, the bid distributions B(V , s) resulted from equilibria
(equilibrium bid distributions), over the original representation (V , s) ∈ V× BNE.

—The original representation has two drawbacks: (i) One value distribution V ∈ V

can have multiple or even infinite equilibria. (ii) One equilibrium s ∈ BNE(V )
generally has a non-analytic solution; even an efficient algorithm for computing
(approximate) equilibria from value distributions is unknown.
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—The new representation addresses both drawbacks: (i) One equilibrium bid dis-
tribution B(V , s) backward determines a unique equilibrium (V , s) ∈ V×BNE.
(ii) The reconstruction of (V , s) turns out to have an analytic solution.

The first part of [Jin and Lu 2022] establishes a bijection between the two search
spaces V × BNE and BEQ := {B(V , s) | (V , s) ∈ V × BNE}: They are equivalent
for searching the worst-case instances for the Price of Anarchy, but the new search
space BEQ is technically easier to explore since it is one infinite set rather than the
Cartesian product V× BNE of two infinite sets. Namely, we prove that:

Proposition 3.1. For the first-price auction, the Price of Anarchy is given by

PoA := inf

{

FPA(B)

OPT(B)

∣

∣

∣

∣

B ∈ BEQ and OPT(B) < +∞

}

.

This representations switch allows us to develop the first principle approach that
directly characterizes the worst-case instances. More precisely, the second part of
[Jin and Lu 2022] starts from the switched search space BEQ, step-by-step narrows
down it by showing stronger and stronger constraints, and eventually captures the
worst-case instances together with the tight PoA = 1− 1/e2.

Both parts “representations switch” and “worst-case instances characterization”
devise new techniques. E.g., we provide the first discretization scheme of Bayesian
Nash equilibria. Such a scheme is crucial for understanding complexity and learn-

ability of equilibria, but is a notorious task: First, equilibria can be very sensitive
to perturbations of value distributions V → Ṽ (cf. Examples 1.3 and 1.4). Sec-
ond, even the existence of a perturbed equilibrium s̃ ∈ BNE(Ṽ ) “close enough”
to a given equilibrium s ∈ BNE(V ) is doubtful, since no algorithm for computing
equilibria is available. Our scheme circumvents both issues and, roughly speaking,
stems from a delicate usage of the representations switch.
We remark that our approach towards the tight PoA = 1− 1/e2 is very general.

We believe that the framework as well as the “en route” structural and technical
byproducts can be adaptable to future research, including (i) the Price of Anar-
chy/Stability for other auctions, (ii) complexity and learnability of equilibria, and
(iii) other relevant topics like Revenue Maximization in auctions (e.g., [Hartline
and Roughgarden 2009; Hartline et al. 2014; Jin et al. 2019]).
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How Differential Privacy Impacts Data Elicitation
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Many studies and online platforms rely on data from individuals to learn properties of a population
or train data-driven services and recommendation systems. However, this data is often sensitive
or private, and individuals may be unwilling to share personal information. At the same time,

the introduction of Differential Privacy has given us a formal and principled way to protect the
privacy of individuals. Differential Privacy adds noise to the data or the learner’s computation to

“hide” the data of any specific individual, while still permitting to learn properties at the level of
a population.

In this letter, we discuss our recent work on how one may use differential privacy to increase
individuals’ willingness to share their personal information. We are particularly interested in
understanding the following trade-off: on the one hand, providing more privacy requires adding
more noise, which leads to less accurate models; on the other hand, providing more privacy allows
more individuals to share their personal data, leading to better models. The main challenges
are two-fold: i) we may need to provide different levels of privacy protections to individuals with
differing privacy preferences and ii) we aim to incentivize individuals to share their data without

payments, but instead through the utility they obtain from the data-driven service offered by the
learner.

Categories and Subject Descriptors: K.4.1 [Computers and society]: Public Policy Issues—
Privacy; J.4 [Social and Behavioral Sciences]: Economics; F.0 [Theory of Computation]:
General

General Terms: Algorithms, Economics, Security

Additional Key Words and Phrases: online platforms, data acquisition, privacy-aware agents,
differential privacy, endogenous participation

1. MOTIVATION AND CONTEXT

Larger and larger amounts of data are collected about individuals and online users
every year. Often, potentially highly sensitive data about individuals is collected
and used to help train machine learning models and making better recommenda-
tions or decisions for these same individuals. In turn, privacy concerns and con-
siderations immediately arise, and data privacy has effectively become one of the
most major societal concerns and challenges of our time.
Providing privacy is far from a trivial challenge. The easiest way to obtain privacy

may be to simply not collect or use data about individuals. At a high-level and
perhaps in oversimplified terms, this is the approach behind the new European
Union’s General Data Protection Regulation or GDPR (see [E.U. 2016]). But, if
possible, one may want to be able to still use and learn useful lessons from data,
while simultaneously guaranteeing privacy to the individuals whose data we are
using. For example, one could try to anonymize the data they collect in order to
make it hard to identify any specific individual in the data.
However, many past, naive techniques to provide privacy have failed to do so in
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a meaningful way. This has been a consequence of the fact that many privacy tech-
niques used in the past were derived from “intuition”, and their guarantees were
not properly formalized. In turn, these privacy protections failed when stressed
by unplanned for and unexpected reconstruction attacks. As an example, data
anonymization–which may intuitively sound like a reasonable way to provide pri-
vacy protections–has been shown to be vulnerable to very basic reconstruction
attacks; a well-known example of this is how Latanya Sweeney uniquely identified
the medical records of the governor of Massachusetts by noting that they were the
only one having a certain combination of observable demographic attributes in the
anonymized data [Sweeney 2000].

One of the most significant development in the area of privacy, in response to such
previous privacy failures, was the introduction of Differential Privacy by [Dwork
et al. 2006]. Differential Privacy essentially aims to give us the best of both worlds,
by allowing us i) to still learn important lessons and make accurate inference from
data while ii) making sure it is hard (in an information-theoretic sense) to recover
accurate information about any specific individual in the data we feed to our ma-
chine learning models. The biggest strengths of differential privacy are that it
provides formal and provable privacy guarantees, that it does not need to anticipate

and reason about specific types of reconstruction attacks, and that it allows for easy
privacy accounting even in complex systems.

Differential privacy relies on the addition of noise to the data, to the training
process of the algorithm, or to the final estimate or model trained on said data. In
turn, differential privacy exhibits a privacy-accuracy trade-off: intuitively, the more
noise is added, the better the privacy guarantee of our algorithm is going to be, but
the less accurate will the insights or predictions from this model be. A significant
amount of effort in the space of differential privacy has been spent on developing
algorithms and mechanisms that provide the best possible accuracy-privacy trade-
off.

Often, this is done assuming that the learner has access to a fixed data-set. I.e.,
given that the learner has already collected data, what is the best they can do in
terms of balancing out privacy and accuracy given this static data-set? This is
obviously a major and important building block when it comes to understanding
the properties of differential privacy. However, in this research note, I want to
argue that this is not the entire picture, as it does not take into account the data

collection process.

The point of view that I will argue in the remainder of this research note builds up
on the following observation: the promise of privacy guarantees and the way we use
individuals’ data to provide them with insights or services changes these individuals’
incentives to share and provide their personal data, and in turn affect the data
collection process and the data-sets we have access to. Providing more privacy
means adding more noise, but can–perhaps counter-intuitively–also lead to better
accuracy guarantees via the collection of more data. In our recent work [Cummings
et al. 2023], we aim to take this entire pipeline—both data collection and data
estimation with differential privacy—into account.
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2. OUR MODEL

2.1 Motivation

Let us start with two high-level examples of the types of considerations we are
interested in modeling.

Example 2.1 Online platform. Consider an online platform like YouTube.

YouTube collects data about users, and uses this data to train its recommendation

system and to decide what videos to recommend to what user. Individuals with

privacy concerns have the option to opt out from making an account or from sharing

their data. They can still access YouTube’s content if they decide to do so, but do

not get personalized recommendations from the platform if they opt out of sharing

their watch and search histories.

Example 2.2 Medical study. Consider a medical study about a rare disease.

An individual may participate in a medical study in the hope that this will help de-

velop new treatment options that the individual will directly benefit from. However,

doing so may reveal personal and sensitive information about themselves; in fact,

even just learning of their participation in the study would be a serious breach of

privacy, since it would reveal that the individual has the rare disease.

In both examples, there is a notion of trade-off between the privacy cost incurred
from sharing one’s personal data and the benefit from the resulting model, study,
or statistic computed by the learner or platform. This benefit depends partially
on how many agents choose to share their data; e.g., the more people share their
data with YouTube, the better the platform’s recommendation system will be. In
such settings, we can hope to leverage differential privacy to lower agents’ barriers
to sharing their data and provide them with improved outcomes and services.

From a more technical point of view, the name of the game is the following:
we want to carefully choose the amount of noise we add for privacy to trade-off i)
incentivizing more participation and data sharing (leading to more accurate models
absent privacy noise) and ii) model inaccuracies resulting from the addition of noise.
This task is rendered more complicated by the fact that different individuals may
have varying privacy attitudes and preferences. Our goal in [Cummings et al. 2023]
is in fact to develop a better formal and theoretical understanding of this trade-off
between privacy costs and resulting quality of service, and to design optimal data
acquisition algorithms which respect the users’ differing preferences.

2.2 A more formal description of our model

Let us now discuss the model in more details. In [Cummings et al. 2023], we study
a platform that faces a population of n agents. Each agent has a private data
point, and has a privacy parameter ci that models how much agent i cares about
their own privacy; the higher the value of ci, the more stringent agent i’s privacy
requirements are.
Once the platform has collected data from the agents, it computes an unbiased

estimator µ̂ of the mean of the data distribution. Here, we focus on this simple
mean estimation task to keep the problem simple and tractable (but note that one
may want to also study more complex machine learning tasks). Letting S ∈ [n] be
the set of agents that decide to join the platform, we assume that the platform’s
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estimator is a linear, weighted empirical mean:

µ̂(S, ~w, η) =
∑

i∈S

widi + Z(η),

where wi is the weight assigned to the data of agent i and Z is a random variable
drawn from appropriately chosen noise parameterized by η. The platform aims to
optimize over both the choice of weights {wi}i∈S and of noise parameter η, so as
to minimize the variance of the estimator. The choice of weights and parameter
η impacts the agents’ incentives and decisions on whether to participate in the
platform and share their data, in two ways:

(1) It affects the level of privacy experienced by each agent i. It is not hard to
show this level of privacy is wiη; intuitively, the less weight we give to agent i’s
data in the learner’s computation, the more privacy i gets.

(2) It affects the accuracy of the platform’s estimate, which in turn impacts the
benefit obtained by an agent were they to join the platform.

The question is then the following: how do we design the wi’s and the parameter
η optimally, in a way that gives us the most accurate estimate possible?

3. OUR CONTRIBUTIONS

The first contribution of our paper is the model. There has been an extensive line
of work on designing algorithms and mechanisms to elicit private data [Roth and
Schoenebeck 2012; Chen et al. 2018; Chen and Zheng 2019; Acemoglu et al. 2019;
Liao et al. 2022; Gkatzelis et al. 2015; Abernethy et al. 2015; Cai et al. 2015; Liu and
Chen 2016; 2017; Liu et al. 2020; Chen et al. 2020; Perote and Perote-Pena 2003a;
2003b; Dekel et al. 2010; Meir and Rosenschein 2011; Meir et al. 2012; Fleischer and
Lyu 2012; Nissim et al. 2012; Cummings et al. 2015; Cummings et al. 2021; Ghosh
and Roth 2015; Ghosh et al. 2014; Cummings et al. 2015; Liao et al. 2020; Ghosh
and Ligett 2013]. However, to the best of our knowledge, our work is the first one
with the following unique combination of modeling considerations: i) the agents
derive utility from the learner’s model rather than from monetary payments, ii) the
learner provides personalized differential privacy guarantees to the different agents,
and iii) the agents’ participation decisions are endogenous in that the quality of the
model and the utility any given agent gets depend on the other agents’ decisions.
Closest to our work is the excellent follow-up work of [Fallah et al. 2022] that builds
on an earlier version of our model and extends our results to strategic agents that
may misreport their privacy preferences.

Second, we provide a decomposition of the problem into two simpler algorithmic
components. The first component is that at fixed η, the optimization problem
faced by the platform is in fact convex; hence, algorithmically, finding the optimal
weights as a function of η is tractable. Then, the second component is simply that
since η is a 1-dimensional, real number, it is relatively simple to optimize over.
That said, our results go beyond this algorithmic characterization; in fact, we

provide a semi closed-form solution to the problem faced by the platform. Intu-
itively and informally, we should expect agents with higher ci’s (more stringent
privacy requirements) should have lower weights wi on their data so as to obtain
more privacy. Formally, we show that the weights should be chosen as follows:
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Informal Theorem 3.1. The optimal weights are such that:

(1 ) Agents with the least stringent privacy preferences, i.e. with a cost ci below a

certain threshold, are pooled together and given the same weight.

(2 ) Agents with more stringent privacy preferences, i.e. with a cost ci above this

threshold, see their data being given a weight that decreases inversely propor-

tionally to their privacy requirements.

In particular, this structure is–perhaps surprisingly–a bit different from what
we would have initially expected. On top of this, we believe our semi closed-form
characterization to be interesting for several additional reasons:

(1) We show that the above form for the optimal solution holds in two variants
of how we model the agents’ privacy preferences and participation decisions
(please see the manuscript [Cummings et al. 2023] for more details on these
models). This form for the optimal solution is also the same one that we
observed in [Chen et al. 2018]. This seems to imply that this is not a specificity
of our current model, but possibly a deeper and more fundamental property of
data elicitation in the presence of privacy considerations.

(2) Further, the structure of our optimal solution is that it is simple and inter-
pretable. This is significant, as optimal mechanisms in many settings can look
very complex, to a point that it is not believable that one may want to use such
a solution in practice. Having access to simple algorithms and mechanisms that
perform well give them practical value.

(3) Finally, because the optimal weights for a given value of η are fairly simple,
they facilitate the search over the best possible value of the parameter η. In our
work, we use the semi closed-form solution for the weights as a building block
to optimize over η and to obtain semi closed-form expressions (that depend on
the choice of integer threshold t) for η under some additional assumptions.

Beyond this characterization, we note that our results can be extended to the
case in which the agents’ privacy costs are unknown, and the learner has to elicit
them from strategic agents that may misreport them when beneficial. While our
paper touches briefly on such strategic considerations in one of the variants of our
model, those are studied more carefully and extensively in the work of [Fallah et al.
2022].
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The classical Bayesian model is extremely widely adopted in the research on
pricing and auction problems. In such a simple pricing setting, a buyer’s value v

on an item is drawn from a distribution F . The distribution F is publicly known
but the realization v is only known to the buyer. A profit-maximizing seller with 0
cost for the item will choose to set a price p to optimize p · Prv∼F [v ≥ p].
The 0-cost assumption does not hold in many situations. The seller might have

a private value on the item just as the buyer does, and therefore will incur a cost
if she sells it. In an alternative situation, the seller might need to pay a cost
to produce the item before selling. Considering this and generalizing the pricing
model naturally, we assume the seller also has a private cost c drawn from a public
distribution G. F and G are typically assumed to be independent.
Myerson and Satterthwaite have a celebrated impossibility result in this setting:

As long as F and G are continuous distributions with positive densities and they
properly intersect, no truthful1 mechanism can be socially efficient (i.e., always
trading when v > c and never trading when v < c).

In the face of this impossibility, many works have been dedicated to exploring
what is possible. A common approach from Computer Science is to provide guar-
anteed approximations in the form of competitive analysis. Is it possible to get a
good fraction of efficiency using truthful mechanisms? Can this be achieved via
simple mechanisms? Are there other viewpoints to bypass this impossibility? Gen-
eralizations of bilateral trade such as double auctions and matching markets have
also been extensively studied. In this annotated reading list, we introduce some
papers on these topics as a starting point. Please note that many exciting and
closely related papers are not included due to space constraints.

1Here, truthfulness refers to simultaneous satisfaction of Bayesian incentive compatibility, (in-

terim) individual rationality, and (ex-ante weak) budget balance. The last condition means the
mechanism itself should not lose money in expectation from subsidizing the agents.
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(1) Myerson, R. B. and Satterthwaite, M. A. 1983. Efficient Mechanisms
for Bilateral Trading. Journal of Economic Theory 29, 2, 265–281.

This seminal paper lays the foundation of the bilateral trade model, charac-
terizes truthful mechanisms, and states the textbook Myerson-Satterthwaite
impossibility theorem. I recommend their paper to any reader interested in the
topic.

(2) McAfee, R. P. 2008. The Gains from Trade Under Fixed Price Mechanisms.
Applied Economics Research Bulletin 1, 1, 1–10.

This paper initiates the study of efficiency approximations of bilateral trade.
McAfee shows that when the value distribution F has a higher median than the
cost distribution G, a simple fixed-price mechanism can get half of the gains-
from-trade (a natural measure of efficiency), compared with the first-best.

(3) Blumrosen, L. and Dobzinski, S. 2021. (Almost) Efficient Mechanisms for
Bilateral Trading. Games and Economic Behavior 130, 369–383.

This paper extends the study of the approximate efficiency of fixed-price mech-
anisms. The measure of efficiency here is (mostly) the welfare, which mathe-
matically equals to the gains-from-trade plus an instance-dependent constant
and thus admits better approximation ratios.

(4) Brustle, J., Cai, Y., Wu, F., and Zhao, M. 2017. Approximating Gains
from Trade in Two-sided Markets via Simple Mechanisms. In Proceedings of
the 2017 ACM Conference on Economics and Computation (EC), 589–590.

This paper provides constant-approximations to the second-best gains-from-
trade using simple mechanisms. It is worth noting that such a result guides the
research direction of finding an approximation to the first-best gains-from-trade,
since considering the provided simple mechanisms is without loss of generality
up to constants. This paper generalizes the duality framework in auction de-
sign to bilateral trade and more general two-sided market settings. For those
familiar with or interested in the duality framework, this paper is especially
recommended.

(5) Deng, Y., Mao, J., Sivan, B., and Wang, K. 2022. Approximately Efficient
Bilateral Trade. In Proceedings of the 54th ACM Symposium on Theory of
Computing (STOC), 718–721.

This paper provides the first (unconditional) constant-approximation to the
first-best gains-from-trade, resolving a frequently mentioned central open ques-
tion in this area. The proof is quite short and can be an interesting read to a
general audience.

(6) Fei, Y. 2022. Improved Approximation to First-Best Gains-from-Trade. In
Proceedings of the 18th Conference on Web and Internet Economics (WINE).

This paper improves the competitive ratio against the first-best gains-from-
trade, for both the general setting and a specialized one, using clever methods
of analysis. This paper is a good starting point for the future direction of
optimizing competitive ratios in this setting.
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(7) Babaioff, M., Cai, Y., Gonczarowski, Y. A., and Zhao, M. 2018. The
Best of BothWorlds: Asymptotically Efficient Mechanisms with a Guarantee on
the Expected Gains-From-Trade. In Proceedings of the 2018 ACM conference
on Economics and Computation (EC), 373.

This paper provides best-of-both-worlds gains-from-trade guarantees in two-
sided markets. In general, best-of-both-worlds results aim to provide a solution
satisfying multiple simpler properties simultaneously. For a reader interested
in such results, this one is a good read in the context of (generalized) bilateral
trade.

(8) Dütting, P., Fusco, F., Lazos, P., Leonardi, S., and Reiffenhäuser,

R. 2021. Efficient Two-Sided Markets with Limited Information. In Proceed-
ings of the 53rd ACM Symposium on Theory of Computing (STOC), 1452–1465.

This paper shows that full knowledge of the value and cost distributions is
not necessary for getting a good approximation to the first-best welfare for
quite general two-sided markets – a single sample from each cost distribution
suffices. Single-sample algorithms have been studied in auctions and prophet
inequalities – this paper shows their power in (generalized) bilateral trade.

(9) Mao, J., Paes Leme, R., and Wang, K. 2022. Interactive Communica-
tion in Bilateral Trade. In Proceedings of the 13th Innovations in Theoretical
Computer Science (ITCS), 105:1–105:21.

Bayesian persuasion and information design in general is receiving increasing
attention in the Economics and Computer Science communities. This paper
considers Bayesian persuasion in bilateral trade and models the back-and-forth
bargaining behavior in practice, bypassing the Myerson-Satterthwaite impos-
sibility theorem. It is recommended to readers familiar with or interested in
information design.
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back” workshop at NeurIPS’21. He is honored to have been awarded The Israeli
Council for Higher Education Postdoctoral Fellowship, The Apple PhD Fellowship
in AI/ML, and The Charles Clore Foundation PhD Fellowship.

In his winter meeting tutorial, Juba Ziani presented an overview of recent ad-
vancements in the rapidly evolving field of algorithmic fairness. Dr. Ziani is an
assistant professor at the School of Industrial and Systems Engineering at Georgia
Institute of Technology. His research focuses on the design of markets for data, data
privacy, fairness in machine learning and decision-making, and strategic considera-
tions in machine learning. Dr. Ziani’s recent work explores the effects that opac-
ity of algorithmic decision-making policies may have on the ability of individuals
from different sub-populations to improve. In particular, it introduces a framework
which is based on individuals learning about the policy from their peer networks,
and demonstrates how information gaps between different sub-populations may re-
sult in an increased level of disparity. In an interview after the winter meeting, Dr.
Ziani shared some of his thoughts on research on algorithmic fairness.

The field of algorithmic fairness has been expanding rapidly over the
last several years. What are some central works that you would recom-
mend to a researcher who is new to the field?

A first work I would recommend is On the (Im)possibility of Fairness [Friedler
et al. 2016]. This paper basically tells you why you should do something about
fairness, and why the näıve policy of being blind to race or gender or another sensi-
tive attribute is not going to work. It shows how the same features might actually
mean different things in the context of different backgrounds or sub-populations.
A typical example that people use is how SAT scores have a different meaning de-
pending on if you come from a wealthy background and can take the test multiple
times and take an SAT preparation course or if you cannot afford these things.
Another paper I would recommend is Fairness Through Awareness [Dwork et al.

2012]. This paper introduces and formalizes an intuitive definition of fairness that
many people have, which is that similar people should be treated similarly.
In addition, a lot of the space of fairness is trying to understand fairness at the
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level of groups, and make sure that we treat different sub-populations fairly. There
are many great works in this space, but to recommend only one, I would look
at Inherent Trade-Offs in the Fair Determination of Risk Scores [Kleinberg et al.
2017]. It shows how guaranteeing fairness can be hard, by showing that except
for very contrived settings, the three main statistical definitions of fairness people
have been using are not compatible with each other. So, most of the time, you
would have to only choose one. I think it is important that people understand this,
because if you do not, and you choose to apply one definition of fairness without
thinking about whether this is the right definition to apply, you might end up doing
the wrong thing, and miss out on the “right” definition to use in this context.

Finally, the book Fairness and Machine Learning: Limitations and Opportunities
[Barocas et al. 2019] is a good starting point to understanding how people have been
thinking about, modeling, and addressing these issues.

One theme that was emphasized in the tutorial was algorithmic fair-
ness in policy domains where individuals behave strategically. In this
context, you mentioned a recent work of yours, Information Discrepancy

in Strategic Learning [Bechavod et al. 2022], investigating the effects of
information gaps between sub-populations in settings where individuals
wish to act strategically, but lack the information to do so. Could you
elaborate on some of the high-level takeaways from this work?

I think the first takeaway is that in many settings where you care about fairness,
you do so because you are making high-stakes decisions about people. So you
cannot simply imagine that people will not do anything if there is a chance they
can steer the decision in their favor. People are naturally going to try to get to
the positive side of these decisions. They are going to modify and work on their
features to increase the chance of getting the loan that they need.
Another point is that a lot of the algorithms that are used in practice, for example

for loan approvals or credit scores, are black-box proprietary algorithms. People
may have some understanding or information about these models, but they don’t
know exactly how to tailor their responses to pass the classifier. Different people
may also have different information about the classifier. One source of information
is the decisions and predictions made on other people in the past. You can imagine
getting this information from people similar to you, that are in your social or
socioeconomic group. There could be great disparities as a function of that - if you
are surrounded by wealthy people that get the loans they need, you probably have
a very good sense of how this is going to work, but if your surroundings are people
that typically haven’t had access to those loans, then what are you going to do?

In the paper we look at the interaction between information asymmetries and
strategic behavior, and aim to understand how they could lead to very different
outcomes for people. One of the main messages of the paper is that even if the
decision-making principal is benevolent and trying to push people to improve as
much as possible, you can still have disparities across different groups and how much
they are going to improve, depending on the information that they have. We even
have situations in the paper where, by trying to optimize the improvement for the
entire population, you are actually hurting the sub-population that doesn’t have
much information. The individuals in this sub-population actually change their
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features in a way that doesn’t improve their “true” label (think, for example, in a
loan setting, their ability to repay the loan in a timely manner). One final takeaway
here is that social welfare and fairness can be very different things, which I think
a lot of people have realized by this point. Optimizing for social welfare doesn’t
necessarily mean you are doing something that is good for every sub-population.

Another theme in the tutorial was the effects of feedback loops - where
new information is available only for applicants that have actually been
accepted (e.g. approved for a loan, admitted to college). A recent work
of yours, Wealth Dynamics Over Generations: Analysis and Interven-

tions [Acharya et al. 2022] explores the effects of such feedback loops on
the distribution of wealth across generations. Could you share some of
the insights from this work?

The idea here is that wealthier populations generally have access to better op-
portunities in life. So, it is easier for them to keep wealth or gain wealth, and such
effects can propagate over time. In order to study this, we consider a simple game-
theoretic model that focuses on one salient element of such a feedback loop. The
setting that motivates our paper is university admissions. What happens very often
in this context, is that schools condition acceptance on doing well on tests such as
the SAT or GRE. However, we know that these metrics can be biased; real data and
empirical studies indicate that there are significant disparities in how well students
from different socioeconomic and racial groups perform on standardized tests. In
particular, wealth affects your ability to prepare for these tests. For example, when
you take the SAT, part of doing well on the test is actually having the technical
skills to answer the questions, but part of it is that you have been prepared to take
this kind of test, that you know how to strategize, how to skip questions, how to
take the test more efficiently; generally, this preparation is correlated with socioeco-
nomic status. Further, there is an intrinsic disadvantage in that some people cannot
afford to take the SAT more than once, while others take it several times, and only
need to report the best score. So you could imagine two people who technically are
similarly qualified for a university could possibly fare differently on the SAT. This
effect is further amplified by policies such as legacy admissions, which explicitly
give an advantage to individuals from wealthier populations that have historically
had access to high quality college education.
In the paper, we show situations where the wealth update rule - how your wealth

today is mapped to the wealth of the next generation - can have different fixed
points in which people who start with low wealth are going to stay with low wealth,
and people who start with high wealth are going to stay with high wealth. This
is the first contribution of the paper. And then we study interventions. There are
interventions of the form “what if we redesign the test?” “What if we increase or
decrease the admissions threshold?” We also have interventions that are trying to
increase the wealth of populations, by giving them subsidies, fellowships, funding
that will make it easier for them to access educational opportunities. We study the
effects of such subsidies and how one should give subsidies to people and when, in
order to get rid of the feedback loops, and make sure that everyone converges to
the same outcome in the long term.
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Where do you see the field of algorithmic fairness going next? What
are some questions that you think are the most interesting to explore?

To me, the higher level concern for the field to think about is to understand that
algorithmic fairness is not just about algorithms; it’s not just about adding a fairness
constraint to my current algorithm to make the predictions more fair, because that
may have unintended negative consequences in practice if you don’t take the context
into account. The question really is: what are the implications of your algorithm?
How do they affect society? How do they impact people? Predictions are going to
be translated into decisions, and we need to start moving away from trying to make
predictions fair, and rather understand how these predictions are going to be used
downstream and how they are going to affect people.
Another thing, which I touched on in the tutorial, is that decisions are not made

in isolation. We face complex systems of decisions, and they interplay with and
affect each other. I think at this point there is a pretty good understanding that
even decisions that are fair in isolation are not necessarily going to be fair when you
compose them with each other. I do not think, however, that it is well understood
how to take that into account and how to deal with it outside of a few relevant
papers, which means there is space for further understanding of these issues.
Going back to the feedback loops we talked about earlier, when we make high-

stakes decisions about people and populations, there is a long-term impact. We are
literally changing how these populations are going to be accessing opportunities
in the future, and we have to take this long-term impact into account. I would
argue that the goal of fairness is ultimately the long term, not the short term. We
don’t just apply affirmative action to account for past disparities, we also do so
because by giving an opportunity to people we haven’t given an opportunity so
far, we are expanding access to educational opportunities to new groups that have
been historically marginalized. The hope is that this will also expand access to
opportunities and reduce disparities for future generations. When we think about
our algorithms and the decisions we make, we really need to understand how those
are going to shape the populations we’ll face in the future.
We have to understand how the design of decision-making algorithms affects the

data we collect about people. When you change your model, you change the way
people are going to act. An example can be “we have never given a loan to people
like you”, so you think you are not going to get the loan so you won’t even try.
And then we are not going to collect data about these people. When we deploy
an algorithm, we change the landscape in which the algorithm has been deployed,
and we need to take it into account when we are thinking about fairness. These
questions go back to incentives, game theory, behavioral modeling and economics,
so I think that our community is exactly the right one to think about these types
of questions.

In your earlier research, you were mostly focused on more “tradi-
tional” game-theoretic questions, while recently you have worked on
fairness in machine learning. Can you share a bit about what made you
interested in algorithmic fairness research?

I don’t really think my research has changed so much over the years, and that’s
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for two reasons: first, the problems I care about in the space of fairness involve
incentives and economic components, and use a lot of game-theoretic tools, so I’m
still pretty much a game theory person. Second, even my earlier work, in more
“traditional” game theory, was about ethical considerations and social impact. I
started working on data markets, where we actually care about properly compen-
sating people for their data instead of selling their data, and where you care about
the privacy of the people whose data you are using in your computations. So in
that sense I was always interested in those ethical concerns and issues.
I also care about it as someone who is from a minority background. I’m a minority

in Algeria by being a Berber, and I’m a minority in France, the country I was born
and grew up in, by being of Algerian descent. So I always cared about these issues
that are related to fairness, diversity and inclusion, and it was natural for me to
incorporate them in my research.

You are currently starting your second year as faculty at Georgia Tech
Industrial and Systems Engineering. What is some advice that you can
share from your first year as faculty, which could be helpful for those
starting their first academic position?

Piece of advice number one: say no. Say no when there is too much to do in terms
of reviews, projects, surveys and everything. And I would say it goes beyond saying
no to other people, it’s also saying no to yourself. At some point over this summer
I was on five different projects, and I had these five other ideas, and I should really
have realized that “now is not the right time to start working on these new ideas,
stop reaching out to more people”. I did a really poor job at this so I have too
many things going on.
Another thing is that it’s easy to get overwhelmed when you start as faculty.

You get dropped into a new environment with many new considerations to take
into account. It’s an entirely new and different job. Before, the number one thing
you had to care about was research; but when you become a professor, you have
to do research, you have to teach, to do service, to apply for grants; there are so
many things you have to do at the same time. My advice here is to take baby steps,
one step at a time. It’s okay if for one semester you focus mainly on only one of
these things; for example I spent my first semester developing a new class on the
algorithmic foundations of ethical machine learning, and frankly did not do much
else. So my main advice is do one thing at a time, because otherwise you are just
going to be overwhelmed.
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